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PART A

Virtualization is the "creation of a virtual (rather than actual) version of something,
such as a server, a desktop, a storage device, an operating system or network
resources'.

In other words, Virtualization is a technique, which allows to share a single physical
instance of a resource or an application among multiple customers and organizations. It
does by assigning a logical name to a physical storage and providing a pointer to that
physical resource when demanded.

Types of Virtualization:

. Hardware Virtualization.

. Operating system Virtualization.

1
2
3. Server Virtualization.
4

. Storage Virtualization.

How does virtualization work in cloud computing?

Virtualization plays a very important role in the cloud computing technology, normally
in the cloud computing, users share the data present in the clouds like application etc,
but actually with the help of virtualization users shares the Infrastructure.

The main usage of Virtualization Technology is to provide the applications with the
standard versions to their cloud users, suppose if the next version of that application is
released, then cloud provider has to provide the latest version to their cloud users and
practically it is possible because it is more expensive.




To overcome this problem we use basically virtualization technology, By using
virtualization, all severs and the software application which are required by other cloud
providers are maintained by the third party people, and the cloud providers has to pay
the money on monthly or annual basis.

PART B

ARCHITECTURAL DESIGN OF COMPUTE AND STORAGE CLOUDS

We start with basic cloud architecture to process massive amounts of data
with a high degree of parallelism. Then we study virtualization support,
resource provisioning, infrastructure management, and performance

modeling.

4.3.1 A Generic Cloud Architecture Design

An Internet cloud is envisioned as a public cluster of servers provisioned
on demand to perform collective web services or distributed applications
using data-center resources. In this section, we will discuss cloud design
objectives and then present a basic cloud architecture design.

4.3.1.1 Cloud Platform Design Goals

Scalability, virtualization, efficiency, and reliability are four major design
goals of a cloud computing platform. Clouds support Web 2.0 applications.
Cloud management receives the user request, finds the correct resources,
and then calls the provisioning services which invoke the resources in the
cloud. The cloud management software needs to support both physical and
virtual machines. Security in shared resources and shared access of data
centers also pose another design challenge.

The platform needs to establish a very large-scale HPC infrastructure. The
hardware and software systems are combined to make it easy and efficient
to operate. System scalability can benefit from cluster architecture.

If one service takes a lot of processing power, storage capacity, or network
traffic, it is simple to add more servers and bandwidth. System reliability
can benefit from this architecture.




Data can be put into multiple locations. For example, user e-mail can be put
in three disks which expand to different geographically separate data
centers. In such a situation, even if one of the data centers crashes, the user
data is still accessible. The scale of the cloud architecture can be easily
expanded by adding more servers and enlarging the network connectivity
accordingly.

4.3.1.2 Enabling Technologies for Clouds

The key driving forces behind cloud computing are the ubiquity of
broadband and wireless networking, falling storage costs, and progressive
improvements in Internet computing software.

Cloud users are able to demand more capacity at peak demand, reduce
costs, experiment with new services, and remove unneeded capacity,
whereas service providers can increase system utilization via multiplexing,
virtualization, and dynamic resource provisioning. Clouds are enabled by
the progress in hardware, software, and networking technologies
summarized in Table 4.3.

Table 4.3 Cloud-Enabling Technologies in Hardware, Software, and Networking
Technology Requirements and Benefits

Fast platform deployment Fast, efficient, and flexible deployment of cloud resources to provide
dynamic computing environment to users

Virtual clusters on demand Virtualized cluster of WYMs provisioned to satisfy user demand and virtual
cluster reconfigured as workload changes

Multitenant techniques SaaS for distributing software to a large number of users for their
simultansous use and resource sharing if so desired

Massive data processing Internet search and web services which often require massive data
processing, especially to support personalized senvices

Web-scale communication Support for e-commerce, distance education, telemedicine, social
networking, digital government, and digital entertainment applications

Distributed storage Large-scale storage of personal records and public archive information
which demands distributed storage over the clouds

Licensing and biling services License management and billing senvices which greatly benefit all types
of cloud senvices in utility computing

These technologies play instrumental roles in making cloud computing a
reality. Most of these technologies are mature today to meet increasing
demand. In the hardware area, the rapid progress in multicore CPUs,
memory chips, and disk arrays has made it possible to build faster data




centers with huge amounts of storage space. Resource virtualization
enables rapid cloud deployment and disaster recovery. Service-oriented
architecture (SOA) also plays a vital role.

Progress in providing SaaS, Web 2.0 standards, and Internet performance
have all contributed to the emergence of cloud services. Today’s clouds are
designed to serve a large number of tenants over massive volumes of data.
The availability of large-scale, distributed storage systems is the foundation
of today’s data centers. Of course, cloud computing is greatly benefitted by
the progress made in license management and automatic billing techniques
in recent years.

4.3.1.3 A Generic Cloud Architecture

Figure 4.14 shows a security-aware cloud architecture. The Internet cloud is
envisioned as a massive cluster of servers. These servers are provisioned on
demand to perform collective web services or distributed applications
using data-center resources. The cloud platform is formed dynamically by
provisioning or deprovisioning servers, software, and database resources.
Servers in the cloud can be physical machines or VMs. User interfaces are
applied to request services. The provisioning tool carves out the cloud
system to deliver the requested service.

In addition to building the server cluster, the cloud platform demands
distributed storage and accompanying services. The cloud computing
resources are built into the data centers, which are typically owned and
operated by a third-party provider.

Consumers do not need to know the underlying technologies. In a cloud,
software becomes a service. The cloud demands a high degree of trust of
massive amounts of data retrieved from large data centers. We need to
build a framework to process large-scale data stored in the storage system.

This demands a distributed file system over the database system. Other
cloud resources are added into a cloud platform, including storage area
networks (SANs), database systems, firewalls, and security devices. Web
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A security-aware cloud platform built with a virtual cluster of VMs, storage, and networking resources
over the data-center servers operated by providers.

special APIs that enable developers to exploit Internet clouds. Monitoring
and metering units are used to track the usage and performance of
provisioned resources.

The software infrastructure of a cloud platform must handle all resource
management and do most of the maintenance automatically. Software
must detect the status of each node server joining and leaving, and perform
relevant tasks accordingly.

Cloud computing providers, such as Google and Microsoft, have built a
large number of data centers all over the world. Each data center may have
thousands of servers. The location of the data center is chosen to reduce
power and cooling costs. Thus, the data centers are often built around
hydroelectric power.




The cloud physical platform builder is more concerned about the
performance/price ratio and reliability issues than shear speed
performance.

In general, private clouds are easier to manage, and public clouds are easier
to access. The trends in cloud development are that more and more clouds
will be hybrid. This is because many cloud applications must go beyond
the boundary of an intranet. One must learn how to create a private cloud
and how to interact with public clouds in the open Internet. Security
becomes a critical issue in safeguarding the operation of all cloud types.

4.3.2 Layered Cloud Architectural Development
The architecture of a cloud is developed at three layers: infrastructure,
platform, and application, as demonstrated in Figure 4.15.

These three development layers are implemented with virtualization and
standardization of hardware and software resources provisioned in the
cloud. The services to public, private, and hybrid clouds are conveyed to
users through networking support over the Internet and intranets
involved. It is clear that the infrastructure layer is deployed first to support
IaaS services.

This infrastructure layer serves as the foundation for building the platform
layer of the cloud for supporting PaaS services. In turn, the platform layer
is a foundation for implementing the application layer for SaaS
applications.

Different types of cloud services demand application of these resources
separately. The infrastructure layer is built with virtualized compute,
storage, and network resources. The abstraction of these hardware
resources is meant to provide the flexibility demanded by users. Internally,
virtualization realizes automated provisioning of resources and optimizes
the infrastructure management process.

The platform layer is for general-purpose and repeated usage of the
collection of software resources. This layer provides users with an
environment to develop their applications, to test operation flows, and to
monitor execution results and performance. The platform should be able




to assure users that they have scalability, dependability, and security
protection. In a way, the virtualized cloud platform serves as a “system
middleware” between the infrastructure and application layers of the
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FIGURE 4.15

Layered architectural development of the cloud platform for laaS, PaaS, and SaaS applications over the
intemet.

2. Architectural design challenges

Architectural Design Challenges

we will identify six open challenges in cloud architecture development.

Challenge 1 —Service Availability and Data Lock-in Problem

®

®

The management of a cloud service by a single company is often the source of
single points of failure.

To achieve HA, one can consider using multiple cloud providers. Even if a
company has multiple data centers located in different geographic regions, it
may have common software infrastructure and accounting systems.

Therefore, using multiple cloud providers may provide more protection from
failures. Another availability obstacle is distributed denial of service (DDoS)
attacks.

Criminals threaten to cut off the incomes of SaaS providers by making their
services unavailable. Some utility computing services offer SaaS providers the
opportunity to defend against DDoS attacks by using quick scale-ups.

Software stacks have improved interoperability among different cloud
platforms, but the APIs itself are still proprietary. Thus, customers cannot easily




extract their data and programs from one site to run on another. The obvious
solution is to standardize the APIs so that a SaaS developer can deploy services
and data across multiple cloud providers.

This will rescue the loss of all data due to the failure of a single company.

In addition to mitigating data lock-in concerns, standardization of APIs enables a
new usage model in which the same software infrastructure can be used in both
public and private clouds.

Such an option could enable “surge computing,” in which the public cloud is
used to capture the extra tasks that cannot be easily run in the data center of a
private cloud.

Challenge 2 — Data Privacy and Security Concerns

®

®

®

Current cloud offerings are essentially public (rather than private) networks,
exposing the system to more attacks.

Many obstacles can be overcome immediately with well-understood technologies
such as encrypted storage, virtual LANs, and network middleboxes (e.g.,
firewalls, packet filters).

For example, you could encrypt your data before placing it in a cloud. Many
nations have laws requiring SaaS providers to keep customer data and
copyrighted material within national boundaries.

Traditional network attacks include buffer overflows, DoS attacks, spyware,
malware, rootkits, Trojan horses, and worms.

In a cloud environment, newer attacks may result from hypervisor malware,
guest hopping and hijacking, or VM rootkits.

Another type of attack is the man-in-the-middle attack for VM migrations. In
general, passive attacks steal sensitive data or passwords. Active attacks may
manipulate kernel data structures which will cause major damage to cloud
servers.

Challenge 3—Unpredictable Performance and Bottlenecks

®

®

Multiple VMs can share CPUs and main memory in cloud computing, but I/O
sharing is problematic.

For example, to run 75 EC2 instances with the STREAM benchmark requires a
mean bandwidth of 1,355 MB/second. However, for each of the 75 EC2 instances
to write 1 GB files to the local disk requires a mean disk write bandwidth of only
55 MB/second.

This demonstrates the problem of I/O interference between VMs. One solution is
to improve I/O architectures and operating systems to efficiently virtualize
interrupts and 1/O channels.




® Internet applications continue to become more data-intensive. If we assume

applications to be “pulled apart” across the boundaries of clouds, this may
complicate data placement and transport.

Cloud users and providers have to think about the implications of placement and
traffic at every level of the system, if they want to minimize costs.

This kind of reasoning can be seen in Amazon’s development of its new
CloudFront service. Therefore, data transfer bottlenecks must be removed,
bottleneck links must be widened, and weak servers should be removed.

Challenge 4—Distributed Storage and Widespread Software Bugs

®

The database is always growing in cloud applications. The opportunity is to
create a storage system that will not only meet this growth, but also combine it
with the cloud advantage of scaling arbitrarily up and down on demand. This
demands the design of efficient distributed SANS.

Data centers must meet programmers’ expectations in terms of scalability, data
durability, and HA. Data consistence checking in SAN-connected data centers is
a major challenge in cloud computing.

Large-scale distributed bugs cannot be reproduced, so the debugging must occur
at a scale in the production data centers. No data center will provide such a
convenience.

One solution may be a reliance on using VMs in cloud computing. The level of
virtualization may make it possible to capture valuable information in ways that
are impossible without using VMs.

Debugging over simulators is another approach to attacking the problem, if the
simulator is well designed.

Challenge 5—Cloud Scalability, Interoperability, and Standardization

®

®

®

The pay-as-you-go model applies to storage and network bandwidth; both are
counted in terms of the number of bytes used. Computation is different
depending on virtualization level. GAE automatically scales in response to load
increases and decreases; users are charged by the cycles used.

AWS charges by the hour for the number of VM instances used, even if the
machine is idle. The opportunity here is to scale quickly up and down in
response to load variation, in order to save money, but without violating SLAs.

Open Virtualization Format (OVF) describes an open, secure, portable, efficient,
and extensible format for the packaging and distribution of VMs. It also defines a
format for distributing software to be deployed in VMs. This VM format does not




rely on the use of a specific host platform, virtualization platform, or guest
operating system. The approach is to address virtual platform-agnostic
packaging with certification and integrity of packaged software. The package
supports virtual appliances to span more than one VM.

OVF also defines a transport mechanism for VM templates, and can apply to
different virtualization platforms with different levels of virtualization. In terms
of cloud standardization, we suggest the ability for virtual appliances to run on
any virtual platform.

We also need to enable VMs to run on heterogeneous hardware platform
hypervisors. This requires hypervisor-agnostic VMs. We also need to realize
cross-platform live migration between x86 Intel and AMD technologies and
support legacy hardware for load balancing. All these issue are wide open for
further research.

Challenge 6—Software Licensing and Reputation Sharing

® Many cloud computing providers originally relied on open source software
because the licensing model for commercial software is not ideal for utility
computing.

® The primary opportunity is either for open source to remain popular or simply
for commercial software companies to change their licensing structure to better
fit cloud computing. One can consider using both pay-for-use and bulk-use
licensing schemes to widen the business coverage.

One customer’s bad behavior can affect the reputation of the entire cloud. For
instance, blacklisting of EC2 IP addresses by spam-prevention services may limit
smooth VM installation. An opportunity would be to create reputation-guarding
services similar to the “trusted e-mail” services currently offered (for a fee) to
services hosted on smaller ISPs.

Another legal issue concerns the transfer of legal liability. Cloud providers want
legal liability to remain with the customer, and vice versa. This problem must be
solved at the SLA level.

3.Technologies for Network based system

TECHNOLOGIES FOR NETWORK-BASED SYSTEMS
With the concept of scalable computing under our belt, it's time to explore hardware,
software, and network technologies for distributed computing system design and




applications. In particular, we will focus on viable approaches to building distributed
operating systems for handling massive parallelism
in a distributed environment.

1.2.1 Multicore CPUs and Multithreading Technologies

Consider the growth of component and network technologies over the past 30 years.
They are crucial to the development of HPC and HTC systems. In Figure 1.4, processor
speed is measured in millions of instructions per second (MIPS) and network
bandwidth is measured in megabits per second (Mbps) or gigabits per second (Gbps).
The unit GE refers to 1 Gbps Ethernet bandwidth.

1.2.1.1 Advances in CPU Processors

Today, advanced CPUs or microprocessor chips assume a multicore architecture with
dual, quad, six, or more processing cores. These processors exploit parallelism at ILP
and TLP levels. Processor speed growth is plotted in the upper curve in Figure 1.4
across generations of microprocessors or CMPs.

We see growth from 1 MIPS for the VAX 780 in 1978 to 1,800 MIPS for the Intel Pentium
4 in 2002, up to a 22,000 MIPS peak for the Sun Niagara 2 in 2008. As the figure shows,
More’s law has proven to be pretty accurate in this case. The clock rate for these
processors increased from 10 MHz for the Intel 286 to 4 GHz for the Pentium 4 in 30
years.

However, the clock rate reached its limit on CMOS-based chips due to power
limitations. At the time of this writing, very few CPU chips run with a clock rate
exceeding 5 GHz. In other words, clock rate will not continue to improve unless chip
technology matures. This limitation is attributed primarily to excessive heat generation
with high frequency or high voltages.

The ILP is highly exploited in modern CPU processors. ILP mechanisms include
multiple-issue superscalar architecture, dynamic branch prediction, and speculative
execution, among others. These ILP techniques demand hardware and compiler
support. In addition, DLP and TLP are highly explored in graphics processing units
(GPUs) that adopt a many-core architecture with hundreds to thousands of simple
cores.
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Schematic of 8 modern multicore CPU chip using a hierarchy of caches, where L1 cache & private to each
core, on-chip L2 cache is shared and L3 cache or DRAM = off the chip.

Both multi-core CPU and many-core GPU processors can handle multiple instruction threads at
different magnitudes today. Figure 1.5 shows the architecture of a typical multicore processor.
Each core is essentially a processor with its own private cache (L1 cache). Multiple cores are
housed in the same chip with an L2 cache that is shared by all cores. In the future, multple CMPs
could be built on the same CPU chip with even the L3 cache on the chip. Multicore and multi-
threaded CPUs are equipped with many high-end processors, including the Intel i7, Xeon, AMD
Opteron, Sun Niagara, [BM Power 6, and X cell processors. Each core could be also multithreaded.
For example, the Niagara II is built with eight cores with eight threads handled by each core. This
implies that the maximum ILP and TLP that can be exploited in Niagara is 64 (8 x 8 = 64). In
2011, the Intel Core 17 990x has reported 159,000 MIPS execution rate as shown in the upper-
most square in Figure 1.4.




1.2.1.2 Multicore CPU and Many-Core GPU Architectures

Multicore CPUs may increase from the tens of cores to hundreds or more in the future. But the
CPU has reached its limit in terms of exploiting massive DLP due to the aforementioned memory
wall problem. This has triggered the development of many-core GPUs with hundreds or more thin
cores. Both TA-32 and IA-64 instruction set architectures are built into commercial CPUs. Now,
x-86 processors have been extended to serve HPC and HTC systems in some high-end server
PTOCES SOS.,

Many RISC processors have been replaced with multicore x-86 processors and many-core GPUs
in the Top 500 systems. This trend indicates that x-86 upgrades will dominate in data centers and
supercomputers. The GPU also has been applied in large clusters to build supercomputers in MPPs.
In the future, the processor industry is also keen to develop asymmetric or heterogeneous chip mul-
tiprocessors that can house both fat CPU cores and thin GPU cores on the same chip.

1.2.1.3 Multithreading Technology
Consider in Figure 1.6 the dispatch of five independent threads of instructions to four pipelined data
paths (functional units) in each of the following five processor categories, from left to nght: a

Thread 3

Thread 2 Thraad 4

Idla slot {blank)

4issue Fina-grain Cparse-grain Dualcora Simultaneous

suparscalar

FIGURE 1.6

multithreaded
pProcessor

L e

DOEOBOSOZ0N
BUOO0000OA L
Wi

ESCA0M0R0E8
HOBUEUR

multithreaded
Processor

LELRONUAUNOS
EUELUUDOMONO

EEELEOED
LELELEROL0

(2-processor
CMP)
[ 1]
]
]
O =A
CmOC
CIC ] =A
| fwf—]
[y
O
] )
|
LI

multithreaded
(SMT) processor

Five micro-architectures in modern CPU pr

multt hreading technologies.

rs, that exploit ILF and TLF suppored by multicore and




four-issue superscalar processor, a fine-grain multithreaded processor, a coarse-grain mulri-
threaded processor, a two-core CMP, and a simultaneous multithreaded (SMT) processor. The
superscalar processor is single-threaded with four functional units. Each of the three multithreaded
processors is four-way multithreaded over four functional data paths. In the dual-core processor,
assume two processing cores, each a single-threaded two-way superscalar processor.

Instructions from different threads are distinguished by specific shading patterns for instrc-
tions from five independent threads. Typical instructon scheduling pattemns are shown here. Only
instructions from the same thread are executed in a superscalar processor. Fine-grain multithread-
ing switches the execution of instructions from different threads per cycle. Course-grain multi-
threading executes many instructions from the same thread for quite a few cycles before
switching to another thread. The multicore CMP executes instructions from different threads com-
pletely. The SMT allows simultanecus scheduling of instructions from different threads in the
same cycle.

These execution pattermns closely mimic an ordinary program. The blank squares comespond to
no available instructions for an instruction data path at a particular processor cycle. More blank
cells imply lower scheduling efficiency. The maximum ILP or maximum TLP is difficult to achieve
at each processor cycle. The point here is to demonstrate your understanding of typical instruction
scheduling patterns in these five different micro-architectures in modem processors.

4.NIST Cloud computing Reference Architecture

Obijectives

9 The NIST cloud computing definition is widely accepted as a valuable contribution
toward providing a clear understanding of cloud computing technologies and cloud

services.

i provides a simple and unambiguous taxonomy of three service models available to
cloud consumers: cloud software as a service (SaaS), cloud platform as a service (PaaS),
and cloud infrastructure as a service (laaS).

It also summarizes four deployment models describing how the computing
infrastructure that delivers these services can be shared: private cloud, community
cloud, public cloud, and hybrid cloud.

4= Finally, the NIST definition also provides a unifying view of five essential
characteristics that all cloud services exhibit: ondemand self-service, broad network

access, resource pooling, rapid elasticity, and measured service.

T These services and their delivery are at the core of cloud computing.

T n the coud computing model, the primary focus is a more economic method of
providing higher quality and faster services at a lower cost to the users.

T In the traditional IT service delivery model, there is a large emphasis on procuring,
maintaining and operating the necessary hardware and related infrastructure. The




cloud computing model enables CIOs, IT project managers and procurement officials to
direct their attention to innovative service creation for the customers.

2. Cloud Computing Reference Architecture: An Overview
2.1 The Conceptual Reference Model

Figure 1 presents an overview of the NIST cloud computing reference architecture, which identifies the
major actors, their activities and functions in cloud computing. The diagram depicts a generic high-level
architecture and 1s intended to facilitate the understanding of the requirements, uses, characteristics and
standards of cloud computing
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Figure 1: The Conceptual Reference Model

As shown in Figure 1, the NIST cloud computing reference architecture defines five
major actors: cloud consumer, cloud provider, cloud carrier, cloud auditor and cloud

broker. Each actor is an entity (a person or an organization) that participates in a
transaction or process and/or performs tasks in cloud computing.

Table 1 briefly lists the actors defined in the NIST cloud computing reference
architecture.
Figure 2 illustrates the interactions among the actors. A cloud consumer may request
cloud services from a cloud provider directly or via a cloud broker. A cloud auditor
conducts independent audits and may contact the others to collect necessary
information.




The details will be discussed in the following sections and presented in increasing
level of details in successive diagrams.

Cloud Consumer A person or organization that mamtamns a business relationship with, and
uses service from, Cloud Providers.

Cloud Provider A person, orgamizafion, or entity responsible for making a service
available to interested parties.

Cloud Auditor A party that can conduct independent assessment of cloud services,
information system operations, performance and security of the cloud
implementation.

Cloud Broker An entity that manages the use, performance and delivery of cloud
services, and negotiates relationships between Cloud Providers and
Cloud Consumers.

Cloud Carrier An intermediary that provides conmectivity and transport of cloud
services from Cloud Providers to Cloud Consumers.

Table 1: Actors in Cloud Computing
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Figure 2: Interactions between the Actors in Cloud Computing




e Example Usage Scenario 1: A cloud consumer may request service from a cloud broker mnstead
of contactmg a cloud provider directly. The cloud broker may create a new service by combining
multiple services or by enhancing an exusting service. In this example, the actual cloud providers
are mvistble to the cloud consumer and the cloud consumer mteracts directly with the cloud
broker.

/ Cloud Provider 1

.\\"“- Cloud Provider 2

Clond Consumer s Cloud Broker

Figure 3: Usage Scenario for Cloud Brokers

Example Usage Scenario 2: Cloud carrers provide the connectivity and transport of cloud
services from cloud prowviders to cloud consumers. As illustrated 1in Figure 4, a cloud provider
participates in and arranges for two unique service level agreements (SLAs), one with a cloud
carrier (e.g. SLA?2) and one with a cloud consumer (e.g. SLA1). A cloud provider arranges
service level agreements (SL.As) with a cloud carrier and may request dedicated and encrypted
connections to ensure the cloud services are consumed at a consistent level according to the
contractual obligations with the cloud consumers. In this case, the provider may specify its

requirements on capability, flexibility and functionality in SL.A? m order to provide essential
requirements mm SLAL.

Cloud Consumer ———————————— Cloud Provider r Cloud Carrier

SLA between cloud consumer and cloud provider
SLA between cloud provider and cloud carrier

Figure 4: Usage Scenario for Cloud Carriers

Example Usage Scenario 3: For a cloud service, a cloud auditor conducts independent

assessments of the operation and security of the cloud service implementation. The audit may
mvolve interactions with both the Cloud Consumer and the Cloud Provider.

Cloud Consumer Cloud Provider

\/

Cloud Aunditor

Figure 5: Usage Scenario for Cloud Auditors




Cloud Consumer:

The cloud consumer is the principal stakeholder for the cloud computing service. A cloud
consumer represents a person or organization that maintains a business relationship with, and
uses the service from a cloud provider. A cloud consumer browses the service catalog from a
cloud provider, requests the appropriate service, sets up service contracts with the cloud
provider, and uses the service.

The cloud consumer may be billed for the service provisioned, and needs to arrange
payments accordingly. Cloud consumers need SLAs to specify the technical performance
requirements fulfilled by a cloud provider.

SLAs can cover terms regarding the quality of service, security, remedies for performance
failures. A cloud provider may also list in the SLAs a set of promises explicitly not made to
consumers, i.e. limitations, and obligations that cloud consumers must accept. A cloud
consumer can freely choose a cloud provider with better pricing and more favorable terms.

Cloud Provider :

A cloud provider is a person, an organization; it is the entity responsible for making a service
available to interested parties. A Cloud Provider acquires and manages the computing
infrastructure required for providing the services, runs the cloud software that provides the
services, and makes arrangement to deliver the cloud services to the Cloud Consumers through
network access.

For Software as a Service, the cloud provider deploys, configures, maintains and updates the
operation of the software applications on a cloud infrastructure so that the services are
provisioned at the expected service levels to cloud consumers. The provider of SaaS assumes
most of the responsibilities in managing and controlling the applications and the infrastructure,
while the cloud consumers have limited administrative control of the applications.

For PaaS, the Cloud Provider manages the computing infrastructure for the platform and runs
the cloud software that provides the components of the platform, such as runtime software
execution stack, databases, and other middleware components.

The PaaS Cloud Provider typically also supports the development, deployment and
management process of the PaaS Cloud Consumer by providing tools such as integrated
development environments (IDEs), development version of cloud software, software
development kits (SDKs), deployment and management tools.

The PaaS Cloud Consumer has control over the applications and possibly some the hosting
environment settings, but has no or limited access to the infrastructure underlying the platform
such as network, servers, operating systems (OS), or storage.

For IaaS, the Cloud Provider acquires the physical computing resources underlying the service,

including the servers, networks, storage and hosting infrastructure.




A Cloud Provider"s activities can be described in five major areas, as shown in Figure 7,

a cloud provider conducts its activities in the areas of service deployment, service

orchestration, cloud service management, security, and privacy.

Cloud Provider

L T

Service Service Cloud Services

: Security Privacy
Deplovment Orchestration Management - o

Figure 7: Cloud Provider - Major Activities

Cloud Auditor :

A cloud auditor is a party that can perform an independent examination of cloud service
controls with the intent to express an opinion thereon. Audits are performed to verify
conformance to standards through review of objective evidence. A cloud auditor can evaluate
the services provided by a cloud provider in terms of security controls, privacy impact,
performance, etc.

Cloud Broker

As cloud computing evolves, the integration of cloud services can be too complex for cloud
consumers to manage. A cloud consumer may request cloud services from a cloud broker,
instead of contacting a cloud provider directly. A cloud broker is an entity that manages the
use, performance and delivery of cloud services and negotiates relationships between cloud
providers and cloud consumers.

In general, a cloud broker can provide services in three categories :

Service Intermediation: A cloud broker enhances a given service by improving some specific
capability and providing value-added services to cloud consumers. The improvement can be
managing access to cloud services, identity management, performance reporting, enhanced
security, etc.

Service Aggregation: A cloud broker combines and integrates multiple services into one or
more new services. The broker provides data integration and ensures the secure data movement
between the cloud consumer and multiple cloud providers.

Service Arbitrage: Service arbitrage is similar to service aggregation except that the services
being aggregated are not fixed. Service arbitrage means a broker has the flexibility to choose




services from multiple agencies. The cloud broker, for example, can use a credit-scoring service
to measure and select an agency with the best score.

Cloud Carrier

A cloud carrier acts as an intermediary that provides connectivity and transport of cloud
services between cloud consumers and cloud providers. Cloud carriers provide access to
consumers through network, telecommunication and other access devices.

5.Public, Private and Hybrid clouds

6.Cloud Models : 1aaS, PaaS and SaaS

Cloud Service Models

There are the following three types of cloud service models -

1. Infrastructure as a Service (laaS)

2. Platform as a Service (PaaS)

3. Software as a Service (SaaS)

Infrastructure as a Service (laaS)

laaS is also known as Hardware as a Service (HaaS). It is a computing infrastructure
managed over the internet. The main advantage of using laaS is that it helps users to
avoid the cost and complexity of purchasing and managing the physical servers.

Characteristics of laaS

There are the following characteristics of laaS -
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Resources are available as a service
Services are highly scalable
Dynamic and flexible

GUI and API-based access

Automated administrative tasks

Example: DigitalOcean, Linode, Amazon Web Services (AWS), Microsoft Azure, Google
Compute Engine (GCE), Rackspace, and Cisco Metacloud.

To know more about the laaS, click here.

Infrastructure as a Service | laaS

laas is also known as Hardware as a Service (HaaS). It is one of the layers of the cloud
computing platform. It allows customers to outsource their IT infrastructures such as
servers, networking, processing, storage, virtual machines, and other resources.
Customers access these resources on the Internet using a pay-as-per use model.

In traditional hosting services, IT infrastructure was rented out for a specific period of
time, with pre-determined hardware configuration. The client paid for the configuration
and time, regardless of the actual use. With the help of the laaS cloud computing
platform layer, clients can dynamically scale the configuration to meet changing
requirements and are billed only for the services actually used.

laaS cloud computing platform layer eliminates the need for every organization to
maintain the IT infrastructure.

laaS is offered in three models: public, private, and hybrid cloud. The private cloud
implies that the infrastructure resides at the customer-premise. In the case of public
cloud, it is located at the cloud computing platform vendor's data center, and the hybrid
cloud is a combination of the two in which the customer selects the best of both public
cloud or private cloud.

laaS provider provides the following services -

1. Compute: Computing as a Service includes virtual central processing units and
virtual main memory for the Vms that is provisioned to the end- users.

2. Storage: laaS provider provides back-end storage for storing files.
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3. Network: Network as a Service (NaaS) provides networking components such as
routers, switches, and bridges for the Vms.

4. Load balancers: It provides load balancing capability at the infrastructure layer.

Advantages of laaS cloud computing layer

There are the following advantages of laaS computing layer -

1. Shared infrastructure

laaS allows multiple users to share the same physical infrastructure.
2. Web access to the resources

laas allows IT users to access resources over the internet.

3. Pay-as-per-use model

laaS providers provide services based on the pay-as-per-use basis. The users are
required to pay for what they have used.

4. Focus on the core business
laaS providers focus on the organization's core business rather than on IT infrastructure.
5. On-demand scalability

On-demand scalability is one of the biggest advantages of laaS. Using laaS, users do not
worry about to upgrade software and troubleshoot the issues related to hardware
components.




Disadvantages of laaS cloud computing layer

1. Security

Security is one of the biggest issues in laaS. Most of the laaS providers are not able to
provide 100% security.

2. Maintenance & Upgrade

Although laaS service providers maintain the software, but they do not upgrade the
software for some organizations.

3. Interoperability issues

It is difficult to migrate VM from one laaS provider to the other, so the customers might
face problem related to vendor lock-in.

Some important point about laaS cloud computing layer

laaS cloud computing platform cannot replace the traditional hosting method, but it
provides more than that, and each resource which are used are predictable as per the
usage.

laaS cloud computing platform may not eliminate the need for an in-house IT
department. It will be needed to monitor or control the laaS setup. IT salary expenditure
might not reduce significantly, but other IT expenses can be reduced.

Breakdowns at the laaS cloud computing platform vendor's can bring your business to
the halt stage. Assess the laaS cloud computing platform vendor's stability and finances.
Make sure that SLAs (i.e., Service Level Agreement) provide backups for data, hardware,
network, and application failures. Image portability and third-party support is a plus
point.

The laaS cloud computing platform vendor can get access to your sensitive data. So,
engage with credible companies or organizations. Study their security policies and
precautions.

Top laas Providers who are providing laaS cloud computing
platform




IaaS Providers

@

@netmagic

Sify
Technologies

Reliance
Commun-
ication

Netmagic
Solutions

Amazon
Web Services

laaS Vendor

Amazon Web

Services

Netmagic
Solutions

Rackspace

Reliance

Communications

Sify Technologies

laas Solution

Elastic, Elastic Compute
Cloud (EC2) MapReduce,
Route 53, Virtual Private
Cloud, etc.

Netmagic laaS Cloud

Cloud servers, cloud files,
cloud sites, etc.

Reliance Internet Data

Center

Sify laaS

%)

Tata
Communications

Details

The cloud computing platform
pioneer, Amazon offers auto scaling,
cloud monitoring, and load balancing
features as part of its portfolio.

Netmagic runs from data centers in
Mumbai, Chennai, and Bangalore, and
a virtual data center in the United
States. Plans are underway to extend
services to West Asia.

The cloud computing platform vendor
focuses primarily on enterprise-level
hosting services.

RIDC supports both traditional hosting
and cloud services, with data centers
in Mumbai, Bangalore, Hyderabad,
and Chennai. The cloud services
offered by RIDC include laaS and SaaS.

Sify's cloud computing platform is
powered by HP's  converged
infrastructure. The vendor offers all




three types of cloud services: laaS,
PaaS, and SaasS.

Tata InstaCompute InstaCompute is Tata

Communications Communications' laaS offering.
InstaCompute data centers are located
in Hyderabad and Singapore, with
operations in both countries.

Platform as a Service (PaaS)

PaaS cloud computing platform is created for the programmer to develop, test, run, and
manage the applications.

Characteristics of PaaS

There are the following characteristics of PaaS -

Accessible to various users via the same development application.
Integrates with web services and databases.

Builds on virtualization technology, so resources can easily be scaled up or down
as per the organization's need.

Support multiple languages and frameworks.

Provides an ability to "Auto-scale”.

Example: AWS Elastic Beanstalk, Windows Azure, Heroku, Force.com, Google App
Engine, Apache Stratos, Magento Commerce Cloud, and OpenShift.

To know more about PaaS, click here.

Platform as a Service | PaaS

Platform as a Service (PaaS) provides a runtime environment. It allows programmers to
easily create, test, run, and deploy web applications. You can purchase these
applications from a cloud service provider on a pay-as-per use basis and access them
using the Internet connection. In PaaS, back end scalability is managed by the cloud
service provider, so end- users do not need to worry about managing the infrastructure.
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PaaS includes infrastructure (servers, storage, and networking) and platform
(middleware, development tools, database management systems, business intelligence,
and more) to support the web application life cycle.

Example: Google App Engine, Force.com, Joyent, Azure.

PaaS providers provide the Programming languages, Application frameworks,
Databases, and Other tools:

1. Programming languages

PaaS providers provide various programming languages for the developers to develop
the applications. Some popular programming languages provided by PaaS providers are
Java, PHP, Ruby, Perl, and Go.

2. Application frameworks

PaaS providers provide application frameworks to easily understand the application
development. Some popular application frameworks provided by PaaS providers are
Node,js, Drupal, Joomla, WordPress, Spring, Play, Rack, and Zend.

3. Databases

PaaS providers provide various databases such as ClearDB, PostgreSQL, MongoDB, and
Redis to communicate with the applications.

4. Other tools

PaaS providers provide various other tools that are required to develop, test, and deploy
the applications.




Advantages of PaaS
There are the following advantages of PaaS -
1) Simplified Development

PaaS allows developers to focus on development and innovation without worrying
about infrastructure management.

2) Lower risk

No need for up-front investment in hardware and software. Developers only need a PC
and an internet connection to start building applications.

3) Prebuilt business functionality

Some PaaS vendors also provide already defined business functionality so that users can
avoid building everything from very scratch and hence can directly start the projects
only.

4) Instant community

PaaS vendors frequently provide online communities where the developer can get the
ideas to share experiences and seek advice from others.

5) Scalability

Applications deployed can scale from one to thousands of users without any changes to
the applications.

Disadvantages of PaaS cloud computing layer

1) Vendor lock-in

One has to write the applications according to the platform provided by the PaaS
vendor, so the migration of an application to another PaaS vendor would be a problem.

2) Data Privacy

Corporate data, whether it can be critical or not, will be private, so if it is not located
within the walls of the company, there can be a risk in terms of privacy of data.




3) Integration with the rest of the systems applications
It may happen that some applications are local, and some are in the cloud. So there will

be chances of increased complexity when we want to use data which in the cloud with
the local data.

Popular PaaS Providers

PaaS Providers

Cloud Foundary
from VMware

Openshift

Azure
SalesForce

.com
Google App
Engine

The below table shows some popular PaaS providers and services that are provided by
them -

Providers Services

Google App Engine App Identity, URL Fetch, Cloud storage client library,
(GAE) Logservice

Salesforce.com Faster implementation, Rapid scalability, CRM Services, Sales
cloud, Mobile connectivity, Chatter.




Windows Azure Compute, security, loT, Data Storage.
AppFog Justcloud.com, SkyDrive, GoogleDocs
Openshift RedHat, Microsoft Azure.

Cloud Foundry from Data, Messaging, and other services.
VMware

Software as a Service (SaaS)

SaaS is also known as "on-demand software". It is a software in which the applications
are hosted by a cloud service provider. Users can access these applications with the help
of internet connection and web browser.

Characteristics of SaaS

There are the following characteristics of SaaS -

Managed from a central location
Hosted on a remote server
Accessible over the internet

Users are not responsible for hardware and software updates. Updates are

applied automatically.

The services are purchased on the pay-as-per-use basis

Example: BigCommerce, Google Apps, Salesforce, Dropbox, ZenDesk, Cisco WebEx,
ZenDesk, Slack, and GoToMeeting.

Software as a Service | SaaS

SaasS is also known as "On-Demand Software". It is a software distribution model in
which services are hosted by a cloud service provider. These services are available to
end-users over the internet so, the end-users do not need to install any software on
their devices to access these services.

There are the following services provided by SaaS providers -




Business Services - SaaS Provider provides various business services to start-up the
business. The SaaS business services include ERP (Enterprise = Resource
Planning), CRM (Customer Relationship Management), billing, and sales.

Document Management - SaaS document management is a software application
offered by a third party (SaaS providers) to create, manage, and track electronic
documents.

Example: Slack, Samepage, Box, and Zoho Forms.

Social Networks - As we all know, social networking sites are used by the general
public, so social networking service providers use SaaS for their convenience and handle
the general public's information.

Mail Services - To handle the unpredictable number of users and load on e-mail
services, many e-mail providers offering their services using SaaS.

Advantages of SaaS cloud computing layer

1) SaaS is easy to buy

SaaS pricing is based on a monthly fee or annual fee subscription, so it allows
organizations to access business functionality at a low cost, which is less than licensed
applications.

2. One to Many

SaaS services are offered as a one-to-many model means a single instance of the
application is shared by multiple users.




3. Less hardware required for SaaS

The software is hosted remotely, so organizations do not need to invest in additional
hardware.

4. Low maintenance required for SaaS

Software as a service removes the need for installation, set-up, and daily maintenance
for the organizations. The initial set-up cost for SaaS is typically less than the enterprise
software. SaaS vendors are pricing their applications based on some usage parameters,
such as a number of users using the application. So SaaS does easy to monitor and
automatic updates.

5. No special software or hardware versions required

All users will have the same version of the software and typically access it through the
web browser. SaaS reduces IT support costs by outsourcing hardware and software
maintenance and support to the laaS provider.

6. Multidevice support

SaaS services can be accessed from any device such as desktops, laptops, tablets,
phones, and thin clients.

7. API Integration
SaaS services easily integrate with other software or services through standard APIs.
8. No client-side installation

SaaS services are accessed directly from the service provider using the internet
connection, so do not need to require any software installation.

Disadvantages of SaaS cloud computing layer

1) Security

Actually, data is stored in the cloud, so security may be an issue for some users.
However, cloud computing is not more secure than in-house deployment.

2) Latency issue




Since data and applications are stored in the cloud at a variable distance from the end-
user, there is a possibility that there may be greater latency when interacting with the
application compared to local deployment. Therefore, the SaaS model is not suitable for
applications whose demand response time is in milliseconds.

3) Total Dependency on Internet
Without an internet connection, most SaaS applications are not usable.
4) Switching between Saa$S vendors is difficult

Switching SaaS vendors involves the difficult and slow task of transferring the very large
data files over the internet and then converting and importing them into another SaaS
also.

Popular SaaS Providers

D

salesforce

Salesforce

\P roviders

Constant
Contact

eNetSuite

The below table shows some popular SaaS providers and services that are provided by
them -

Provider Services

Salseforce.com On-demand CRM solutions

Microsoft Office Online office suite
365

Google Apps Gmail, Google Calendar, Docs, and sites




NetSuite

ERP, accounting, order management,

CRM, Professionals

Services Automation (PSA), and e-commerce applications.

GoToMeeting
Constant Contact
Oracle CRM

Workday, Inc

CRM applications

Online meeting and video-conferencing software

E-mail marketing, online survey, and event marketing

Human capital management, payroll, and financial management.

Difference between laaS, PaaS, and SaaS

The below table shows the difference between laaS, PaaS, and SaaS -

laaS

It provides a virtual data
center to store information
and create platforms for
app development, testing,
and deployment.

It provides access to
resources such as virtual
machines, virtual storage,
etc.

It is used by network
architects.

laaS provides
Infrastructure.

only

Paas

It provides virtual platforms
and tools to create, test, and

deploy apps.

It provides runtime
environments and deployment
tools for applications.

It is used by developers.

PaaS provides
Infrastructure+Platform.

7.Cloud storage providers

SaaS

It provides web software
and apps to complete
business tasks.

It provides software as a
service to the end-users.

It is used by end users.

SaaS provides
Infrastructure+Platform
+Software.




A cloud storage provider, also known as a managed service provider (MSP),

is a company that offers organizations and individuals the ability to place and
retain data in an off-site storage system. Customers can lease cloud storage

capacity per month or on demand.

O A cloud storage provider hosts a customer's data in its own data center,

providing fee-based computing, networking and storage infrastructure.

O Both individual and corporate customers can get unlimited storage

capacity on a provider's servers at a low per-gigabyte price.

Rather than store data on local storage devices, such as a hard disk drive,
flash storage or tape, customers choose a cloud storage provider to host data
on a system in a remote data center. Users can then access those files using an

internet connection.

The delivery of IT services via the internet is broadly defined as cloud
computing or utility computing. This business model first hit mainstream

enterprises with the rise of application service providers.

A cloud storage provider also sells non-storage services for a fee. Enterprises
purchase compute, software, storage and related IT components as

discrete cloud services with a pay-as-you-go license. For example, customers

can opt to lease infrastructure as a service; platform as a service; or security,

software and storage as a service.

Key attributes of cloud-based IT services

Cloud-based computing services enable a customer to take advantage of

a multi-tenant cloud environment without having to directly manage all the

services. The level and type of services chosen are specified in a service-level

agreement signed with the provider. The ability to rationalize costs by using
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the cloud can be especially beneficial to small and midsize organizations with
limited budgets and IT staff.

The chief advantages of using a cloud storage provider are cost

control, elasticity and self-service provisioning. Users can scale computing

resources on demand as the need arises, and then spin those resources down
after the task is complete. This removes any worries about exceeding storage

limitations with on-premises networked storage.

Enterprise use cases include archive, cloud backup and long-term retention of

data that is seldom accessed, but that must be readily available for

competitive or compliance reasons.

The key to storing data in the cloud is ensuring that it remains available, and
the required level of availability influences the cost. Rather than paying
outright for server and software licenses, customers receive a monthly bill for
the cloud services, thus moving the cost from a capital expense to
an operational expense. Users pay only for consumed storage capacity, in a

manner similar to an electric utility.

Consumer-based cloud storage providers

Most consumer-oriented public cloud providers offer free online storage with a
capacity limit. Users can upload documents, photos and videos without paying until
they exceed the capacity limit. The size of the files that can be uploaded may be
capped, but users can purchase unlimited storage in the cloud if their budget allows.
This requires buying capacity on demand, as the need arises, or paying a nominal
monthly subscription fee.

Cloud services support Windows and Android devices, enabling users to create, edit
and share documents across devices. Amazon Cloud Drive, Apple iCloud, Box,
Carbonite, Dropbox, Google Drive, Microsoft OneDrive, Mozy, SOS Online Backup,
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SugarSync and Western Digital My Cloud are among the leading consumer cloud
options.

Carbonite and Mozy also offer cloud storage products tailored to business and
enterprise uses. In February 2018, Carbonite acquired Mozy from a subsidiary of Dell
Technologies.

Although geared toward individuals, companies will sometimes use consumer clouds
to store selected data in a private repository, often as a means to sync and share
files across a distributed environment. Still, most organizations prefer to use either a
public cloud provider or to implement a private cloud they manage on premises for
their critical application data.

Enterprise cloud storage: Public vs. private

Amazon Web Services (AWS) is the leading public cloud provider, ahead of

Microsoft Azure and Google Cloud Platform. AWS Simple Storage Service has
aided in the rise of object storage, which presents data as unique objects with
a flat address. Other cloud storage providers with an enterprise focus include
IBM Elastic Storage on Cloud, based on its Bluemix and SoftLayer

technologies, and Rackspace.

Public clouds provide a less expensive alternative to expanding a physical

storage area network (SAN) or network-attached storage (NAS)
environment, but some enterprises are wary of using them because data is
sent outside of the corporate firewall. This makes public cloud storage
providers potential targets for hackers, putting the onus on IT administrators
to selectively choose which data to store in the cloud and to enforce
appropriate measures for data protection and data security.

A private cloud is an internal system in which management of data always

resides within the confines of a company's data center. It is not uncommon for
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an organization to use a hybrid cloud, in which certain resources are managed

in house, while others are provided by one or more third-party cloud

providers, with an orchestration layer between the platforms.

Most leading enterprise storage vendors sell services to help companies build

and implement a locally managed private cloud on premises.
Examples of offerings include:

Dell EMC Enterprise Hybrid Cloud.

Dell EMC Virtustream for niche verticals, including single-tenant Elastic
Cloud Storage (ECS) Dedicated Cloud Service.

Hewlett Packard Enterprise no longer offers a branded public cloud since
shutting down its Helion offering in 2015, but HPE ranks in the top three
in sales of equipment and server hardware for building private clouds. In
2017, the vendor introduced HPE Cloud Volumes, a multi-cloud block

storage service picked up in its acquisition of Nimble Storage.
Hitachi Vantara's Hitachi Enterprise Cloud with VMware vRealize.
IBM Cloud Storage for file and block, plus IBM Cloud Object Storage.
IBM Elastic Storage Server.

Microsoft Azure Stack is an in-house local cloud based on Storage Spaces
in Windows Server 2016.

NetApp Cloud Ontap runs the vendor's Cloud Ontap file storage on AWS,
IBM Cloud and Microsoft Azure.

OpenStack Cinder (block) and Swift (object) hybrid clouds.

Red Hat Cloud Storage/Cloud Infrastructure.
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Also, after eschewing the private cloud market for years, Amazon struck a
deal with VMware in 2016 to support private cloud environments with
VMware Cloud on AWS.

Enterprise use cases for cloud storage

Cloud storage often provides a secondary or tertiary tier to a local disk or an
internal private cloud. It can serve as an off-site vault for traditional disk- or
tape-based backup. Conversely, some enterprises use cloud storage as the
primary destination for backups. Although it occurs less frequently, certain

companies choose the cloud for primary storage.

Disaster recovery (DR) planning is a prominent use case for cloud storage.
Most storage array vendors provide the capability to replicate data to a cloud
to protect it in the event of a data center outage. Typically, cloud DR involves

the vendor's storage software running as a virtualized instance in the cloud.

A more sophisticated DR approach is to set up a failover cloud array at your
provider's site. In this scenario, the cloud provider installs applications,
storage hardware and networking connections that are identical to what is

installed locally.

Some organizations use the services of more than one provider. This multiple
cloud approach provides added redundancy by sending backups to multiple
providers. This may also help users avoid vendor lock-in with a single cloud

provider.

Running primary workloads in cloud-based block storage is another
emerging use, particularly for widely used corporate applications, such as

Microsoft Exchange or Microsoft SharePoint.

A growing number of storage vendors offer systems to host unstructured data

in the cloud. In this hybrid model, a local appliance will cache frequently
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accessed data in flash, while new data is written to a primary copy hosted in
the cloud.

Cloud storage concerns

Concerns regarding regulatory compliance will guide an organization's
decision of whether or not to use the cloud, as well as which application
workloads to include. Public clouds provide a less expensive alternative to
expanding a physical SAN or NAS environment. However, customers need to
address performance and security issues to prevent the compromise of
personally identifiable information (PII), such as customer credit card

information.

A notable example is the 2017 Amazon outage that knocked out 20% of the

internet for several hours, although it's not known if any data loss occurred.

Also, the demise of cloud storage pioneer Nirvanix in 2013 left customers only
two weeks to retrieve data before the vendor shut down. The suddenness of
Nirvanix's departure served as a lesson for organizations to move in a more

deliberate fashion to the cloud.

Not every application is suited for the cloud. Certain applications carry strict
performance or security requirements. Before moving an application to the
cloud, IT teams should ensure it is the best strategic option, focusing on issues

related to regulatory compliance, control and cost.

Running applications in a multi-tenant cloud can result in inconsistent
performance caused by the noisy neighbor phenomenon. This occurs when
multiple applications compete for the same IT resources. A cloud storage
provider can help address these issues by enabling on-demand provisioning
of bare-metal servers or cloud arrays to dedicate the needed resources

continuously to critical applications.
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Security has improved as more and more customers turn to the cloud,

particularly end-to-end encryption of network traffic between cloud-based

applications and local users. Most cloud providers also enable a customer to

opt for multifactor authentication to ensure that only permitted users can access

the data.

Companies considering the public cloud need to balance their latency,

performance and resiliency requirements against the amount of money they

can spend.

Most Popular Cloud Storage Providers
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8.Enabling Technologies for the Internet of Things

ENABLING TECHNOLOGIES FOR THE INTERNET OF THINGS

<& In ubiquitous computing, the Internet of Things (IoT) provides a network of
sensor- or radioconnected devices that can be uniquely identified and located in
the cyber-physical space.

<& This 10T is mostly wirelessly connected as a self-configuring network of radio-
frequency tags, low-cost sensors, or e-labels.

<& The concept is attributed to original auto-ID tracking in 1999.

& The term “IoT” combines RFID technology with today’s IPv6-based Internet
technology. All things (objects) have IP addresses, which can be uniquely
identified. The IP-identifiable objects are readable, recognizable, locatable,
addressable, and/or controllable via the Internet, aided by RFID, WiFi, ZigBee,
mobile networks, and GPS. The IoT enabling technologies are covered in this
section for object tagging, wireless sensing, and locating positions.
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The Internet of Things for Ubiquitous Computing

The foundation of the IoT is radio-frequency identification (RFID). This enables the
discovery of tagged objects and mobile devices by browsing an IP address or searching
for a database entry. Whereas RFID is a kind of amoeba of the pervasive computing
world, the IoT presents a vision of the future.

=1

=1

In the nineteenth century, computers learned to do as instructed. In the twentieth
century, computers learned to think.

In the twenty-first century, computers want to learn how to perceive by sensing
and understanding. Everyday objects include not only electronic devices, but
also objects such as humans, animals, food, clothing, homes, vehicles,
commodities, trees, hills, and landmarks.

The IoT system could greatly reduce the chances of a company running out of
stock or wasting products, as all concerned parties would know exactly what
products are needed. Mislaid items and physical theft would be affected by the
fact that the location of an item would be known to all parties. This demands that
all objects on Earth be radio-tagged, ranging from a milk carton to a truck
container to a jumbo jet.

Computers identify and manage all tagged objects in the same way humans do.
This IoT system will improve our quality of life and make society cleaner and
more secure, convenient, and enjoyable.

Ubiquitous Computing
=N

i=1

Ubiquitous computing is a post-desktop model of human-computer interaction
in which information processing is integrated into everyday objects and
activities.

For daily activities, people may engage in using many pervasive devices
simultaneously. They may not even be aware of the existence of the interactive
devices. Although the idea is simple, its application is difficult. If all objects in
the world were equipped with minuscule identifying devices, daily life on our
planet could undergo a major transformation.

The IoT cannot be realized without systems design and engineering, and user
interfaces. Contemporary human-computer interaction models, whether
command-line, menu-driven, or GUI-based, are inappropriate and inadequate to
meet ubiquitous computing demands. The natural IoT paradigm appropriate to a
ubiquitous computing world has yet to emerge.

Contemporary devices that lend support to ubiquitous computing include
smartphones, tablet computers, sensor networks, RFID tags, smart cards, GPS
devices, and others.

Development of the Internet of Things




In 2005, the concept of the IoT entered the limelight. The IoT should be designed to
connect the world’s objects in a sensory manner. The approach is to tag things through
RFID, feel things through sensors and wireless networks, and think things by building
embedded systems that interact with human activities. A road map for IoT
development is shown in Figure 9.14 to anticipate the desired technology advances to
make the IoT a reality in 25 years. In 2002, the U.S. National Science Foundation (NSF)
called for the convergence of cutting-edge technologies including ubiquitous computing
and nanotechnology.

In April 2008, the U.S. National Intelligence Council published a report titled
“Disruptive Civil Technologies,” which also identified the IoT as a critical technology
on U.S. interests out to 2025. Quantitatively speaking, the IoT should be designed to
encode 50 trillion to 100 trillion objects.

Moreover, the IoT should be designed to follow the movement of those objects. With
today’s population of more than 6 billion worldwide, that means every person is
surrounded by 1,000 to 5,000 objects on a daily basis.

Enabling and Synergistic Technologies

Many technologies can be applied to build the IoT infrastructure and specific IoT
systems for special application domains. Supportive technologies are divided into two
categories.

Enabling technologies build up the foundations of the IoT. Among the enabling
technologies, tracking (RFID), sensor networks, and GPS are critical. We will further
illustrate these in Figure 9.19.




Synergistic technologies play supporting roles, as shown Table 9.6. For example,
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FIGURE 9.14
Technology road map of the Internet of things.

Figure 9.14 shows the major technology advances and key applications that may benefit from the

IoT.

Table 9.6 Enabling and Synergistic Technologies for the laT

Enabling Technologies
Machine-to-machine interfaces

Synergistic Technologies
Geotagging/geocaching

Protocols of electronic communication
Microcontrollers

Wireless communication

RFID

Energy harvesting technologies

Sensors and sensor networks
Actuators

Positioning or location technology (GPS)
Software engineering

Biometrics

Machine vision

Robotics

Augmented reality

Telepresence and adjustable autonomy
Life recorders and personal black boxes
Tangible user interfaces

Clean technologies

Mirror worlds




could be widely applied to personalize the interactions among humans, machines, and
objects.

Artificial intelligence, computer vision, robotics, and telepresence can make our lives
more automated in the future. The IoT development could become more mature and
more sophisticated in the next 15 years.

For example, supply chains are now better supported than before. Vertical market
applications may represent the next wave of advances. Ubiquitous positioning is
expected to become a reality as we move toward 2020. Beyond that, a physical IoT may
be in place in a global scale. These advances will significantly upgrade human abilities,
societal outcomes, national productivity, and quality of life.

9.3.1.4 Architecture of the Internet of Things

The IoT system is likely to have an event-driven architecture. In Figure 9.15, IoT
development is shown with a three-layer architecture. The top layer is formed by driven
applications. The application space of the IoT is huge, and will be discussed in Section
9.4.1.

The bottom layers represent various types of sensing devices: namely RFID tags, ZigBee
or other types of sensors, and road-mapping GPS navigators. The sensing devices are
locally or wide-area-connected in the form of RFID networks, sensor networks, and
GPSes. Signals or information collected at these sensing devices are linked to the
applications through the cloud computing platforms at the middle layer.

The signal processing clouds are built over the mobile networks, the Internet backbone,
and various information networks at the middle layer. In the IoT, the meaning of a
sensing event does not follow a deterministic or syntactic model. In fact, the SOA model
is adoptable here.

A large number of sensors and filters are used to collect the raw data. Various compute
and storage clouds and grids are used to process the data and transform it into
information and knowledge formats.

The sensed information is used to put together a decision-making system for
intelligence
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The architecture of an laT consisting of sensing devices that are connected to various applications via |
networks, the Internet, and processing clouds.

applications. The middle layer is also considered as a Semantic web or grid. Some actors
(services, components, avatars) are self-referenced.

9. Innovative Applications of the Internet of Things.
INNOVATIVE APPLICATIONS OF THE INTERNET OF THINGS

we will review the application domains of the IoT. In particular, case study examples of the IoT
are reported for applications in tracking, retailing, supply chain management, smart power
grid, and smart buildings. Finally, European IoT projects are assessed along with American
cyber-physical system (CPS) projects for general-purpose applications.

9.4.1 Applications of the Internet of Things




Table 9.9 Some Application Domains of the Internet of Things

Domain Brief Descriptions Indicative Examples

Growth in Activities irnvolving financial or commercial Manufacturing, logistics, service sector,

industry and transactions between companies and banking, financial governmental authorities,

economy organizations intermediaries, etc.

Envircnment Activities regarding the protection, Agriculiure and breeding, recycling,

and natural monitoring, and development of all natural environmental management services,

resources resources energy management, eic.

Society and Activities/initiatives regarding the Governmental services toward citizens and

daily life development and inclusion of societies, society structures, e-inclusion (aging,
cities, and pecple dizabled people), etc.

Table 9.9 summarizes IoT applications in three major civilian application domains.

" Obviously, the IoT has a lot of military applications, which is beyond the scope of this

book.

In general, use of the IoT aims to promote industrial productivity and raise economical
growth. The IoT plays important roles in_environment protection, including pollution
control, weather forecasting, and disaster avoidance and recovery.

In terms of societal impacts, the IoT can make our lives more convenient and
comfortable. Government services, law enforcement, and home and health
improvements are the major beneficiaries.

9.4.1.1 Specific Wireless Sensor Applications

Highlighted below are several applications of sensor networks:

» Military sensor networks to detect and gain as much information as possible about
enemy movements, explosions, and other phenomena of interest

* Sensor networks to detect and characterize chemical, biological, radiological, nuclear,
and explosive attacks and materials

* Sensor networks to detect and monitor environmental changes in plains, forests,
oceans, and so on

* Wireless traffic sensor networks to monitor vehicle traffic on highways or in
congested parts of a city

* Wireless surveillance sensor networks for providing security in shopping malls,
parking garages, and other facilities

* Wireless parking lot sensor networks to determine whether the lot is occupied or
available

9.4.2 Retailing and Supply-Chain Management

IoT applications will promote business, improve our society, and enhance economical growth.




These include specific IoT applications in railing and logistics services and supply chain
management.

Many industrial, government, and community services can benefit from these applications.
These include activities or initiatives to promote the development of better and more efficient
societies, cities, and governments.

Table 9.9 Some Application Domains of the Internet of Things

Domain Brief Descriptions Indicative Examples

Growth in Activities involving financial or commercial Manufacturing, logistics, service sector,

industry and transactions between companies and barking, financial governmental authorities,

econony organizations intermedianes, eic.

Environment Activities regarding the protection, Agriculture and breeding, recycling,

and natural monitoring, and development of all natural environmental management services,

resources resources energy management, etc.

Society and Activities/initiatives regarding the Governmental services toward citizens and

daily life development and inclusion of societies, society structures, e-inclusion (aging,
cities, and people disabled people), etc.

9.4.2.1 Retailing and Logistics Services

Emergence of RFID applications depends strongly on adoption by retailers, logistics
organizations, and package-delivery companies. In particular, retailers may tag individual
objects in order to solve a number of problems at once: accurate inventorying, loss control, and
ability to support unattended walk-through point of sale terminals (which promise to speed
checkout while reducing both shoplifting and labor costs). Cold-chain auditing and assurance
could require tagging food and medicine with temperature-sensitive materials and/or
electronics; ensuring or monitoring whether perishable materials are intact and/or need
attention may entail communications among things, refrigeration systems, automated data
logging systems, and human technicians.

For example, at the grocery store, you buy a carton of milk. The milk container would
have an RFID tag that stores the milk’s expiration date and price. When you lift the milk from
the shelf, the shelf would display the milk’s specific expiration date, or the information could be
wirelessly sent to your personal digital assistant or cell phone.

The idea is illustrated in Figure 9.25. As you exit the store, you pass through doors with
an embedded tag reader. This reader would tabulate the cost of all the items in your shopping
cart and send the grocery bill to your bank. Product manufacturers would know what you've
bought and the store’s computers would know exactly how much of each product needs to be
reordered.

Once you get home, you would put your milk in the refrigerator, which is equipped with a tag
reader. This smart refrigerator would be capable of tracking all of the groceries stored in it. It
would be able to track the food you use and how often you restock your refrigerator, and could
let you know when that milk and other food spoils. Products would also be tracked when they
are thrown into a trash can or recycle bin. Based on the products you buy, your grocery store
would get to know your unique preferences. Instead of receiving generic newsletters with
weekly grocery specials, you might receive one created just for you.




9.4.2.2 Supply Chain Management

Supply chain management can be aided by an IoT system. The idea is to manage a whole
network of related businesses or partners involved in product manufacturing, delivery, and
services as required by end customers.

At any given time, market forces could demand changes from suppliers, logistics providers,
locations and customers, and any number of specialized participants in a supply chain.

This variability has significant effects on the supply chain infrastructure, ranging from the
foundation layers of establishing the electronic communication between the trading partners to
the more complex configuration of the processes and the arrangement of workflows that are
essential to a fast production process.

A supply line combines the processes, methodologies, tools, and delivery options to guide
collaborative partners to work in a sequence to conduct business with high efficiency and
delivery speed.

The cooperative companies must work in lock-step quickly as the complexity and speed of the
supply chain increase due to the effects of global competition, rapid price fluctuations, surging
of oil prices, short product life cycles, expanded specialization, and talent scarcity.

A supply chain is an efficient network of facilities that procures materials, transforms these
materials to finished products, and finally distributes the finished products to customers.

The following example could explain how the supply chain can be aided by the IoT, which is
particularly tailored to promote business efficiency and fast growth.

Example 9.9 Supply Chain Management Aided by the Internet of Things

Supply chain management is a process used by companies to ensure that their supply chain is
efficient and cost-effective. Figure 9.21 illustrates the supply chain for the production and sale of
consumer products.

The supply chain involves material or component suppliers, distribution centers,
communication links, cloud data centers, a large number of retail stores, corporate headquarters
(e.g.. Wal-Mart), and bank payments. These business partners are linked by satellite, Internet,
wired and wireless networks, truck, train, or shipping companies, and electronic banking, cloud

providers, and so on. Sensors, REID tags, and GPS devices could be placed everywhere along
the supply chain.

The idea is to promote online business, e-commerce, or mobile transactions. Supply chain
management consists of five major stages:

Stage 1: Planning and Coordination A plan or strategy must be developed to address how a good or
senvice can satisfy the needs of customers.

Stage 2: Material and Equipment Supplies This phase involves building a strong relationship with the
raw material suppliers and planning methods for shipping, delivery, and payment.




Stage 3: Manufacturing and Testing The product is tested, manufactured, and scheduled for delivery.
Stage 4: Delivery of Products Customer orders are taken and delivery of goods is planned.

Stage 5: After-Sale Service and Returns Customers may return defective products and the company
addresses customers’ demands. Supply chain software is used by many companies for efficient supply
chain management.
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Supply chain management in the multipartner business arena.

9.4.3 Smart Power Grid and Smart Buildings
Environmental protection is a global issue. Green energy is desired to save energy and
to reduce the effects of global warming. A critical IoT application is promotion of a smart power

grid.

9.4.3.
XX

x

9.4.3.

1 Smart Power Grid
Various power companies across the United States have or are in the process of
upgrading their power management and distribution systems.
Various sensors at individual homes (smart thermostats) can collect information that is
sent via a network to main stations (perhaps even local “hubs”) that can apply complex
power management and send control signals back to the grid to save energy.
The smart grid is made possible by applying sensing, measurement, and control devices
to electricity production, transmission, distribution, and consumption.

2 Smart Buildings
The IoT could enhance our lives with comfort, convenience, and security, and reduce

energy costs and environmental impacts. The IoT has been suggested in construction of smart

buildings in residential, commercial, industrial, and government settings. This may include




alarm systems, access controls, indoor climate controls, elevators, and so forth. We desire to
diffuse IT into lighting, appliances, and furniture in buildings. A smart building can be a
shopping mall or a home, a hospital or a high-rise office tower. Smart buildings need
monitoring and regulation of heating, air conditioning, lighting, and environmental changes.
They can oversee building security, fire suppression, and elevator operations. Smart building
technologies focus on bringing more detailed monitoring and sensing “awareness” to buildings.

A “smart grid” is a digital energy —
system that uses new technology to Home energy sources f9_ed
incorporate clean energy and provide into the same grid as major

more efficient, reliable electricity. -‘ suppliers, and customers
; ; are reimbursed for energy

contribution.

real time from any computer and

Solar panels, wind make decisions about what is on ||

farms and other
sources of energy
feed into the grid.

Users decide when outlets ars
in use; e.g., refrigerators could
be turned to a lower setting at
night or during the day.

The smart meter
tracks when
customers use =
electricity, which

is more expan-

sive during peak
usage hours.

E b

B
= =
= =
= =
=
= =
= =
g E
| [
m -

FIGURE 9.22
Smart power grid.
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