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UNIT V  DATA WAREHOUSE        9 

Need for Data Warehouse – Database versus Data Warehouse – Multidimensional Data Model –

Schemas for Multidimensional Databases – OLAP operations – OLAP versus OLTP – Data 

Warehouse Architecture – Extraction, Transformation and Loading (ETL) 

 

UNIT-5                                                                Part– A                          2 MARKS 

 

1. Whatis datawarehouse? 

Soln:-Adatawarehouseisarepositoryof 

multipleheterogeneousdatasourcesorganizedunderaunifiedschemaatasinglesitetofacilitatemanage

mentdecisionmaking. 

A data warehouse is a subject-oriented, time-variant and nonvolatile collection ofdatain 

supportof management’sdecision-makingprocess. 

2. Whataretheuses ofmultifeaturecubes? 

Soln:- 

Multifeature cubes, which compute complex queries involving multiple dependentaggregates at 

multiple granularity. These cubes are very useful in practice. Many complexdata mining queries 

can be answered by multifeature cubes without any significant increasein computational cost, in 

comparison to cube computation for simple queries with standarddatacubes. 

3. Whatis Datamart? 

Soln:- 

Data mart is a data store that is subsidiary to a data ware house of integrated data.The data mart is 

directed at a partition of data that is created for the use of a dedicated groupof users.  

4. Whatisdatawarehouse metadata? 

Soln:- 

Metadata are data about data. When used in a data warehouse, metadata are the datathat define 

warehouse objects. Metadata are created for the data names and definitions of 

thegivenwarehouse.Additionalmetadataarecreated andcapturedfortimestamping anyextracted 

data, the source of the extracted data, and missing fields that have been added bydatacleaningor 

integrationprocesses. 

5. In the context of data warehousing what is data transformation?  

Soln:- 

Indata transformation, the data are transformed or consolidated into forms appropriateformining. 

Datatransformation caninvolve thefollowing: 

1. Smoothing,2.Aggregation,3.Generalization,4.Normalization,5.Attribute,6.Construction. 

6. Listthecharacteristicsofa datawarehouse. 

Soln:- 

There are four key characteristics which separate the data warehouse from 

othermajoroperationalsystems: 

o SubjectOrientation:Dataorganizedbysubject 

o Integration:Consistencyofdefiningparameters 

o Non-volatility:Stabledatastoragemedium 



o Time-variance:Timelinessofdataandaccessterms 

7. Whatarethevarious sourcesfordatawarehouse? 

Soln:- 

Handling of relational and complex types of data: Because relational databases and 

datawarehouses are widely used, the development of efficient and effective data mining 

systemsforsuch data isimportant. 

Mining information from heterogeneous databases and global information systems: Local-

andwide-areacomputer networks(such as theInternet)connectmany sourcesof data,forminghuge, 

distributed, and heterogeneous databases. 

8. Whatisbitmapindexing? 

Soln:- 

The bitmap indexing method is popular in OLAP products because it allows quicksearching in data 

cubes. The bitmap index is an alternative representation of the record ID(RID)list. 

9. Differentiatefacttableanddimension table. 

Soln:- 

Fact table contains the name of facts (or) measures as well as keys to each of the 

relateddimensional tables. 

Adimensiontableisusedfordescribingthedimension.(e.g.) Adimensiontableforitemmaycontainthe 

attributesitem_ name, brandand type. 

10. Brieflydiscusstheschemasformultidimensionaldatabases.(May/June2010) 

Soln:- 

Stars schema: The most common modeling paradigm is the star schema, in which the 

datawarehouse contains (1) a large central table (fact table) containing the bulk of the data, 

withno redundancy, and (2) a set of smaller attendant tables (dimension tables), one for 

eachdimension 

Snowflakes schema: The snowflake schema is a variant of the star schema model, wheresome 

dimension tables are normalized, thereby further splitting the data into additionaltables.The 

resultingschema graphforms ashape similar to asnowflake. 

Fact Constellations: Sophisticated applications may require multiple fact tables to 

sharedimension tables. This kind of schema can be viewed as a collection of stars, and hence 

iscalleda galaxyschema orafactconstellation 

11. How is a data warehouse different from a database? How are they similar? 

Soln:- 

Data warehouse is a repository of multiple heterogeneous data sources, organizedunder a unified 

schema at a single site in order to facilitate management decision-making. Arelational database is 

a collection of tables, each of which is assigned a unique name. Eachtable consists of a set of 

attributes (columns or fields) and usually stores a large set of tuples(records or rows). Each tuple 

in a relational table represents an object identified by a uniquekeyanddescribedbya 

setofattributevalues.Both areusedtostore andmanipulatethedata. 

12. List outthefunctionsofOLAPserversinthe datawarehousearchitecture.  

Soln:- 

TheOLAPserverperformsmultidimensionalqueriesofdataandstorestheresultsin its 

multidimensional storage. It speeds the analysis of fact tables into cubes, stores 



thecubesuntilneeded, and then quicklyreturns the datato clients. 

 

 

13. Differentiatedatamininganddatawarehousing.  

Soln:- 

Data mining refers to extracting or “mining” knowledge from large amounts ofdata. The term is 

actually a misnomer. Remember that the mining of gold fromrocks or sand is referred to as gold 

mining rather than rock or sand mining. Thus,data mining should have been more appropriately 

named “knowledge mining fromdata,” 

A data warehouse is usually modeled by a multidimensional database 

structure,whereeachdimensioncorrespondstoanattributeorasetofattributesin theschema, and 

each cell stores the value of some aggregate measure, such as count orsales amount. 

14. Classify OLAPTools.  

Soln:- 

MOLAP–MultidimensionalOnlineAnalyticalProcessing 

ROLAP – Multirelational Online Analytical ProcessingMQE–ManagedQueryEnvironment 

15. WhatisApex cuboid? 

Soln:- 

Apexcuboidor0-Dcuboidwhich holds thehighestlevelofsummarization. 

TheApexcuboidistypicallydenotedbyall. 

16. Whatismultidimensionaldatabase? 

Soln:- 

Data warehouses and OLAP tools are based on a multidimensionaldata model. This model is used 

for the design of corporate data warehousesand department data marts. This model conta ins a 

star schema, snowflakeschema and fact constellation schemas. The core of multidimensional 

modelisthedata cube. 

15.CompareOLTPandOLAP. 

DataWarehouse(OLAP) OperationalDatabase(OLTP) 

Involveshistoricalprocessingofinformation. Involvesday-to-dayprocessing. 

OLAPsystemsareusedbyknowledge OLTPsystemsareusedbyclerks, 

workerssuchasexecutives, managersand DBAs,ordatabaseprofessionals. 

Usefulinanalyzingthe business. Usefulinrunning thebusiness. 

ItfocusesonInformationout. ItfocusesonDatain. 

BasedonStarSchema,Snowflake,SchemaandFa

ctConstellationSchema. 
BasedonEntityRelationshipModel. 

Containshistoricaldata. Containscurrentdata. 

Providessummarizedandmultidimensional Providesdetailedandflatrelational 



Numberorusersisinhundreds. Numberofusersis inthousands. 

Numberofrecordsaccessedisinmillions. Numberofrecordsaccessedisin tens. 

Databasesizeisfrom100GBto1TB Databasesizeisfrom100MBto1GB. 

Highlyflexible. Provideshighperformance. 

 

16. ListoutOLAPoperationsinmultidimensionaldatamodel 

Soln:- 

Roll-up -performsaggregationonadatacube 

Drill-down -isthereverseoperationof roll-up. 

Slice and dice – Slice operation selects one particular dimensionfrom agiven cube and provides a 

new sub-cube. Dice selects twoor more dimensions from a given cube and provides a new sub -

cube. 

Pivot(or) rotate-Thepivotoperationisalsoknownasrotation.Itrotates the data axes in view in 

order to provide an alternativepresentationof data. 

 

17. Mentionthefunctionsof OLAPserversinthedatawarehousingarchitecture. 

Soln:- 

The OLAP server performs multidimensional queries of data andstores the results in its 

multidimensional storage. It speeds the analysis offact tables into cubes, stores the cubes until 

needed, and then quicklyreturnsthe data toclients. 

18. List out thelogicalsteps neededto builda Datawarehouse. 

Soln:- 

 Collectandanalyzebusinessrequirements. 

 Createadatamodelandaphysicaldesign fortheDatawarehouse.Definedata source  

 Choosethe database technologyand platformforthewarehouse. 

 Extract the data from the operational databases, transform it, clean it up andloaditinto the 

database. 

 Choose database access and reporting tool.Choosedatabaseconnectivitysoftware.  

 Choosedataanalysisandpresentationsoftware.Updatethedata warehouse 

19. Writenoteonshared-nothingarchitecture. 

Soln:- 

Thedataispartitionedacross alldisksandtheDBMSispartitionedacrossmultipleconservers.Each of 

which resides on individual nodes of the parallel system and has anownershipof itsdiskandthus 

itowndatabasepartition.Ashared-

nothingRDBMSparallelizestheexecutionofaSQLqueryacrossmultipleprocessingnodes.Each 

processor has its own memory nd disk and communicates with 

otherprocessorsbyexchangingmessagesanddataovertheinterconnectionnetwork. 

20. What are the access tools groups available? 

Soln:- 



Data query and reporting toolsApplicationdevelopmenttoolsExecutive information system(EIS) 

toolsOn-lineanalytical processingtoolsWritedowntheapplicationsof datawarehousing. 

Financial servicesBanking servicesCustomer goodsRetailsectors 

Controlledmanufacturing 

21. Whataretheapplicationsof queryingtools? 

MultidimensionalanalysisDecisionmaking 

In-depthanalysissuchas dataclassification,clustering 

22. Listoutthetwodifferenttypesofreportingtools. 

3.Production reporting tools – companies generate regular operational reports orsupporthigh 

volumebatch jobs, suchas calculatingand printingpaychecks. 

4.Reportwriters –areinexpensivedesktop toolsdesignedforendusers. 

23. Listthetwowaystheparallelexecutionof thetaskswithin SQLstatementscanbedone.  

Horizontalparallelism–whichmeansthattheDBpartitionedacrossmultipledisks andparallel 

processingwithin aspecific task. 

Vertical parallelism – which occurs among different tasks – 

allcomponentqueryoperations(SCAN,JOIN,SORT)areinparallelinapipelinedfashion. 

24. Whatarethetechnologiesincludedindatawarehousing? 

Relationalandmulti-dimensionaldatabasemanagementsystemsClient/serverarchitecture 

Meta data modeling and repositoriesGraphicaluserinterfacesandmuchmore 

25. DefineOLAP. 

Soln:- 

OLAP(onlineanalyticalprocessing)iscomputer processingthatenablesa 

usertoeasilyandselectivelyextract and viewdatafrom different points of view. 

OLAPisbecomingan architecturethatanincreasingnumberofenterprises 

areimplementingtosupportanalytical applications. 
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1. Brieflydiscusstheschemasformultidimensionaldatabases.    (13) 

Soln:- 

Starsschema: The most common modeling paradigm is the star schema, inwhich the data 

warehouse contains (1) a large central table (fact table) containingthe bulk of the data, with no 

redundancy, and (2) a set of smaller attendant tables(dimensiontables), oneforeach dimension.  

Snowflakesschema:Thesnowflakeschemaisavariantofthestarschemamodel, where some 

dimension tables are normalized, thereby further splitting 

thedataintoadditionaltables.Theresultingschemagraphformsashapesimilartoa  snowflake. 

Fact Constellations: Sophisticated applications may require multiple fact tables to 

sharedimensiontables.Thiskindof schema canbeviewed asa collectionofstars, 

andhenceiscalledagalaxyschema or afact constellation. 

2. WhatisaMultidimensionaldatamodel?Explainstarschema withanexample. 

Soln:- 

A data cube allows data to be modeled and viewed in multiple dimensions. It is defined by 
dimensions and facts. 
In general terms, dimensions are the perspectives or entities with respect to which an  
organization wants to keep records. For example, AllElectronicsmay create a sales data warehouse 
in order to keep records of the store’s sales with respect to the dimensions time, item, branch, and 
location. These dimensions allow the store to keep track of things like monthly sales of items and 
the branches and locations at which the items were sold. Each dimension may have a table 
associated with it, called a dimension  table, which further describes the dimension. For example, 
a dimension table for item may contain the attributes item name, brand, and type. Dimension 
tables can be specified by users or experts, or automatically generated and adjusted based on data 
distributions. 
 
A multidimensional data model is typically organized around a central theme, such as sales. This 
theme is represented by a fact table. Facts are numeric measures. Examples of facts for a sales 
data warehouse include dollars sold (sales amount in dollars), units sold (number of units sold), 
and amount budgeted.  
The fact table contains   the names of the facts, or measures, as well as keys to each of the related 
dimension tables. 
A simple 2-D data cube that is, in fact, a table or spreadsheet for sales data from AllElectronics. In 
particular, we will look at the AllElectronicssales data for items sold per quarter in the city of 
Vancouver.These data are shown in Table 4.2. In this 2-D representation, the sales for Vancouver 
are shown with respect to the time dimension (organized in quarters) and the itemdimension 
(organized according to the types of items sold). The fact or measure displayed is dollars sold (in 
thousands).Now, suppose that we would like to view the sales data with a third dimension.  
 For instance, suppose we would like to view the data according to time and item, as well as 
location, for the cities Chicago, New York, Toronto, and Vancouver. These 3-D data are shown in 
Table 4.3. The 3-D data in the table are represented as a series of 2-D tables. 
Conceptually, we may also represent the same data in the form of a 3-D data cube, as in Figure 4.3. 



Suppose that we would now like to view our sales data with an additional fourth dimension such 
as supplier. Viewing things in 4-D becomes tricky. However, we can think of a 4-D cube as being a 
series of 3-D cubes, as shown in Figure 4.4. If we continue  

 

 
 
in this way, we may display any n-dimensional data as a series of .n-1/-dimensional“cubes.” The 

data cube is a metaphor for multidimensional data storage. The actualphysical storage of such 

data may differ from its logical representation. The importantthing to remember is that data cubes 

are n-dimensional and do not confine data to 3-D. 

Tables 4.2 and 4.3 show the data at different degrees of summarization. In the datawarehousing 

research literature, a data cube like those shown in Figures 4.3 and 4.4 isoften referred to as a 

cuboid. Given a set of dimensions, we can generate a cuboid foreach of the possible subsets of the 

given dimensions. The result would form a lattice ofcuboids, each showing the data at a different 

level of summarization, or group-by. Thelattice of cuboids is then referred to as a data cube. Figure 

4.5 shows a lattice of cuboidsforming a data cube for the dimensions time, item, location, and 

supplier. 

The cuboid that holds the lowest level of summarization is called the base cuboid.For example, 

the 4-D cuboid in Figure 4.4 is the base cuboid for the given time, item,location, and supplier 



dimensions. Figure 4.3 is a 3-D (nonbase) cuboid for time, item,

 

 
andlocation, summarized for all suppliers. The 0-D cuboid, which holds the highest levelof 
summarization, is called the apex cuboid. In our example, this is the total sales, ordollars sold, 
summarized over all four dimensions. The apex cuboid is typically denotedby all. 
Schemas for Multidimensional Database 

Schema is a logical description of the entire database. It includes the name and description of 
records of all record types including all associated data-items and aggregates. A data warehouse 
uses Star, Snowflake, and Fact Constellation schema. 

Start Schema 

It is the data warehouse schema that contains two types of tables: Fact Table and Dimension 
Tables. Fact Table lies at the center point and dimension tables are connected with fact table such 
that star share is formed. 



 Fact Tables: A fact table typically has two types of columns: foreign keys to dimension tables and 
measures those that contain numeric facts. A fact table can contain fact's data on detail or 
aggregated level. 

 Dimension Tables: Dimension tables usually have a relatively small number of records compared 
to fact tables, but each record may have a very large number of attributes to describe the fact 
data.  

Each dimension in the star schema has only one dimension table and each table holds a set of 
attributes. This constraint may cause data redundancy. The following diagram shows the sales 
data of a company with respect to the four dimensions, namely time, item, branch, and location.  

 

There is a fact table at the center. It contains the keys to each of four dimensions. The fact table 
also contains the attributes, namely dollars sold and units sold. 

Since star schema contains de-normalized dimension tables, it leads to simpler queries due to 
lesser number of join operations and it also leads to better system performance. On the other hand 
it is difficult to maintain integrity of data in star schema due to de-normalized tables. It is the 
wifely used data warehouse schema and is also recommended by oracle 

 

3. Discuss OLAP operation in detail (13) 

Soln:- 

In the multidimensional model, data are organized into multiple dimensions, and each dimension 

contains multiple levels of abstraction defined by concept hierarchies. This organization provides 

users with the flexibility to view data from different perspectives. A number of OLAP data cube 

operations exist to materialize these different views, allowing interactive querying and analysis of 

the data at hand. Hence, OLAP provides a user-friendly environment for interactive data analysis. 

Example 4.4 OLAP operations.Let’s look at some typical OLAP operations for multidimensional 

data. Each of the following operations described is illustrated in Figure 4.12. At the center of the 

figure is a data cube for AllElectronicssales. The cube contains the dimensions location, time, and 

item, where location is aggregated with respect to city values, time is aggregated with respect to 

quarters, and item is aggregated with respect to item types. To aid in our explanation, we refer to 

this cube as the central cube. The measure displayed is dollars sold (in thousands). (For improved 



readability, only some of the cubes’ cell values are shown.) The data examined are for the cities 

Chicago, New York, Toronto, and Vancouver. 

Roll-up: The roll-up operation (also called the drill-up operation by some vendors) performs 

aggregation on a data cube, either by climbing up a concept hierarchy for a dimension or by 

dimension reduction. Figure 4.12 shows the result of a roll-up operation performed on the central 

cube by climbing up the concept hierarchy for location given in Figure 4.9. This hierarchy was 

defined as the total order “street <city<province or state <country.” The roll-up  

 

 
operation shown aggregates the data  by ascending the location hierarchy from the level of city to 

the level of country. In other words, rather than grouping the data by city, the resulting cube 

groups the data by country. 

When roll-up is performed by dimension reduction, one or more dimensions are removed from 

the given cube. For example, consider a sales data cube containing only the location and time 

dimensions. Roll-up may be performed by removing, say, the time dimension, resulting in an 

aggregation of the total sales by location, ratherthan by location and by time. 

Drill-down: Drill-down is the reverse of roll-up. It navigates from less detailed data to more 

detailed data. Drill-down can be realized by either stepping down a concept hierarchy for a 

dimension or introducing additional dimensions. Figure 4.12 shows the result of a drill-down 

operation performed on the central cube by stepping down a concept hierarchy for time defined as 

“day <month <quarter <year.” Drill-downoccurs by descending the time hierarchy fromthe level of 

quarter to the more detailedlevel of month. The resulting data cube details the total sales per 

month rather thansummarizing them by quarter. 

Because a drill-down adds more detail to the given data, it can also be performedby adding new 

dimensions to a cube. For example, a drill-down on thecentral cube of Figure 4.12 can occur by 

introducing an additional dimension, suchas customer group. 



Slice and dice: The slice operation performs a selection on one dimension of the givencube, 

resulting in a subcube. Figure 4.12 shows a slice operation where the salesdata are selected from 

the central cube for the dimension time using the criteriontime D “Q1.” The dice operation defines 

a subcube by performing a selection on twoor more dimensions. Figure 4.12 shows a dice 

operation on the central cube based onthe following selection criteria that involve three 

dimensions: (location D “Toronto”or “Vancouver”) and (time D “Q1” or “Q2”) and (item D “home 

entertainment” or“computer”). 

Pivot (rotate): Pivot (also called rotate) is a visualization operation that rotates the dataaxes in 

view to provide an alternative data presentation. Figure 4.12 shows a pivotoperation where the 

item and location axes in a 2-D slice are rotated. Other examplesinclude rotating the axes in a 3-D 

cube, or transforming a 3-D cube into a series of2-D planes. 

Other OLAP operations: Some OLAP systems offer additional drilling operations. Forexample, 

drill-across executes queries involving (i.e., across) more than one facttable. The drill-through 

operation uses relational SQL facilities to drill through thebottom level of a data cube down to its 

back-end relational tables. 

Other OLAP operations may include ranking the top N or bottom N items inlists, as well as 

computing moving averages, growth rates, interests, internal returnrates, depreciation, currency 

conversions, and statistical functions. 

OLAP offers analytical modeling capabilities, including a calculation engine forderiving ratios, 

variance, and so on, and for computing measures acrossmultiple dimensions.It can generate 

summarizations, aggregations, and hierarchies at each granularitylevel and at every dimension 

intersection. OLAP also supports functional models forforecasting, trend analysis, and statistical 

analysis. In this context, an OLAP engine is apowerful data analysis tool. 

 

4. Explain A Starnet Query Model for Querying Multidimensional Databasesin detail  (13)  

Soln:- 

The querying of multidimensional databases can be based on a starnet model, whichconsists of 

radial lines emanating from a central point, where each line represents aconcept hierarchy for a 

dimension. Each abstraction level in the hierarchy is called afootprint. These represent the 

granularities available for use by OLAP operations suchas drill-down and roll-up. 

Example 4.5 Starnet.A starnet query model for the AllElectronicsdata warehouse is shown 

inFigure 4.13. This starnet consists of four radial lines, representing concept hierarchiesfor the 

dimensions location, customer, item, and time, respectively. Each line consistsof footprints 

representing abstraction levels of the dimension. For example, the timeline has four footprints: 

“day,” “month,” “quarter,” and “year.” A concept hierarchy mayinvolve a single attribute (e.g., date 

for the time hierarchy) or several attributes (e.g., theconcept hierarchy for location involves the 

attributes street, city, province or state, andcountry). In order to examine the item sales at 

AllElectronics, users can roll up along thecontinent 



 
 

timedimension from month to quarter, or, say, drill down along the location dimensionfrom 

country to city.Concept hierarchies can be used to generalize data by replacing low-level 

values(such as “day” for the time dimension) by higher-level abstractions (such as “year”),or to 

specialize data by replacing higher-level abstractions with lower-level values 

 

5. (i).Explaintheroleplayedbysourcing,acquisition,cleanupandtransformationtoolsindataw

arehousing.  

Soln:- 

The data sourcing, transformation, and migration tools are used for performing all the 

conversions, summarizations, and all the changes needed to transform data into a unified format 

in the datawarehouse. They are also called Extract, Transform and Load (ETL) Tools. 

Their functionality includes: 

 Anonymize data as per regulatory stipulations. 

 Eliminating unwanted data in operational databases from loading into Data warehouse. 

 Search and replace common names and definitions for data arriving from different sources.  

 Calculating summaries and derived data 

 In case of missing data, populate them with defaults. 

 De-duplicated repeated data arriving from multiple data sources. 

These Extract, Transform, and Load tools may generate cron jobs, background jobs,  Cobol 

programs, shell scripts, etc. that regularly update data in data warehouse. These tools are also 

helpful to maintain the Metadata. 

These ETL Tools have to deal with challenges of Database & Data heterogeneity. 

ii)Explainabout STARJoin andSTARIndex.       (6) 

Soln:- 

STAR Join:- 

https://www.guru99.com/etl-extract-load-process.html


A set of joins are considered to be a star join when a fact table (large central table) is joined to two or 

more dimension tables (smaller tables containing descriptions of the column values in the fact table). 

A Star join is comprised of 3 main parts: Semijoins. Index ANDing of the results of the Semijoins. 

STARIndex:- 

 

6. Discuss Meta data in detail                           (7) 

Soln:- 

The name Meta Data suggests some high-level technological Data Warehousing Concepts. 

However, it is quite simple. Metadata is data about data which defines the data warehouse. It is 

used for building, maintaining and managing the data warehouse. 

In the Data Warehouse Architecture, meta-data plays an important role as it specifies the source, 

usage, values, and features of data warehouse data. It also defines how data can be changed and 

processed. It is closely connected to the data warehouse. 

For example, a line in sales database may contain: 

4030 KJ732 299.90 

This is a meaningless data until we consult the Meta that tell us it was 

 Model number: 4030 

 Sales Agent ID: KJ732 

 Total sales amount of $299.90 

Therefore, Meta Data are essential ingredients in the transformation of data into knowledge.  

Metadata helps to answer the following questions 

 What tables, attributes, and keys does the Data Warehouse contain? 

 Where did the data come from? 

 How many times do data get reloaded? 

 What transformations were applied with cleansing? 

Metadata can be classified into following categories: 

1. Technical Meta Data: This kind of Metadata contains information about warehouse which is used 

by Data warehouse designers and administrators. 

2. Business Meta Data: This kind of Metadata contains detail that gives end-users a way easy to 

understand information stored in the data warehouse. 

 

 

 

 

 

 

 

 

 

 



 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

UNIT-5    PART-C   15 MARKS 
 

1. Withaneatsketch,DescribeindetailaboutData warehousearchitecture 

Soln:- 

Data warehouses often adopt a three-tier architecture, as presented in Figure 4.1. 

1. The bottom tier is a warehouse database server that is almost always a relational  database 

system. Back-end tools and utilities are used to feed data into the bottom tier from operational 

databases or other external sources (e.g., customer profile information provided by external 

consultants). These tools and utilities perform data extraction, cleaning, and transformation (e.g., 

to merge similar data from different sources into a unified format), as well as load and refresh 

functions to update the data warehouse (see Section 4.1.6). The data are extracted using 

application program interfaces known as gateways. A gateway is supported by the underlying 

DBMS and allows client programs to generate SQL code to be executed at a server. Examples of 

gateways include ODBC (Open Database Connection) and OLEDB by Microsoft and JDBC (Java 

Database Connection). 

This tier also contains a metadata repository, which stores information about the data  warehouse 

and its contents.  



 

2. The middle tier is an OLAP server that is typically implemented using either 

 (1) a  relationalOLAP(ROLAP) model (i.e., an extended relational DBMS that maps operations on 

multidimensional data to standard relational operations); or  

(2) amultidimensional OLAP (MOLAP) model (i.e., a special-purpose server that directly 

implements multidimensional data and operations).  

3. The top tier is a front-end client layer, which contains query and reporting tools,  

analysis tools, and/or data mining tools (e.g., trend analysis, prediction, and so on).  

2. Explain ETL Process in Data Warehouse    (15) 

Soln:- 

1. ETL stands for Extract, Transform, Load and it is a process used in data warehousing to extract 

data from various sources, transform it into a format suitable for loading into a data warehouse, 

and then load it into the warehouse. The process of ETL can be broken down into the following 

three stages: 

2. Extract: The first stage in the ETL process is to extract data from various sources such as 

transactional systems, spreadsheets, and flat files. This step involves reading data from the source 

systems and storing it in a staging area. 

3. Transform: In this stage, the extracted data is transformed into a format that is suitable for 

loading into the data warehouse. This may involve cleaning and validating the data, converting 

data types, combining data from multiple sources, and creating new data fields. 

4. Load: After the data is transformed, it is loaded into the data warehouse. This step involves 

creating the physical data structures and loading the data into the warehouse. 



5. The ETL process is an iterative process that is repeated as new data is added to the warehouse. 

The process is important because it ensures that the data in the data warehouse is accurate, 

complete, and up-to-date. It also helps to ensure that the data is in the format required for data 

mining and reporting. 

Additionally, there are many different ETL tools and technologies available, such as Informatica, 

Talend, DataStage, and others, that can automate and simplify the ETL process. 

ETL is a process in Data Warehousing and it stands for Extract, Transform and Load. It is a 

process in which an ETL tool extracts the data from various data source systems, transforms it in 

the staging area, and then finally, loads it into the Data Warehouse system.  

 

 

Let us understand each step of the ETL process in-depth:  

1. Extraction:  

The first step of the ETL process is extraction. In this step, data from various source systems is 

extracted which can be in various formats like relational databases, No SQL, XML, and flat files into 

the staging area. It is important to extract the data from various source systems and store it into 

the staging area first and not directly into the data warehouse because the extracted data is in 

various formats and can be corrupted also. Hence loading it directly into the data warehouse may 

damage it and rollback will be much more difficult. Therefore, this is one of the most important 

steps of ETL process. 

2. Transformation:  

The second step of the ETL process is transformation. In this step, a set of rules or functions  are 

applied on the extracted data to convert it into a single standard format. It may involve following 

processes/tasks:  

 Filtering – loading only certain attributes into the data warehouse. 

 Cleaning – filling up the NULL values with some default values, mapping U.S.A, United States, and 

America into USA, etc. 

 Joining – joining multiple attributes into one. 

 Splitting – splitting a single attribute into multiple attributes. 

 Sorting – sorting tuples on the basis of some attribute (generally key-attribute). 

3. Loading:  

The third and final step of the ETL process is loading. In this step, the transformed data is finally 

loaded into the data warehouse. Sometimes the data is updated by loading into the data 



warehouse very frequently and sometimes it is done after longer but regular intervals. The rate 

and period of loading solely depends on the requirements and varies from system to system.  

ETL process can also use the pipelining concept i.e. as soon as some data is extracted, it can 

transformed and during that period some new data can be extracted. And while the transformed 

data is being loaded into the data warehouse, the already extracted data can be transformed. The 

block diagram of the pipelining of ETL process is shown below:  

 

ETL Tools: Most commonly used ETL tools are Hevo, Sybase, Oracle Warehouse builder, 

CloverETL, and MarkLogic. 

Data Warehouses: Most commonly used Data Warehouses are Snowflake, Redshift, BigQuery, 

and Firebolt. 

Advantages of ETL process in data warehousing: 

1. Improved data quality: ETL process ensures that the data in the data warehouse is accurate, 

complete, and up-to-date. 

2. Better data integration: ETL process helps to integrate data from multiple sources and systems, 

making it more accessible and usable. 

3. Increased data security: ETL process can help to improve data security by controlling access to 

the data warehouse and ensuring that only authorized users can access the data.  

4. Improved scalability: ETL process can help to improve scalability by providing a way to manage 

and analyze large amounts of data. 

5. Increased automation: ETL tools and technologies can automate and simplify the ETL process, 

reducing the time and effort required to load and update data in the warehouse.  

 

Disadvantages of ETL process in data warehousing: 

1. High cost: ETL process can be expensive to implement and maintain, especially for organizations 

with limited resources. 

2. Complexity: ETL process can be complex and difficult to implement, especially for organizations 

that lack the necessary expertise or resources. 

3. Limited flexibility: ETL process can be limited in terms of flexibility, as it may not be able to 

handle unstructured data or real-time data streams. 

4. Limited scalability: ETL process can be limited in terms of scalability, as it may not be able to 

handle very large amounts of data. 



5. Data privacy concerns: ETL process can raise concerns about data privacy, as large amounts of 

data are collected, stored, and analyzed. 

Overall, ETL process is an essential process in data warehousing that helps to ensure that the data  

in the data warehouse is accurate, complete, and up-to-date. However, it also comes with its own 

set of challenges and limitations, and organizations need to carefully consider the costs and 

benefits before implementing them. 

2.Explainaboutdata Extraction, Cleanup and Transformation(ETL)tools. 

Soln:- 

Data warehouse systems use back-end tools and utilities to populate and refresh their data.  These 

tools and utilities include the following functions:  

Data extraction, which typically gathers data from multiple, heterogeneous, and external sources. 

Data cleaning, which detects errors in the data and rectifies them when possible. 

Data transformation, which converts data from legacy or host format to warehouse format. 

Load, which sorts, summarizes, consolidates, computes views, checks integrity, and builds indices 

and partitions. 

Refresh, which propagates the updates from the data sources to the warehouse.  

Besides cleaning, loading, refreshing, and metadata definition tools, data warehouse systems 

usually provide a good set of data warehouse management tools.  

Data cleaning and data transformation are important steps in improving the data quality and, 

subsequently, the data mining results. Because we are mostly interested in the aspects of data 

warehousing technology related to data mining, we will not get into the details of the remaining 

tools, and recommend interested readers to consult books dedicated to data warehousing 

technology. 
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PART -A  ( 2 Marks) 

1. Define data mining. Give some alternative terms of data mining. 

2. List the primitives that specify a data mining tasks. 

3. State why preprocessing an important issue for data warehousing and data mining? 

4. Differentiate between data characterization and discrimination?  

5. What is STRONG? 

6. Give  an  examples for binary and multidimensional association rules. 

7. Compare OLTP and OLAP. 

8. List some popular attribute selection measures. 

9. What are the preprocessing steps can be used in classification  or prediction process. 

10. What is a support vector machine? 

11. What do you mean   CLIQUE and PROCLUS 

12. State the need for pruning phase in decision tree construction 

13. What is an example of a rule-based algorithm? 

14. Define CLARANS 

15. Mention the advantages of hierarchical clustering.  

16. What is meant by Smoothing factor? 

17. What is Data mart? 

18. List out the two different types of reporting tools. 

19. How is a data warehouse different from a database? How are they similar?  

20. Compare OLTP and OLAP. 

PART-B(13 MARKS) 

31.  (i).What kinds of data can be mined? Explain in detail      (7) 

      (ii).Explain Data Transformation In Detail        (6) 

32. (i).Discuss about the Major Tasks in Data Preprocessing in detail    (6) 

(ii).Consider the following Table which presents a  stock prices observed at five time points for   

           AllElectronics and HighTech, a high-tech company.                      (7) 
                               Table.    Stock Prices for AllElectronics and HighTech 

 
If the stocks are affected by the same industry trends, will their prices rise or fall together? 
33. Explain with diagrammatic illustration data mining as a step in the process of knowledge        

     discovery.            (13) 



34. (i)  Suppose that a group of 1500 people was surveyed. The gender of each person was noted. 

Each person was polled as to whether his or her preferred type of reading material was fiction or 

nonfiction. Thus, we have two attributes, gender and preferred reading. The observed frequency (or 

count) of each possible joint event is summarized in the contingency table shown in Table, where the 

numbers in parentheses are the expected frequencies.                 (7) 

Table:-2x2 Contingency table data 

 

Calculate the expected frequencies based on the data distribution for both attributes and verify the 

expected frequencies for each cell. using χ2 (chi-square) test. 

         (ii).What are the basic methods for data cleaning ? Explain in detail         (6)   

35. Write an explain the Apriori algorithm for mining frequent itemsets with candidate generation. Give  

     relevant  example                                         (13) 

36. Explain the following  

            (i). Classification Vs Prediction             (5) 

            (ii). Data Preparation for classification and prediction          (8)  

37. Discuss the approaches for mining multi-level and multi-dimensional association rules from the  

       transactional databases. Give relevant example                           (13) 

38. (i). Discuss Association rule mining                         (6) 

      (ii) Write and explain the algorithm for mining frequent item sets without candidate   generation.  

           Give relevant  example                          (7) 

39. Explain about Bayesian classification  in detail                                  

(13) 

40. Explain  Rule-based classification in detail with an example                    (13)      

41. (i).Explain K-nearest neighbour Algorithm with an example               (7) 

      (ii). Discuss Linear Vs non-Linear Regression             (6) 

42. Describe in detail about classification by decision induction.                     (13) 

43. Explain in detail k-means and k-medoids in Partitioning  methods in clustering techniques.          

(13) 

44. Describe in detail about hierarchical methods.                       (13) 

45. (i) What is cluster analysis? Explain about requirements of clustering in data mining           (8)  

      (ii) Define BIRCH, ROCK and CURE.              (5) 

46. Explain Model based clustering methods in detail           (13) 
47. Briefly discuss the schemas for multidimensional databases.                     (13) 

48. (i)  Explain the role played by sourcing, acquisition, clean up and transformation tools                   (7) 

           in    data warehousing.  

      ii) Explain about STAR Join and STAR Index.                                                                                 (6) 

49. With a neat sketch, Describe in detail about Data warehouse architecture        (13) 

50. What is a Multidimensional data model? Explain star schema with an example       (13) 

PART-C(15 Marks) 

1. (i).Discuss data cleaning as a process in detail                           (7) 

     (ii). Cluster the following eight points with (x,y) representing locations into 3 clusters:                    (8) 

            A1(2,10),A2(2,5),A3(8,4),A4(5,8),A5(7,5),A6(6,4),A7(1,2),A8(4,9). 

 Initial clusters are A1(2,10),A4(5,8) and A7(1,2). Use K-mean algorithm to find the three cluster centers 

after the first iteration. 

  



2. (i).Consider the given dataset,Apply Naive Bayes Algorithm and predict that if a fruit has the 

following properties then which type of the fruit it it Fruit={Yellow, Sweet,Long}                    (7) 

Frequency Table:- 

Fruit Yellow Sweet Long Total 

Mango 350 450 0 650 

Banana 400 300 350 400 
Others 50 100 50 150 

Total 800 850 400 1200 

              (ii).Discuss Regression Analysis in detail                    (6) 

3. Apply the Apriori algorithm for discovering frequent item sets of the following. Use 20% for minimum 

support value. Show two rules that have a confidence of 70% or greater for an itemset containing three 

items.                 (15)  

TID Itemspurchased 

101 milk,bread,eggs 

102 milk,juice 

103 juice,butter 

104 milk,bread,eggs 

105 coffee,eggs 

106 coffee 

107 coffee,juice 

108 milk,bread,cookies,eggs 

109 cookies,butter 

110 milk,bread 

 

4. Consider a piece of data collected over the course of 14 days where the features are Outlook, 

Temperature, Humidity, Wind and the outcome variable is whether Golf was played on the day.    

                                                                                                                                      (15)      

Day Outlook Temperature Humidity Wind 
Play 

Golf 

D1 Sunny Hot High Weak No 

D2 Sunny Hot High Strong No 

D3 Overcast Hot High Weak Yes 

D4 Rain Mild High Weak Yes 

D5 Rain Cool Normal Weak Yes 

D6 Rain Cool Normal Strong No 

D7 Overcast Cool Normal Strong Yes 

D8 Sunny Mild High Weak No 

D9 Sunny Cool Normal Weak Yes 

D10 Rain Mild Normal Weak Yes 

D11 Sunny Mild Normal Strong Yes 

D12 Overcast Mild High Strong Yes 

D13 Overcast Hot Normal Weak Yes 

D14 Rain Mild High Strong No 

Build a predictive model which takes in above 4 parameters and predicts whether Golf will be played on 

the day. Build a decision tree to do that using ID3 algorithm.   

 


