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UNIT III  NOSQL DATABASES        9  

NoSQL – CAP Theorem – Sharding - Document based – MongoDB Operation: 

Insert, Update, Delete, Query, Indexing, Application, Replication, Sharding–

Cassandra: Data Model, Key Space, Table Operations, CRUD Operations, CQL 

Types – HIVE: Data types, Database Operations, Partitioning – HiveQL – 

OrientDB Graph database – OrientDB Features  

UNIT- 3                                                                                          PART-A(2 Marks) 
 

1. What is NoSQL? 

Soln:- A NoSQL database (sometimes called as Not Only SQL) is a database 

that provides a mechanismto store and retrieve data other than the tabular 

relations used in relational databases. Thesedatabases are schema-free, 

support easy replication, have simple API, eventually consistent, andcan 

handle huge amounts of data. 

2. Define Document Stores. 

Soln:-A document-oriented database, or document store, is a computer 

program designed for storing, retrieving and managing document-oriented 

information, also known as semi structured data.  

3. What is ACID? 

Soln:-ACID stands for Atomicity, Consistency, Isolation, Durability. NOSQL 

databases highlight performance and availability. These demands prioritizing 

the mechanism of the CAP(Consistenct, Availability, and Partition Tolerance) 

theorem that tends  to make true ACID transactions unbelievable. 

4. What is Schema-less Model? 

Soln:- Schema less means the database don't have fixed data structure, such 

as MongoDB, it has JSON-style data store, you can change the data structure as 

you wish. 

5. Write the features of NoSQL 

Soln:-  

    High Scalability 

 Performance 

 Availability 

 Schema-LessShared Nothing Architecture 

 Sharding 

 Asynchronous replication 
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6. Define Key Value Stores. 

Soln:- A key-value store is a database which uses an array of keys where each 

key is associated with only one value in a collection. It is quite similar to a 

dictionary or a map data structure. Key-value stores can be considered as the 

most primary and the simplest version of all the databases. 

7. What is Sharding? 

Soln:-Sharding is a database architecture pattern related to horizontal 

partitioning — the  practice of separating one table's rows into multiple 

different tables, known as partitions. Each partition has the same schema and 

columns, but also entirely different rows. 

8. List out  Advantages of  MongoDB 

Soln:- 

 Flexible document schemas. 

 Code-native data access. 

 Change-friendly design. 

 Powerful querying and analytics. 

 Easy horizontal scale-out 

9. Define Tabular Stores. 

Soln:- A tabular database, as the name implies is a database that is structured 

in a tabular form. Itarranges data elements  in   vertical columns and  

horizontal  rows. Each  cell is formed by  theintersection of a column and row. 

Each row and column is uniquely numbered to make it orderlyand efficient. 

10. Define MongoDB 

Soln:- 

MongoDB is a document-oriented NoSQL database used for high volume data 

storage Instead of using tables and rows as in the traditional relational 

databases, MongoDB makes use of collections and documents. Documents 

consist of key-value pairs which are the basic unit of data in MongoDB. 

11. Define Object Data Stores 

Soln:-Object storage (also known as object-based storage) is a computer data 

storage architecture thatmanages   data   as   objects,   as   opposed   to   other   

storage   architectures   like   file   systems   whichmanages data as a file 

hierarchy, and block storage which manages data as blocks within sectorsand 

tracks. 
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12. What is the main advantage of Cassandra? 

Soln:-One of the biggest advantages of using Cassandra is its elastic 
scalability. Cassandra cluster can be easily scaled-up or scaled-down. 
Interestingly, any number of nodes can be added or deleted in Cassandra 
cluster without much disturbance. 
13. What are the features of Cassandra? 

Soln:- 
 Open-source availability. Nothing is more exciting than getting a handy 

product for free.  
 Distributed footprint 
 Scalability.  
 Cassandra Query Language.  
 Fault tolerance. 

14. Write short note on Hive. 

Soln:-Hive was created to make it possible for analysis with strong SQL skills 

to run queries on thehuge volumes of data that facebook stored in HDFS. 

Today, Hive is a successful apache projectused by many organizations as a 

general-purpose, scalable data processing platform. 

15. What is metastore? 

Soln:- The metastore is the central repository of Hive metadata. The 

metastore is divided into 2pieces: a service and the backing store for the data 

16. What is Hive? 

Soln:- 

•Hive is a data ware house system for Hadoop 

•It runs SQL like queries called HQL (Hive query language) which gets 

internally converted tmap reduce jobs.•Hive was developed by 

Facebook.•Hive supports Data definition Language(DDL), Data Manipulation 

Language(DML) and userdefined functions. 

17. What are the features of Hive? 

Soln:-It stores schema in a database and processed data into HDFS.It is 

designed for OLAP.It provides SQL type language for querying called HiveQL 

or HQL.It is familiar, fast, scalable, and extensible. 

18. What is HWI? 

Soln:-Hive Web Interface(HWI) is an alternative to the shell, we might want to 

try Hive’s simple web Interface. Start it using the following commands: 

%export ANT_LIB=path/to/ant/lib%hive—service hwi 
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UNIT 3                                 -                       PART-B                                (13 Marks) 
1. Explain any two  categories or data models of NOSQL systems with 

neat diagram in detail                                                                                                (13) 

Soln:- 

NOSQL systems have been characterized into four major categories, with 

some additional categories that encompass other types of systems. The most 

common categorization lists the following four major categories: 

 

1.Key-value stores 

These systems have a simple data model based on fast access by the key to the 

value associated with the key; the value can be a record or an object or a 

document or even have a more complex data   structure. 

 Key-value stores are most basic types of NoSQL databases. 

 Designed to handle huge amounts of data. 

 Based on Amazon’s Dynamo paper. 

 Key value stores allow developer to store schema-less data. 

 In the key-value storage, database stores data as hash table where each 

key is unique and the value can be string, JSON, BLOB (Binary Large 

OBjec) etc. 

 A key may be strings, hashes, lists, sets, sorted sets and values are 

stored against these keys. 

 For example a key-value pair might consist of a key like "Name" that is 

associated with a value like "Robin". 

 Key-Value stores can be used as collections, dictionaries, associative 

arrays etc. 

 Key-Value stores follow the 'Availability' and 'Partition' aspects of CAP 

theorem. 

 Key-Values stores would work well for shopping cart contents, or 

individual values like color schemes, a landing page URI, or a default 

account number. 

 

Example of Key-value store DataBase : Redis, Dynamo, Riak. etc. 
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Pictorial Presentation : 

 
  

 
 

2. Column-oriented databases 

These systems partition a table by column into column families (a form of 

vertical partitioning, where each column family is stored in its own files. They 

also allow versioning of data values. 

 Column-oriented databases primarily work on columns and every 

column is treated individually. 

 Values of a single column are stored contiguously. 

 Column stores data in column specific files. 

 In Column stores, query processors work on columns too. 

 All data within each column data file have the same type which makes it 

ideal for compression. 

 Column stores can improve the performance of queries as it can access 

specific column data. 

 High performance on aggregation queries (e.g. COUNT, SUM, AVG, MIN, 

MAX). 

 Works on data warehouses and business intelligence, customer 

relationship management (CRM), Library card catalogs etc. 

Example of Column-oriented databases : BigTable, Cassandra, SimpleDB 

etc. 
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Pictorial Presentation : 

 
 

3.Document Oriented databases:- These systems store data in the form of 

documents using well-known formats, such as JSON (JavaScript Object 

Notation). Documents are accessible via their document id, but can also be 

accessed rapidly using other indexes. 

 A collection of documents 

 Data in this model is stored inside documents. 

 A document is a key value collection where the key allows access to its 

value. 

 Documents are not typically forced to have a schema and therefore are 

flexible and easy to change. 

 Documents are stored into collections in order to group different kinds 

of data. 

 Documents can contain many different key-value pairs, or key-array 

pairs, or even nested documents. 

Ex:.MongoDB 

4. Graph databases 

Graph-based NOSQL systems:  

A graph data structure consists of a finite (and possibly mutable) set of 

ordered pairs, called edges or arcs, of certain entities called nodes or vertices. 

The following picture presents a labeled graph of 6 vertices and 7 edges. 
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 A graph database stores data in a graph. 

 It is capable of elegantly representing any kind of data in a highly 

accessible way. 

 A graph database is a collection of nodes and edges 

 Each node represents an entity (such as a student or business) and each 

edge represents a connection or relationship between two nodes. 

 Every node and edge are defined by a unique identifier. 

 Each node knows its adjacent nodes. 

 As the number of nodes increases, the cost of a local step (or hop) 

remains the same. 

 Index for lookups. 

 

5. Hybrid NOSQL systems: These systems have characteristics from two or 

more of the above four categories. 

6. XML databases: - Even keyword-based search engines store large amounts 

of data with fast search access, so the stored data can be considered as large 

NOSQL big data stores. 

 

2. Explain the various types of Sharding in NOSQL in detail with neat 

diagram                                                                                                                   (13)  

Soln:- 

Sharding is a type of database partitioning that separates 

large databases into smaller, faster, more easily managed parts. These smaller 

parts are called data shards. The word shard means "a small part of a whole." 

Horizontal and vertical sharding 

Sharding involves splitting and distributing one logical dataset across multiple 

databases that share nothing and can be deployed across multiple servers. To 

achieve sharding, the rows or columns of a larger database table are split into 

multiple smaller tables. 

Once a logical shard is stored on another node, it is known as a physical shard. 

One physical shard can hold multiple logical shards. The shards are 

autonomous and don't share the same data or computing resources. That's 

why they exemplify a shared-nothing architecture. At the same time, the data 

in all the shards represents a logical data set. 

Sharding can either be horizontal or vertical: 
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 Horizontal sharding. When each new table has the same schema but 

unique rows, it is known as horizontal sharding. In this type of sharding, 

more machines are added to an existing stack to spread out the load, 

increase processing speed and support more traffic. This method is most 

effective when queries return a subset of rows that are often grouped 

together. 

 Vertical sharding. When each new table has a schema that is a faithful 

subset of the original table's schema, it is known as vertical sharding. It is 

effective when queries usually return only a subset of columns of the data. 

The following illustrates how new tables look when both horizontal and 

vertical sharding are performed on the same original data set. 

Original data set:- 

Student ID Name Age Major Hometown 

1 Amy 21 Economics Austin 

2 Jack 20 History San 
Francisco 

3 Matthew 22 Political 
Science 

New York 
City 

4 Priya 19 Biology Gary 

5 Ahmed 19 Philosophy Boston 

 

Horizontal shards 

Shard 1 

Student ID Name Age Major Hometown 

1 Amy 21 Economics Austin 

2 Jack 20 History San Francisco 

Shard 2 

https://searchsqlserver.techtarget.com/definition/schema
https://searchsqlserver.techtarget.com/definition/query
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Student ID Name Age Major Hometown 

3 Matthew 22 Political 

Science 

New York 

City 

4 Priya 19 Biology Gary 

5 Ahmed 19 Philosophy Boston 

 

Vertical Shards 

Shard 1 

Student ID Name Age 

1 Amy 21 

2 Jack 20 

 

Shard 2 

Student ID Major 

1 Economics 

2 History 

Shard 3 

Student ID Hometown 

1 Austin 

2 San Francisco 

 

 



85 
 

3. What are the main characteristics of NOSQL systems in the areas 

related to data models and query languages?    (6) 

Soln:- 

We divide the characteristics into two categories—those related to 

distributed databases and  distributed systems, and those related to data 

models and query languages. 

NOSQL characteristics related to data models and query languages:-

NOSQL systems emphasize performance and flexibility over modeling power 

and complex querying.  Some of these characteristics are given below. 

 Not Requiring a Schema:  

 The flexibility of not requiring a schema is achieved in many NOSQL systems 

by allowing semi-structured, self describing data.  

 The users can specify a partial schema in some systems to improve storage 

efficiency, but it is not required to have a schema in most of the NOSQL 

systems.  

 As there may not be a schema to specify constraints, any constraints on the 

data would have to be programmed in the application programs that access 

the data items.  

 There are various languages for describing semistructured data, such as JSON 

(JavaScript Object Notation) and XML (Extensible Markup Language). 

 JSON is used in several NOSQL systems, but other methods for describing 

semi-structured data can also be used.  

 Less Powerful Query Languages:  

 Many applications that use NOSQL systems may not require a powerful query 

language such as SQL, because search (read) queries in these systems often 

locate single objects in a single file based on their object keys. 

  NOSQL systems typically provide a set of functions and operations as a 

programming API (application programming interface), so reading and 

writing the data objects is accomplished by calling the appropriate operations 

by the programmer.  

 In many cases, the operations are called CRUD operations, for Create, Read, 

Update, and Delete. In other cases, they are known as SCRUD because of an 

added Search (or Find) operation.  
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 Some NOSQL systems also provide a high-level query language, but it may not 

have the full power of SQL; only a subset of SQL querying capabilities would 

be provided. 

  In particular, many NOSQL systems do not provide join operations as part of 

the query language itself; the joins need to be implemented in the application 

programs. 

 Versioning: - Some NOSQL systems provide storage of multiple versions of 

the data items, with the timestamps of when the data version was created.  

 

4. Discuss how replication and sharding are done in MongoDB. (7) 

Soln:- 

1.Replication in MongoDB:- The concept of replica set is used in MongoDB 

to create multiple copies of the same data set on different nodes in the 

distributed system, andit uses a variation of the master-slave approach for 

replication. 

  For example, supposethat we want to replicate a particular document 

collection C. A replica set will haveone primary copy of the collection C 

stored in one node N1, and at least onesecondary copy (replica) of C stored 

at another node N2. Additional copies can bestored in nodes N3, N4, etc., as 

needed, but the cost of storage and update (write)increases with the number 

of replicas. 

  The total number of participants in a replica setmust be at least three, so if 

only one secondary copy is needed, a participant in thereplica set known as an 

arbiter must run on the third node N3.  

 The arbiter does nothold a replica of the collection but participates in 

elections to choose a new primary ifthe node storing the current primary 

copy fails. 

  If the total number of members in a replicaset is n (one primary plus i 

secondaries, for a total of n = i + 1), then n must be an oddnumber; if it is not, 

an arbiter is added to ensure the election process works correctly ifthe 

primary fails.  

 In MongoDB replication, all write operations must be applied to the primary 

copyand then propagated to the secondaries.  

 For read operations, the user can choosethe particular read preference for 

their application.  
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 The default read preferenceprocesses all reads at the primary copy, so all read 

and write operations are performedat the primary node. In this case, 

secondary copies are mainly to make surethat the system continues operation 

if the primary fails, and MongoDB can ensurethat every read request gets the 

latest document value.  

 To increase read performance,it is possible to set the read preference so that 

read requests can be processedat any replica (primary or secondary); however, 

a read at a secondary is not guaranteedto get the latest version of a document 

because there can be a delay in propagatingwrites from the primary to the 

secondaries. 

 

2.Sharding in MongoDB:- 

 When a collection holds a very large number of documents or requires a large 

storage space, storing all the documents in one node can lead to performance 

problems, particularly if there are many user operations accessing the 

documents concurrently using various CRUD operations.  

 Shardingof the documents in the collection—also known as horizontal 

partitioning—divides the documents into disjoint partitions known as shards.  

 This allows the system to add more nodes as needed by a process known as 

horizontal scaling of the distributed system and to store the shards of the 

collection on different nodes to achieve load balancing. 

  Each node will process only those operations pertaining to the documents in 

the shard stored at that node. Also, each shard will contain fewer documents 

than if the entire collection were stored at one node, thus further improving 

performance. 

 There are two ways to partition a collection into shards in MongoDB—

range partitioning and hash partitioning. Both require that the user specify 

a particular document field to be used as the basis for partitioning the 

documents into shards. The partitioning field—known as the shard key in 

MongoDB—must have two characteristics: 

o It must exist in every document in the collection, and it must have an index.  

o The Object Id can be used, but any other field possessing these two 

characteristics can also be used as the basis for sharding. The values of the 

shard key are divided into chunks either through range partitioning or hash 
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partitioning, and the documents are partitioned based on the chunks of shard 

key values. 

 Range partitioning creates the chunks by specifying a range of key values; 

for example,if the shard key values ranged from one to ten million, it is 

possible to create tenranges—1 to 1,000,000; 1,000,001 to 2,000,000; … ; 

9,000,001 to 10,000,000—andeach chunk would contain the key values in one 

range. 

 Hash partitioning applies a hash function h(K) to each shard key K, and 

the partitioning of keys into chunks is based on the hash values. In general, if 

range queries are commonly applied to a collection (for example, retrieving 

all documents whose shard key value is between 200 and 400),then range 

partitioning is preferred because each range query will typically be submitted 

to a single node that contains all the required documents in one shard. 

 When sharding is used, MongoDB queries are submitted to a module called 

the query router, which keeps track of which nodes contain which shards 

based on the particular partitioning method used on the shard keys. 

  The query (CRUD operation) will be routed to the nodes that contain the 

shards that hold the documents that the query is requesting.  

 If the system cannot determine which shards hold the required documents, 

the query will be submitted to all the nodes that hold shards of the collection. 

 Sharding and replication are used together; sharding focuses on improving 

performance via load balancing and horizontal scalability, whereas replication 

focuses on ensuring system availability when certain nodes fail in the 

distributed system. 

 

5. Discuss  Cassandra CRUD Operation with an example?        (13) 

Soln:- 

Cassandra CRUD Operation stands for Create, Update, Read and Delete or 

Drop. These operations are used to manipulate data in Cassandra. Apart from 

this, CRUD operations in Cassandra, a user can also verify the command or the 

data. 

a. Create Operation 

A user can insert data into the table using Cassandra CRUD operation. The 

data is stored in the columns of a row in the table. Using INSERT command 

with proper what, a user can perform this operation. 
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A Syntax of Create Operation- 

INSERT INTO <table name> 

(<column1>,<column2>....) 

VALUES (<value1>,<value2>...) 

USING<option> 

Let’s create a table data to illustrate the operation. Example consist of a table 

with information about students in college. The following table will give the 

details about the students. 

Table.1 Cassandra Crud Operation – Create Operation 

EN NAME  BRANCH   PHONE  CITY 

001 Ayush  Electrical Engineering 9999999999 

 Boston 

002 Aarav Computer Engineering 8888888888  New York 

City 

003 Kabir  Applied Physics  7777777777 

 Philadelphia 

 

EXAMPLE 1: Creating a table and inserting the data into a table: 

INPUT: 

cqlsh:keyspace1> INSERT INTO student(en, name, branch, phone, city) 

VALUES(001, 'Ayush', 'Electrical Engineering', 9999999999, 'Boston'); 

 

cqlsh:keyspace1> INSERT INTO student(en, name, branch, phone, city) 

VALUES(002, 'Aarav', 'Computer Engineering', 8888888888, 'New York 

City'); 

 

cqlsh:keyspace1> INSERT INTO student(en, name, branch, phone, city) 

VALUES(003, 'Kabir', 'Applied Physics', 7777777777, 'Philadelphia'); 

 

Table.2 Cassandra Crud Operation – OUTPUT After Verification (READ 

operation) 

EN NAME  BRANCH   PHONE  CITY 

001  Ayush Electrical Engineering 9999999999  Boston 

002 Aarav Computer Engineering 8888888888  New York 

City 
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003 Kabir  Applied Physics  7777777777 

 Philadelphia 

b. Update Operation 

The second operation in the Cassandra CRUD operation is the UPDATE 

operation. A user can use UPDATE command for the operation. This operation 

uses three keywords while updating the table. 

• Where: This keyword will specify the location where data is to be updated. 

• Set: This keyword will specify the updated value. 

• Must: This keyword includes the columns composing the primary key. 

Furthermore, at the time of updating the rows, if a row is unavailable, then 

Cassandra has a feature to create a fresh row for the same. 

A Syntax of Update Operation- 

UPDATE <table name> 

SET <column name>=<new value> 

<column name>=<value>... 

WHERE <condition> 

 

EXAMPLE 2: Let’s change few details in the table ‘student’. In this 

example, we will update Aarav’s city from ‘New York City’ to ‘San 

Fransisco’. 

INPUT: 

cqlsh:keyspace1> UPDATE student SET city='San Fransisco' WHERE 

en=002; 

Table.3 Cassandra Crud Operation – OUTPUT After Verification  

EN NAME  BRANCH   PHONE  CITY 

001 Ayush  Electrical Engineering 9999999999 

 Boston 

002 Aarav Computer Engineering 8888888888  San 

Fransisco 

003 Kabir  Applied Physics  7777777777 

 Philadelphia 

 

c. Read Operation 

This is the third Cassandra CRUD Operation – Read Operation. A user has a 

choice to read either the whole table or a single column. To read data from a 
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table, a user can use SELECT clause. This command is also used for verifying 

the table after every operation. 

SYNTAX to read the whole table- 

SELECT * FROM <table name>; 

EXAMPLE 3: To read the whole table ‘student’. 

INPUT: 

cqlsh:keyspace1> SELECT * FROM student; 

 

Table.4 Cassandra Crud Operation – OUTPUT After Verification  

EN NAME  BRANCH   PHONE  CITY 

001 Ayush  Electrical Engineering 9999999999 

 Boston 

002 Aarav Computer Engineering 8888888888  San 

Fransisco 

003 Kabir  Applied Physics  7777777777 

 Philadelphia 

SYNTAX to read selected columns- 

SELECT <column name1>,<column name2>.... FROM <table name>; 

 

EXAMPLE 4: To read columns of name and city from table ‘student’. 

INPUT: 

cqlsh:keyspace1> SELECT name, city FROM student; 

Read More about Why Cassandra Is So Popular? 

Table.5 Cassandra Crud Operation – OUTPUT After Verification  

NAME  CITY 

Ayush  Boston 

Aarav San Fransisco 

Kabir  Philadelphia 

d. Delete Operation 

Delete operation is the last Cassandra CRUD Operation, allows a user to delete 

data from a table. The user can use DELETE command for this operation. 

A Syntax of Delete Operation- 

DELETE <identifier> FROM <table name> WHERE <condition>; 
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EXAMPLE 5: In the ‘student’ table let us delete the ‘phone’ or phone 

number from 003 row. 

cqlsh:keyspace1> DELETE phone FROM student WHERE en=003; 

 

Table.6 Cassandra Crud Operation – OUTPUT After Verification  

EN NAME  BRANCH   PHONE  CITY 

001 Ayush  Electrical Engineering 9999999999 

 Boston 

002 Aarav Computer Engineering 8888888888  San 

Fransisco 

003 Kabir  Applied Physics  null   Philadelphia 

SYNTAX for deleting the entire row- 

DELETE FROM <identifier> WHERE <condition>; 

 

EXAMPLE 6: In the ‘student’ table, let us delete the entire third row. 

cqlsh:keyspace1> DELETE FROM student WHERE en=003; 

Let’s Explore Best Books To Learn Cassandra 

Table.7 Cassandra Crud Operation – OUTPUT After Verification  

EN NAME  BRANCH  PHONE  CITY 

001 Ayush Electrical Engineering 9999999999  Boston 

002 AaravComputer Engineering 8888888888 S an Fransisco 

 

So, this was all about Cassandra CRUD operations 

 

6. Explain Various types of Cassandra Query Language(CQL)                    

(13)  

CQL provides a rich set of built-in data types, including collection types. Along 

with these data types, users can also create their own custom data types. The 

following table provides a list of built-in data types available in CQL. 

Data Type Constants Description 

ascii strings Represents ASCII character string 

bigint bigint Represents 64-bit signed long 
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blob blobs Represents arbitrary bytes 

Boolean booleans Represents true or false 

counter integers Represents counter column 

decimal integers, floats Represents variable-precision decimal 

double integers Represents 64-bit IEEE-754 floating point 

float integers, floats Represents 32-bit IEEE-754 floating point 

inet strings Represents an IP address, IPv4 or IPv6 

int integers Represents 32-bit signed int 

text strings Represents UTF8 encoded string 

timestamp integers, strings Represents a timestamp 

timeuuid uuids Represents type 1 UUID 

uuid uuids Represents type 1 or type 4 

  UUID 

varchar strings Represents uTF8 encoded string 

varint integers Represents arbitrary-precision integer 

 

Collection Types 

Cassandra Query Language also provides a collection data types. The 

following table provides a list of Collections available in CQL. 

Collection Description 

list A list is a collection of one or more ordered elements. 

map A map is a collection of key-value pairs. 
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set A set is a collection of one or more elements. 

 

User-defined datatypes 

Cqlsh provides users a facility of creating their own data types. Given below 

are the commands used while dealing with user defined datatypes. 

 CREATE TYPE − Creates a user-defined datatype. 

 ALTER TYPE − Modifies a user-defined datatype. 

 DROP TYPE − Drops a user-defined datatype. 

 DESCRIBE TYPE − Describes a user-defined datatype. 

 DESCRIBE TYPES − Describes user-defined datatypes. 

 

7. Draw the Architecture of Hive and its function      (7) 

Soln:- 

 Hive provides a catalog for the Hadoop system, as well as a SQL 

processing layer.  

 The Hive metadata service contains information about the structure of 

registered files in the HDFS file system. This metadata effectively 

“schematizes” these files, providing definitions of column names and 

data types.  

 The Hive client or server (depending on the Hive configuration) accepts 

SQL-like commands called Hive Query Language (HQL).  

 These commands are translated into Hadoop jobs that process the 

query and return the results to the user. Most of the time, Hive creates 

MapReduce programs that implement query operations such as joins, 

sorts, aggregation, and so on.  

 Figure 2-9illustrates the Hive architecture.  

(1).The Hive metastore maps HDFS files to Hive tables 

(2). A Hive client or server (depending on the installation mode) accepts 

HQL commands that perform SQL operations on those tables.  

(3)Hive translates HQL to Hadoop code—usually MapReduce. 

(4) This code operates against the HDFS files 

(5) returns query results to Hive. 
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Hive opened up Hadoop to anybody familiar with SQL,illustrated to the 

community at large that Hadoop could operate as a form of data warehouse, 

and set thestage for integration of Hadoop into Business Intelligence tools. 

However, by raising expectations thatHadoop could operate as a traditional 

database, Hive also contributed to some unrealistic expectations. 

 SQL is generally used as a real-time query tool, but Hadoop’s batch 

orientation means that even the simplest 

HQL query cannot run in a real-time mode. 

The Hadoop community has attempted to deal with Hive performance issues 

in two ways. 

 Thepredominant Hadoop vendor Cloudera has created an alternative 

proprietary SQL on the Hadoopframework called Impala, while others—

including another major Hadoop vendor Hortonworks—haveattempted to 

improve Hive’s performance through incremental changes and better 

integration with post- 

MapReduce frameworks such as YARN and Tez. Meanwhile, traditional 

database vendors such as Oracle andTeradata have attempted to provide SQL 

on Hadoop functionality through their existing SQL engines. 

 

8. Explain various Data types of  Hive in detail                                         (7) 
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The different data types in Hive, which are involved in the table creation. All 

the data types in Hive are classified into four types, given as follows: 

1. Column Types 

2. Literals 

3. Null Values 

4. Complex Types 

 

1.Column Types 

Column type are used as column data types of Hive. They are as follows: 

Integral Types 

Integer type data can be specified using integral data types, INT. When the 

data range exceeds the range of INT, you need to use BIGINT and if the data 

range is smaller than the INT, you use SMALLINT. TINYINT is smaller than 

SMALLINT. 

The following table depicts various INT data types: 

Type Postfix Example 

TINYINT Y 10Y 

SMALLINT S 10S 

INT - 10 

BIGINT L 10L 

String Types 

String type data types can be specified using single quotes (' ') or double 

quotes (" "). It contains two data types: VARCHAR and CHAR. Hive follows C-

types escape characters. 

The following table depicts various CHAR data types: 

Data Type Length 

VARCHAR 1 to 65355 

CHAR 255 

Timestamp 

It supports traditional UNIX timestamp with optional nanosecond precision. It 

supports java.sql.Timestamp format “YYYY-MM-DD HH:MM:SS.fffffffff” and 

format “yyyy-mm-dd hh:mm:ss.ffffffffff”. 

Dates 

DATE values are described in year/month/day format in the form {{YYYY-

MM-DD}}. 
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Decimals 

The DECIMAL type in Hive is as same as Big Decimal format of Java. It is used 

for representing immutable arbitrary precision. The syntax and example is as 

follows: 

DECIMAL(precision, scale) 

decimal(10,0) 

Union Types 

Union is a collection of heterogeneous data types. You can create an instance 

using create union. The syntax and example is as follows: 

UNIONTYPE<int, double, array<string>, struct<a:int,b:string>> 

{0:1}  

{1:2.0}  

{2:["three","four"]}  

{3:{"a":5,"b":"five"}}  

{2:["six","seven"]}  

{3:{"a":8,"b":"eight"}}  

{0:9}  

{1:10.0} 

2.Literals 

The following literals are used in Hive: 

Floating Point Types 

Floating point types are nothing but numbers with decimal points. Generally, 

this type of data is composed of DOUBLE data type. 

Decimal Type 

Decimal type data is nothing but floating point value with higher range than 

DOUBLE data type. The range of decimal type is approximately -10-308 to 

10308. 

 

3.Null Value 

Missing values are represented by the special value NULL. 

4.Complex Types 

The Hive complex data types are as follows: 

Arrays 

Arrays in Hive are used the same way they are used in Java. 

Syntax: ARRAY<data_type> 
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Maps 

Maps in Hive are similar to Java Maps. 

Syntax: MAP<primitive_type, data_type> 

Structs 

Structs in Hive is similar to using complex data with comment. 

Syntax: STRUCT<col_name : data_type [COMMENT col_comment], ...> 

 

 

9.  Explain Hive OrientDB in detail                                                   (6)                    

Soln:- 

OrientDB is an Open Source NoSQL Database Management System. NoSQL 

Database provides a mechanism for storing and retrieving NO-relation or 

NON-relational data that refers to data other than tabular data such as 

document data or graph data. NoSQL databases are increasingly used in Big 

Data and real-time web applications. NoSQL systems are also sometimes 

called "Not Only SQL" to emphasize that they may support SQL-like query 

languages. 

OrientDB also belongs to the NoSQL family. OrientDB is a second generation 

Distributed Graph Database with the flexibility of Documents in one product 

with an open source of Apache 2 license. There were several NoSQL databases 

in the market before OrientDB, one of them being MongoDB. 

OrientDB provides a pre-compiled binary package to install the database on 

your system. Depending on your operating system, this is a tarred or zipped 

package that contains all the relevant files you need to run OrientDB. For 

desktop installations, go to OrientDB Downloads and select the package that 

best suits your system. 

On server installations, you can use the wget utility: 

 

$wgethttps://s3.us-east-

2.amazonaws.com/orientdb3/releases/3.0.31/ 

orientdb-3.0.31.tar.gz -O orientdb-community-3.0.31.tar.gz 

 

Whether you use your web browser or wget, unzip or extract the downloaded 

file into a directory convenient for your use, (for example, /opt/orientdb/ on 

https://s3.us-east-2.amazonaws.com/orientdb3/releases/3.0.31/
https://s3.us-east-2.amazonaws.com/orientdb3/releases/3.0.31/
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Linux). This creates a directory called orientdb-community-3.0.31 with 

relevant files and scripts, which you will need to run OrientDB on your 

system. 

 

Install as Service on Unix, Linux and Mac OS X 

For systems where OrientDB was built from source, pull down the latest 

source code and compile from source. 

$ git pull origin master 

$ mvn clean install 

Bear in mind that when you build from source, you can switch 

branches to build different versions of OrientDB using Git. For 

example, 

$ git checkout 2.2.x 

$ mvn clean install 

builds the 2.2.x branch, instead of master. 

Building a single executable jar with OrientDB 

OrientDB for internal components like engines, operators, factories uses Java 

SPI Service Provider Interface. That means that the jars of OrientDB are 

shipped with files in META-INF/services that contains the implementation of 

components. 

 

3. OPEN OrientDB DATABASE 

// OPEN THE DATABASE 

OrientDBorientDB = new OrientDB("remote:localhost"); 

ODatabaseDocumentdb = orientDB.open("petshop","admin123", 

"admin123"); 

 

// CREATE A NEW DOCUMENT AND FILL IT 

ODocument doc = new ODocument("Person"); 

doc.field( "name", "Luke" ); 

doc.field( "surname", "Skywalker" ); 

doc.field( "city", new ODocument("City") 

.field("name","Rome") 

.field("country", "Italy") ); 
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// SAVE THE DOCUMENT 

db.save(doc); 

db.close(); 

orientDB.close(); 

UNIT 3                   -                                                     PART-C (15Marks) 
 

1. What is the CAP theorem? Which of the three properties (consistency, 

availability, partition tolerance) are most important in NOSQL systems?      

                                                                                                                                    (15) 

Soln:- 

 The concept of consistency(C), availability and partition tolerance(P) across 

distributed systems gives rise to the need for CAP theorem. But CAP theorem 

demonstrates that any distributed system cannot guarantee C, A, and P 

simultaneously.  

 The CAP theorem states that a distributed database system has to make a 

tradeoff between Consistency and Availability when a Partition occurs.  

 A NoSQL distributed database is either characterized as CP or AP. CA type 

databases are generally the monolithic databases that work on a single node 

and provide no distribution. Hence, they require no partition tolerance is 

shown in Fig 1. 
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                              Fig 1.NOSQL SYSTEM 

 

1.Consistency in CAP Theorem  

 Consistency means that the user should be able to see the same data no 

matter which node they connect to on the system. 

  This data is the most recent data written to the system. So if a write 

operation has occurred on a node, it should be replicated to all its replicas. So 

that whenever a user connects to the system, they can see that same 

information.  

 Consistency is of importance when it is required that all the clients or users 

view the same data. This is important in places that deal with financial or 

personal information. 

 When data is stored on multiple nodes, all the nodes should see the same 

data, meaning, that when the data is updated at one node then the same 

update should be made at the other nodes storing the same data also.  

 if we perform a read operation, it will return the value of the most recent 

write operation causing all nodes to return the same data. 
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  A system is said to be in a consistent state, if the transaction starts with the 

system in a consistent state, and ends with a system in a consistent state. 

  In this model, a system can shift into an inconsistent state during a 

transaction but, in this case, the entire transaction gets rolled back if there is 

an error at any stage in the process.  

We call this as Consistency because even though you connect to a different 

customer care operator, they were able to retrieve the same information is 

shown in Fig 2. 

 

 
                        Fig 2. Consistency in CAP theorem 

 

2.Availability in CAP Theorem  

 Availability means that every request from the user should elicit a 

response from the system. Whether the user wants to read or write, the user 

should get a response even if the operation was unsuccessful. This way, every 

operation is bound to terminate.  

 Availability is of importance when it is required that the client or user be 

able to access the data at all times, even if it is not consistent. For example, you 

should be able to see your friend’s Whatsapp status even if you are viewing an 

outdated one due to some network failure.  

 We call this Availability because every customer is able to connect to the 

operator and get the information about the user/customer is shown in Fig 3. 

To achieve a higher order of availability, it is required that the system should 

remain operational 100% all the time. So we can get a response at any time. So 
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according to this whenever a user makes a request, a user should be able to 

get the response regardless of the state of a system.  

 

 
                                    Fig. 3. Availability in CAP Theorem 

 

3.Partition Tolerance in CAP Theorem  

 Partition refers to a communication break between nodes within a 

distributed system. Meaning, if a node cannot receive any messages from 

another node in the system, there is a partition between the two nodes. 

  Partition could have been because of network failure, server crash, or any 

other reason. So, if Partition means a break in communication then Partition 

tolerance would mean that the system should still be able to work even if 

there is a partition in the system. Meaning if a node fails to communicate, then 

one of the replicas of the node should be able to retrieve the data required by 

the user.  

 This is handled by keeping replicas of the records in multiple different 

nodes. So that even if a partition occurs, we are able to retrieve the data from 

its replica.  

 According to this, a system should work despite message loss or partition 

failure. A system that is partition-tolerant can sustain any amount of network 

failure. A system that is partition tolerant can sustain any amount of network 

failure that does not result in a failure of the entire network.  
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         Fig. 4.Partition Tolerance in CAP Theorem 

A storage system that falls under CP (partition tolerance with consistency) are 

MongoDB, Redis, AppFabric caching and Memcached DB. Databases that come 

under the partition tolerance are those which store their data on multiple 

nodes.As in relational data models, it is required that it should follow the ACID 

(Atomicity, Consistency, Isolation, Durability) properties.  

But with NoSQL databases, it is not possible for data storage structures 

to follow all the C, A and P. Data storage models which come under the NoSQL 

databases of the following but it is not possible to follow all –  

• CA(Consistency and Availability)  

• AP(Availability with partition Tolerance)  

• CP(consistency with partition Tolerance)  

Consistent, Available (CA) Systems have trouble with partitions. 

Examples of CA systems include  

–Traditional RDBMSs like Postgres, MySQL etc (relational)  

• Vertica (column-oriented)  

• Aster Data (relational)  

• Greenplum (relational)  

 

Consistent, Partition-Tolerant (CP) Systems have trouble with 

availability while keeping data consistent across partitioned nodes. 

Examples of CP systems include –  

• BigTable (column-oriented/tabular)  

• Hypertable (column-oriented/tabular)  

• HBase (column-oriented/tabular)  
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• MongoDB (document-oriented)  

• Terrastore (document-oriented)  

• Redis (key-value)  

• Scalaris (key-value)  

• MemcacheDB (key-value)  

•  Berkeley DB (key-value)  

Available, Partition-Tolerant (AP) Systems achieve “eventual 

consistency” through replication and verification. Examples of AP 

systems include –  

• Dynamo (key-value)  

• Voldemort (key-value)  

• Tokyo Cabinet (key-value)  

• KAI (key-value)  

• Cassandra (column-oriented/tabular)  

• CouchDB (document-oriented)  

• SimpleDB (document-oriented)  andRiak (document-oriented)  

 

2. Explain MongoDB CRUD Operations and Indexing with an example  

                                                                                                                                         (15) 

Soln:- 

 MongoDB is an open-source document database and leading NoSQL 

database. MongoDB is written in C++.  

 MongoDB is a cross-platform, document oriented database that provides, 

high performance,high availability, and easy scalability. 

 MongoDB works on concept of collection and document. 

Connect MongoDB 

To connect MongoDB, uses $MongoDB-folder/bin/mongo 

$ ./mongo 

MongoDB shell version: 2.0.7 

connecting to: test 

> 
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MONGODB CRUD OPERATIONS:- 

1. CREATE AND INSERT OPERATION:- 

In MongoDB, both database and table are created automatically when the first 

time data is  inserted. Uses use database-name, to switch to your database 

(even this is not created yet).In below example, after you inserted a single 

record, database “mkyong”, and table “users” are created on the fly. 

> use mkyong 

switched to dbmkyong 

i. Insert A Record:-  

To insert a record, uses db.tablename.insert({data}) or 

db.tablename.save({data}), both works, no idea why MongoDB created both. 

>db.users.insert({username:"mkyong",password:"123456"}) 

2. READ  AND BULK  WRITE OPERATION:- 

 READ OPERATION 

   Read operations retrieve documents from a collection; i.e. query a 

collection for documents. MongoDB provides the following methods to read 

documents from a collection: 

  >db.users.find() 

   { "_id" : ObjectId("504f45cd17f6c778042c3c07"), "username" : "mkyong", 

"password" : "123456" } 

3. UPDATE OPERATION:- 

To update a record, uses db.tablename.update({criteria},{$set: {new value}}). 

In below example, the password of username : “mkyong” is updated. 

>db.users.update({username:"mkyong"},{$set:{password:"hello123"}}) 

>db.users.find() 

{ "_id" : ObjectId("504f48ea17f6c778042c3c0a"), "username" : "google", 

"password" : "google123" } 

{ "_id" : ObjectId("504f45cd17f6c778042c3c07"), "password" : "hello123", 

"username" : "mkyong" }  

4. DELETE OPERATION:- 

To delete a record, uses db.tablename.remove({criteria}). In below example, 

the record of username "google" is deleted. 

>db.users.remove({username:"google"}) 

>db.users.find() 
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{ "_id" : ObjectId("504f45cd17f6c778042c3c07"), "password" : "hello123", 

"username" : "mkyong" } 

Note:-To delete all records from a table, uses db.tablename.remove().To drop 

the table, uses db.tablename.drop(). 

5. INDEXING:- 

Index may help you increase the speed of querying data. 

 

5.1. List all indexes of table "users", by default the column "_id" is always 

the primary key and created automatically. 

>db.users.getIndexes() 

[ 

 { 

  "v" : 1, 

  "key" : { 

   "_id" : 1 

  }, 

  "ns" : "mkyong.users", 

  "name" : "_id_" 

 } 

]> 

 

5.2. To create an index, uses db.tablename.ensureIndex(column). In 

below example, an index is created on column "username". 

>db.users.ensureIndex({username:1}) 

>db.users.getIndexes() 

[ 

 { 

  "v" : 1, 

  "key" : { 

   "_id" : 1 

  }, 

  "ns" : "mkyong.users", 

  "name" : "_id_" 

 }, 

 { 
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  "v" : 1, 

  "key" : { 

   "username" : 1 

  }, 

  "ns" : "mkyong.users", 

  "name" : "username_1" 

 }] 

 

5.3. To drop an index, uses db.tablename.dropIndex(column). In below 

example, the index on column "username" is deleted or dropped. 

>db.users.dropIndex({username:1}) 

{ "nIndexesWas" : 2, "ok" : 1 } 

>db.users.getIndexes() 

[ 

 { 

  "v" : 1, 

  "key" : { 

   "_id" : 1 

  }, 

  "ns" : "mkyong.users", 

  "name" : "_id_" 

 } 

]> 

 

5.4. To create an unique index, uses 

db.tablename.ensureIndex({column},{unique:true}). In below example, 

an unique index is created on column "username". 

>db.users.ensureIndex({username:1},{unique:true}); 

>db.users.getIndexes() 

[ 

 { 

  "v" : 1, 

  "key" : { 

   "_id" : 1 

  }, 
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  "ns" : "mkyong.users", 

  "name" : "_id_" 

 }, 

 { 

  "v" : 1, 

  "key" : { 

   "username" : 1 

  }, 

  "unique" : true, 

  "ns" : "mkyong.users", 

  "name" : "username_1" 

 }] 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 


