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| UNIT 1 - PART-A(2 Marks)

1.Define Distributed Database.

Soln:-

A logically interrelated collection of shared data (and a description of this
data) physically distributed over a computer network.

2.Define distributed systems

Soln:-

Distributed system, also known as distributed computing, is a system with
multiple components located on different machines that communicate and
coordinate actions in order to appear as a single coherent system to the end-
user.

3. Give an examples of distributed system

Soln:-

> Web search

> Finance and commerce

> Creative industries and entertainment

> The information society

> Healthcare

> Education

4. Define concurrency control in distributed system.
Soln:-Distributed concurrency control provides concepts and technologies to
synchronize distributed transactions in a way that their interleaved execution




does not violate the ACID properties. A distributed transaction consists of a
set of sub transactions, each of which is executed by one data server.

5. How we provide security in a distributed system?

Soln:-

Security mechanism is normally placed in middleware in a distributed system.
Cryptography: is defined as a means of protecting private information against
unauthorized access in case where physical security is difficult to achieve.
Two basic operation : encryption and decryption.

6. Why we need openness in distributed system?

Soln:-

The openness of the distributed system is determined primarily by the degree
to which new resource sharing services can be made available to the users.
Failure handling is difficult in distributed systems because the failure is
partial i, e, some components fail while others continue to function.

7. Define Middleware in distributed system.

Soln:-

Middleware in the context of distributed applications is software that
provides services beyond those provided by the operating system to enable
the various components of a distributed system to communicate and manage
data. Middleware supports and simplifies complex distributed applications.

8. What do you mean by data replication?

Soln:-

Data replication is the practice of creating one or more redundant copies of a
database or other data store for the purpose of fault tolerance.

9. What are the types of transparencies?

Soln:-

* Location transparency.

* Fragmentation transparency.

* Replication transparency.

10. State any two features of distributed database.

Soln:-

 Databases in the collection are logically interrelated with each other.

* Data is physically stored across multiple sites. ...

» The processors in the sites are connected via a network. ...

* A distributed database is not a loosely connected file system.




11. Define Distributed DBMS.

Soln:- The software system that permits the management of the distributed
database and makes the distribution transparentto users.

12. Define Distributed processing.

Soln:-

A centralized database that can be accessed over a computer network.

13. Define Parallel DBMS.

Soln:-

A DBMS running across multiple processors and disks that is designed to
execute operations in parallel, whenever possible, in order to improve
performance.

14. What are the main architectures for parallel DBMS ?

Soln:-

Shared Memory

Shared Disk

Shared nothing

15. Define Global Conceptual Schema.

Soln:-

It contains definitions of entities, relationships, constraints, security and
integrity information. It provides physical data independence from the
distributed environment.

16. What are the types of Fragmentation?

Soln:-
The two types of fragmentation are
1. Horizontal fragmentation: subset of tuples.

2.Vertical fragmentation: subset of attributes.
17. What are the objectives of definition and allocation of fragments?
Soln:-
The main objectives are:
e Locality of reference.
e Improved reliability and availability
e Acceptable performance
e Balanced storage capacities and cost
e Minimal communication costs.




18. What are the four alternative strategies regarding placement of
data?
Soln:- The four alternative strategies regarding placement of data are:
Centralized
Fragmented (partitioned)
Complete replication
Selective replication
19. What are the rules that have to be followed during fragmentation?
Soln:-
The three correctness rules are:
- Completeness: ensure no loss of data
- Reconstruction: ensure Functional dependency preservation
- Disjointness: ensure minimal data redundancy.
20. What are the objectives of concurrency control?
Soln:-
- To be resistant to site and communication failure.
- To permit parallelism to satisfy performance requirements.
- To place few constraints on the structure of atomic actions.
21. Whatis multiple-copy consistency problem?
Soln:-
It is a problem that occurs when there is more than one copy of data item in
different locations and when the changes are made only in some copies not in
all copies.
22. What are the two approaches in distributed environment?
Soln:-

e Locking

e Timestamp
Locking guarantees that the concurrent execution is equivalent to some
unpredictable serial execution of those transactions.
23. What are the types of Locking protocols?

Soln:-

- Centralized 2 phase locking
- Primary 2 phase locking
- Distributed 2 phase locking
- Majority locking




24. What are the failures in distributed DBMS?

Soln:-The loss of message
The failure of a communication link
The failure of a site
Network partitioning

25. Define coordinator and participant.

Soln:- Every global transaction has one site that acts as the coordinator (or
transaction manager) for that transaction, which is generally the site at which
the transaction was initiated. Sites at which the global transaction has agents
are called participants (or resource managers).

26. Define unilateral abort.

Soln:-

If a participant votes to abort, then it is free to abort the transaction
immediately; in fact any site is free to abort a transaction at any time up until
it votes to commit. This type of abort is known as unilateral abort.

27. Give the states of the coordinator

Soln:-

The four states of the coordinator are:
- INITIAL
- WAITING
- DECIDED
- COMPLETED

28. Define Pessimistic protocols.

Soln:-

Pessimistic protocols choose consistency of the database over availability and
hence do not allow transactions to execute in a partition if there is no
guarantee that consistency can be maintained. The protocol uses pessimistic
control algorithm.

29. Whatis replication?

Soln:-

The process of generating and reproducing multiples copies of data at one or
more sites is called replication.

30. What are synchronous and asynchronous replications?

Soln:-




In synchronous replication the replicated data is updated immediately when
the source data is updated. This is done by using 2PC protocol. In
asynchronous replication the target data is updated after the source database
has been modified.

31. Whatis data ownership? What are the types of ownership?

Soln:-

Data ownership relates to which site has the privilege to update the data. The
main types of ownership are master/slave, workflow, and update-anywhere.
32. What are the implementationissues in data replication?

Soln:- The main implementation issues are
Transactional updates
Snapshots and database triggers

Conflictdetection and resolution
33. What are the mechanisms proposed for conflict resolution?
Soln:-

The mechanisms proposed for conflict resolution are
0 Earliest and latest timestamps
0 Site priority
0 Additive and average updates
0 Minimum and maximum values
0 User defined

o Hold for manual resolution

34. Whatis genericrelational algebratree?

Soln:-

The relational algebra tree formed by applying the reconstruction algorithm is
known as the is generic relational algebra tree.

35. What are the Benefits of replication?

Soln:- Replication provides a number of benefits, including improved
performance, increased reliability & data availability, and support for mobile
computing & data warehousing.

36. Define Snapshotlogs.

Soln:-A snapshot log is a table that keeps track of changes to a master table. A
snapshot log can be created using the CREATE SNAPSHOT LOG statement.




[UNIT 1 - PART-B(13 Marks)

1.Discuss about the common characteristics which can be used to assess
distributed system (13)

Soln:-

Certain common characteristics can be used to assess distributed systems
1.Resource Sharing

2.0penness

3.Concurrency

4.Scalability

5.Fault Tolerance

6. Transparency

1.Resource Sharing:-

e Ability to use any hardware, software or data anywhere in the system.

e Resource manager controls access, provides naming scheme and controls
concurrency.

e Resource sharing model (e.g. client/server or object-based) describing how
resources are provided, they are used and provider and user interact with
each other.

2.0penness:-

e Openness is concerned with extensions and improvements of distributed
systems.

¢ Detailed interfaces of components need to be published.

e New components have to be integrated with existing components.

e Differences in data representation of interface types on different
processors(of

differentvendors) have to be resolved.

3.Concurrency:-

Components in distributed systems are executed in concurrent processes.

e Components access and update shared resources (e.g. variables, databases,
device

drivers).

e [ntegrity of the system may be violated if concurrent updates are not
coordinated.

o Lost updates

o Inconsistent analysis




4.Scalability:-

¢ Adaption of distributed systems to

e accomodate more users

e respond faster (this is the hard one)

e Usually done by adding more and /or faster processors.

e Components should not need to be changed when scale of a system
increases.

¢ Design components to be scalable

5.Fault Tolerance:-

Hardware, software and networks fail!

¢ Distributed systems must maintain availability even at low levels of
hardware/software/network reliability.

¢ Fault tolerance is achieved by

e recovery

e redundancy

6.Transparency:-

Distributed systems should be perceived by users and application
programmers as a whole rather than as a collection of cooperating
components.

» Transparency has different dimensions that were identified by ANSA.

» These representvarious properties that distributed systems should have.
(i). Access Transparency:-

Enables local and remote information objects to be accessed using identical
operations.

e Example: File system operations in NFS.

e Example: Navigation in the Web.

e Example: SQL Queries

(ii).Location Transparency:-

Enables information objects to be accessed without knowledge of their
location.

e Example: File system operations in NFS

e Example: Pages in the Web

e Example: Tables in distributed databases

(iii).Concurrency Transparency




Enables several processes to operate concurrently using shared information
objects without interference between them.
e Example: NFS
e Example: Automatic teller machine network
e Example: Database management system
(iv).Replication Transparency:-
Enables multiple instances of information objects to be used to increase
reliability and
performance without knowledge of the replicas by users or application
programs
e Example: Distributed DBMS
e Example: Mirroring Web Pages.
(v).Failure Transparency:-
» Enables the concealment of faults
e Allows users and applications to complete their tasks despite the failure of
other
components.
e Example: Database Management System
(vi).Migration Transparency:-
Allows the movement of information objects within a system without affecting
the operations of users or application programs
e Example: NFS
e Example: Web Pages
(vii).Performance Transparency:-
Allows the system to be reconfigured to improve performance as loads vary.
e Example: Distributed make.
(viii).Scaling Transparency
Allows the system and applications to expand in scale without change to the
system structure or the application algortithms.
e Example: World-Wide-Web
e Example: Distributed Database




2. With the help of neat diagram explain the client - server Architecture
(13)

Soln:-

The client-server architecture is the most common distributed system

architecture which decomposes the system into two major subsystems or

logical processes -

« Client - This is the first process that issues a request to the second process

i.e. the server.

« Server - This is the second process that receives the request, carries it out,

and sends a reply to the client.

In this architecture, the application is modelled as a set of services that are

provided by servers and a set of clients that use these services. The servers

need not know about clients, but the clients must know the identity of

servers, and the mapping of processors to processes is notnecessarily 1: 1

User interface business rules data access

MNetwork

Client

User interface business rules data access Data Server

2 — Tier Client Server Architecture

Client-server Architecture can be classified into two models based on
the functionality of the client -

Thin-client model

In thin-client model, all the application processing and data management is
carried by the server. The client is simply responsible for running the
presentation software.

« Used when legacy systems are migrated to client server architectures in
which legacy system acts as a server in its own right with a graphical interface
implemented on a client
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« A major disadvantage is that it places a heavy processing load on both the
server and the network.

Thick/Fat-client model:-

In thick-client model, the server is only in charge for data management. The
software on the client implements the application logic and the interactions
with the system user.

« Most appropriate for new C/S systems where the capabilities of the client
system are known in advance

« More complex than a thin client model especially for management. New
versions of the application have to be installed on all clients.

Presentation Server

Thin Client Model Client Data Management Application Processing

Presentation & Application Processing

Server

Thick Client Model Client Data Management Application Processing

Advantages:-

« Separation of responsibilities such as user interface presentation and
business logic processing.

« Reusability of server components and potential for concurrency

« Simplifies the design and the development of distributed applications

« It makes it easy to migrate or integrate existing applications into a
distributed environment.

« It also makes effective use of resources when a large number of clients are
accessing a high-performance server.

Disadvantages:-

« Lack of heterogeneous infrastructure to deal with the requirement changes.

« Security complications.

. Limited server availability and reliability.
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. Limited testability and scalability.
« Fat clients with presentation and business logic together.

3.Draw the necessary diagram for Multi-Tier Architecture and explain
its function. (13)

Soln:-

Multi-tier architecture is a client-server architecture in which the functions
such as presentation, application processing, and data management are
physically separated. By separating an application into tiers, developers
obtain the option of changing or adding a specific layer, instead of reworking
the entire application. It provides a model by which developers can create
flexible and reusable applications.
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The most general use of multi-tier architecture is the three-tier architecture.
A three-tier architecture is typically composed of a presentation tier, an
application tier, and a data storage tier and may execute on a separate
processor.

Presentation Tier:-

Presentation layer is the topmost level of the application by which users can
access directly such as webpage or Operating System GUI (Graphical User
interface). The primary function of this layer is to translate the tasks and
results to something that user can understand. It communicates with other
tiers so that it places the results to the browser/client tier and all other tiers
in the network.

Application Tier (Business Logic, Logic Tier, or Middle Tier):-
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Application tier coordinates the application, processes the commands, makes
logical decisions, evaluation, and performs calculations. It controls an
application’s functionality by performing detailed processing. It also moves
and processes data between the two surroundinglayers.

Level 1 Level 2 Level 3
Sending
HTTP Request qsﬂl-ugw
Request,
Files,
SqQL,
A Sending
Replies [ DB
|
Client Application DB
Server Server
3 Tier Architecture

Data Tier:-

In this layer, information is stored and retrieved from the database or file
system. The information is then passed back for processing and then back to
the user. It includes the data persistence mechanisms (database servers, file
shares, etc.) and provides API (Application Programming Interface) to the
application tier which provides methods of managing the stored data.

Advantages

« Better performance than a thin-client approach and is simpler to manage
than a thick-client approach.

« Enhances the reusability and scalability — as demands increase, extra
servers can be added.

« Provides multi-threading supportand also reduces network traffic.

« Provides maintainability and flexibility

Disadvantages

« Unsatisfactory Testability due to lack of testing tools.

« More critical server reliability and availability.
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4.Explain components of Broker Architecture style and its function with
neat diagram 13)
Soln:-

Broker Architectural Style is a middleware architecture used in distributed
computing to coordinate and enable the communication between registered
servers and clients. Here, object communication takes place through a
middleware system called an object request broker (software bus).

o Client and the server do not interact with each other directly. Client and
server have a direct connection to its proxy which communicates with the
mediator-broker.

« A server provides services by registering and publishing their interfaces
with the broker and clients can request the services from the broker statically
or dynamically by look-up.

« CORBA (Common Object Request Broker Architecture) is a good
implementation example of the broker architecture.

Components of Broker Architectural Style

The components of broker architectural style are discussed through following
heads -

Broker

Broker is responsible for coordinating communication, such as forwarding
and dispatching the results and exceptions. It can be either an invocation-
oriented service, a document or message - oriented broker to which clients
send a message.

« Itis responsible for brokering the service requests, locating a proper server,
transmitting requests, and sending responses back to clients.

o It retains the servers’ registration information including their functionality
and services as well as location information.

« It provides APIs for clients to request, servers to respond, registering or
unregistering server components, transferring messages, and locating
servers.

Stub

Stubs are generated at the static compilation time and then deployed to the
client side which is used as a proxy for the client. Client-side proxy acts as a
mediator between the client and the broker and provides additional
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transparency between them and the client; a remote object appears like a
local one.

The proxy hides the IPC (inter-process communication) at protocol level and
performs marshaling of parameter values and un-marshaling of results from
the server.

Skeleton

Skeleton is generated by the service interface compilation and then deployed
to the server side, which is used as a proxy for the server. Server-side proxy
encapsulates low-level system-specific networking functions and provides
high-level APIs to mediate between the server and the broker.

It receives the requests, unpacks the requests, unmarshals the method
arguments, calls the suitable service, and also marshals the result before
sending it back to the client.

Bridge

A bridge can connect two different networks based on different
communication protocols. It mediates different brokers including DCOM, .NET
remote, and Java CORBA brokers.

Bridges are optional component, which hides the implementation details
when two brokers interoperate and take requests and parameters in one
formatand translate them to another format.

1 2 Service 1
3
Request Broker 1 Service 2
a
5
Response Service 3
Broker 2
Broker Model

Broker implementationin CORBA

CORBA is an international standard for an Object Request Broker - a
middleware to manage communications among distributed objects defined by
OMG (object management group).
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Operation Arguments

Client Server

B ]

Return Value , Qut arguments

Stub Skeleton

Software Bus —

IFR

Interface Repository
CORBA Architecture

5.Explain the Service oriented Architecture(SOA) with neat diagram(13)
Soln:-

A service is a component of business functionality that is well-defined, self-
contained, independent, published, and available to be used via a standard
programming interface. The connections between services are conducted by
common and universal message-oriented protocols such as the SOAP Web
service protocol, which can deliver requests and responses between services
loosely.

Service-oriented architecture is a client/server design which support
business-driven IT approach in which an application consists of software
services and software service consumers (also known as clients or service
requesters).

Service Directory

Finds & Retriewves Register
i Invokes
Service Service
Consumer

S0OA,

Features of SOA
A service-oriented architecture provides the following features -
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« Distributed Deployment - Expose enterprise data and business logic as
loosely, coupled, discoverable, structured, standard-based, coarse-grained,
stateless units of functionality called services.

Composability - Assemble new processes from existing services that are
exposed at a desired granularity through well defined, published, and
standard complaint interfaces.

. Interoperability - Share capabilities and reuse shared services across a
network irrespective of underlying protocols or implementation technology.

« Reusability - Choose a service provider and access to existing resources
exposed as services.

SOA Operation

The following figure illustrates how does SOA operate -

Service Repository Searches in Dewveloper

Creates
Certain

Describes ) ) Invokes I Client

Serwvice Contract - - Service - { (Application front end

or Services)
Fulfills |

. Lises
Service Stub

Based On

S50A Operations

Advantages

« Loose coupling of service-orientation provides great flexibility for
enterprises to make use of all available service recourses irrespective of
platform and technology restrictions.

« Each service component is independent from other services due to the
stateless service feature.

. The implementation of a service will not affect the application of the service
as long as the exposed interface is not changed.

« A client or any service can access other services regardless of their platform,
technology, vendors, or language implementations.

« Reusability of assets and services since clients of a service only need to
know its public interfaces, service composition.

« SOA based business application development are much more efficient in
terms of time and cost.
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« Enhances the scalability and provide standard connection between systems.
« Efficient and effective usage of ‘Business Services'.

« Integration becomes much easier and improved intrinsic interoperability.

« Abstract complexity for developers and energize business processes closer
to end users.

6.Discuss two different schemes for Fragmenting relation in distributed
data storage for banking system (13)
Soln:- Consider a relation r that is to be stored in the database. There are two
approaches to storing the relation in distributed database. They are
1.Replication: the system maintains multiple copies of data, stored in
differentsites, for faster retrieval and fault tolerance.

2.Fragmentation: The relation is partitioned into several fragments stored in
distinct sites.

Replication and fragmentation relation is partitioned into several
fragments; system maintains several identical replicas of each such fragment.

1.DATA REPLICATION

v" e A relation or fragment of a relation is replicated if it is stored redundantly
In two or more sites.

v" e Full replication of a relation is the case where the relation is stored at all
sites.

v" e Fully redundant databases are those in which every site contains a copy of
the entire database.

v This is advantageous as it increases the availability of data at different
sites. Also, now query requests can be processed in parallel.

However, it has certain disadvantages as well. Data needs to be constantly
updated.

v' Any change made at one site needs to be recorded at every site that
relation is stored or else it may lead to inconsistency. This is a lot of
overhead.

v’ Also, concurrency control becomes way more complex as concurrent
access now needs to be checked over a number of sites.
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Advantages of Replication

- Availability: failure of a site containing relation r does not result in
unavailability of r if replicas exist.

- Parallelism: queries on r may be processed by several nodes in parallel.

- Reduced data transfer: relation r is available locally at each site containing
areplica of r.

Disadvantages of Replication

- Increased cost of updates: each replica of relation r mustbe updated.

- Increased complexity of concurrency control: concurrent updates to distinct
replicas may lead to inconsistent data unless special concurrency control
mechanisms are implemented.

2.DATA FRAGMENTATION

v'In this approach, the relations are fragmented (i.e., they’re divided into
smaller parts) and each of the fragments is stored in different sites where
they’re required.

v' It must be made sure that the fragments are such that they can be used to
reconstruct the original relation (i.e, there isn't any loss of data).

Fragmentation is advantageous as it doesn’t create copies of data,
consistency is nota problem.

v" Division of relation r into fragments r1, r2, .., rn which contain sufficient
information to reconstructrelation r.

Fragmentation of relations can be done in two ways:

1. Horizontal fragmentation - Splitting by Row

v Each tuple of r is assigned to one or more fragments.

v The relation is fragmented into groups of tuples so that each tuple is
assigned to at least one fragment.

2. Vertical fragmentation - Splitting by columns -

v The schema for relation r is split into several smaller schemas.

v" All schemas must contain a common candidate key (or superkey) to ensure
lossless join property.

v' A special attribute, the tuple-id attribute may be added to each schema to
serve as a candidate key.

v Fragments may be successively fragmented to an arbitrary depth. Vertical
and horizontal fragmentation can be mixed.

19




Example: relation account with following schema
Account-schema = (branch-name, account-number, balance)
Horizontal Fragmentation of account Relation

branch-Name account- Balance
Number

Hillside A-305 500

Hillside A-226 336

Hillside A-155 62

accountl1

Branch-Name account- Balance
Number

Valleyview A-177 205

Valleyview A-402 10000

Valleyview A-408 1123

Valleyview A-639 750

account2

If the banking system has only two branches-Hillside and Valleyview then
there are two different fragments:-
accountl= O Branch-Name="Hillside” (account)
account2= 6Branch-Name="Hillside” (account)
In general, a horizontal fragment can be defined as a selection on the global
relation r. That is, we use a predicate Pi to construct fragmentri.

ri=opi(r)

Vertical Fragmentation of deposit Relation

Branch-Name Customer- Tuple-
Name Id
Hillside Lowman 1
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Hillside Camp 2
Valleyview Camp 3
Valleyview Khan 4
Hillside Khan 5
Valleyview Kahn 6
Valleyview Green 7

deposit1l
Account- | Balalnce Tuple-Id
Number
A-305 500 1
A-226 336 2
A-177 205 3
A-402 10000 4
A-155 62 5
A-408 1123 6
A-639 750 7

deposit2

v’ Vertical Fragmentation of r(R) involves the definition of several subsets of
attributes R1,R2,...Rn of the schema R so that
R=R1UR2U...Urn
v' Each fragmentri of r is defined by
Ri=mri(r)

Advantages of Fragmentation

e Horizontal:-

— allows parallel processing on a relation

- allows a global table to be split so that tuples are located where they are
most frequently accessed

e Vertical:

- allows for further decomposition than can be achieved with normalization

- tuple-id attribute allows efficient joining of vertical fragments

— allows parallel processing on a relation

— allows tuples to be split so that each part of the tuple is stored where it is
most frequently accessed
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7.Explain the System Structure and various failure modes in Distributed
Transaction in detail (13)
Soln:-

v’ Access to the various data items in a distributed system is usually

accomplished through transactions, which must preserve the ACID
properties.

There are two types of transaction that we need to consider.

The local transactions are those that access and update data in only one
local database;

the global transactions are those that access and update data in several
local databases.

However, for global transactions, this task is much more complicated,
since several sites may be participating in execution. The failure of one
of these sites, or the failure of a communication link connecting these
sites, may resultin erroneous computations.

1. System Structure

(or

v" Each site has its own local transaction manager, whose function is to

ensure the ACID properties of those transactions that execute at that
site.

The various transaction managers cooperate to execute global
transactions. To understand how such a manager can be implemented,
consider an abstract model of a transaction system, in which each site
contains two subsystems:

 The transaction manager manages the execution of those transactions

subtransactions) that access data stored in a local site. Note that each such
transaction may be either a local transaction (that is, a transaction that
executes at only that site) or part of a global transaction (that is, a transaction
that executes at several sites).

e The transaction coordinator coordinates the execution of the various

transactions (both local and global) initiated at that site.

The overall system architecture appears in Fig.

The structure of a transaction manager is similar in many respects to the
structure of a centralized system. Each transaction manager is responsible for:
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e Maintaining a log for recovery purposes.

G_C_l\‘i transaction

A coordinator

4}\4\1\]‘/ transaction

k_/ manager
computer 1 computer n

Fig. System Architecture

 Participating in an appropriate concurrency-control scheme to coordinate

the

concurrent execution of the transactions executing at that site.

v

v

v

we need to modify both the recovery and concurrency schemes to
accommodate the distribution of transactions.

The transaction coordinator subsystem is not needed in the centralized
environment, since a transaction accesses data at only a single site.

A transaction coordinator, as its name implies, is responsible for
coordinating the execution of all the transactions initiated at that site.
For each such transaction, the coordinator is responsible for:

« Starting the execution of the transaction.

e Breaking the transaction into a number of subtransactions and
distributing these subtransactions to the appropriate sites for
execution.

e Coordinating the termination of the transaction, which may result in
the

transaction being committed at all sites or aborted at all sites

2. System Failure Modes

v

A distributed system may suffer from the same types of failure that a
centralized system does (for example, software errors, hardware errors,
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or disk crashes).There are, however, additional types of failure with
which we need to deal in a distributed environment. The basic failure
types are:

e Failure of a site.

* Loss of messages.

e Failure of a communication link.

* Network partition.
The loss or corruption of messages is always a possibility in a
distributed system.
The system uses transmission-control protocols, such as TCP/IP, to
handle
such errors. However, if two sites A and B are not directly connected,
messages from one to the other must be routed through a sequence of
communication links.
If a communication link fails, messages that would have been
transmitted across the link must be rerouted. In some cases, it is
possible to find another route through the network, so that the
messages are able to reach their destination.
In other cases, a failure may result in there being no connection
between some pairs of sites.
A system is partitioned if it has been split into two (or more)
subsystems, called partitions, that lack any connection between them.
Note that, under this definition, a partition may consist of a single node.

8.How to handle the deadlock in concurrency control in distributed
databases and explain in detail with necessary diagrams (13)
Soln:-

v The deadlock-prevention and deadlock-detection algorithms can be used in
a distributed system, provided that modifications are made.

v Deadlock prevention may resultin unnecessary waiting and rollback.

v" If we allow deadlocks to occur and rely on deadlock detection, the main
problem in a distributed system is deciding how to maintain the wait-for
graph.
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Fig 2. Local wait-for graphs.

v The Fig 2 depicts a system consisting of two sites, each maintaining its
local wait-for graph. Note that transactions T2 and T3 appear in both graphs,
indicating that the transactions have requested items at both sites. These local
wait-for graphs are constructed in the usual manner for local transactions and
data items. When a transaction Ti on site S1 needs a resource in site S2, it
sends a request message to site S2. If the resource is held by transaction Tj,
the system inserts an edge Ti — Tj in the local wait-for graph of site S2.

v' if any local wait-for graph has a cycle, deadlock has occurred. On the other
hand, the fact that there are no cycles in any of the local wait-for graphs does
not mean that there are no deadlocks.

v In the centralized deadlock detection approach, the system constructs and
maintains a global wait-for graph (the union of all the local graphs) in a single
site: the deadlock-detection coordinator. Since there is communication delay
in the system, we must distinguish between two types of wait-for graphs. The
real graph describes the real but unknown state of the system at any instance
in time, as would be seen by an omniscient observer. The constructed graph is
an

(T, (T, (T,
AN S
NS N

Fig.3 Global wait-for graph for Fig 2.
approximation generated by the controller during the execution of the
controller’s algorithm. Obviously, the controller must generate the
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constructed graph in such a way that, whenever the detection algorithm is
invoked, the reported results are correct.

The global wait-for graph can be reconstructed or updated under these
conditions:

e Whenever a new edge is inserted in or removed from one of the localwait-
for graphs.

» Periodically, when a number of changes have occurred in a local wait-for
graph.

e Whenever the coordinator needs to invoke the cycle-detection algorithm.
When the coordinator invokes the deadlock-detection algorithm, it searches
its global graph. If it finds a cycle, it selects a victim to be rolled back. The
coordinator must notify all the sites that a particular transaction has been
selected as victim. The sites, in turn, roll back the victim transaction.
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Fig. 4.False cycles in the global wait-for graph.

This scheme may produce unnecessary rollbacks if:

« False cycles exist in the global wait-for graph. As an illustration, consider a
snapshot of the system represented by the localwait-for graphs of Fig.4.

v Suppose that T2 releases the resource that it is holding in site S1, resulting
in the deletion of the edge T1 — T2 in S1.

v’ Transaction T2 then requests a resource held by T3 at site S2, resulting in
the addition of the edge T2 — T3 in S2.

v If the insert T2 —» T3 message from S2 arrives before the remove T1 — T2
message from S1, the coordinator may discover the false cycle T1 - T2 — T3
after the insert (but before the remove). Deadlock recovery may be initiated,
although no deadlock has occurred.
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UNIT1 - PART-C(14 Marks)

1.Describe Locking protocols that can continue transaction processing
even if some sites or links have failed for providing high availability in
detail (15)
Soln:-

v We assume that each site participates in the execution of a commit
protocol to ensure global transaction atomicity.

v’ The protocols require updates to be done on all replicas of a data item. If
any site containing a replica of a data item has failed, updates to the data
item cannot be processed.

v" We describe protocols that can continue transaction processing even if
some sites or links have failed, thereby providing high availability.

1. Locking Protocols

v" The various locking protocols can be used in a distributed environment.
The only change that needs to be incorporated is in the way the lock
manager deals with replicated data.

v' We present several possible schemes that are applicable to an
environment where data can be replicated in several sites. we shall
assume the existence of the shared and exclusive lock modes.

1.1 Single Lock-Manager Approach

v" In the single lock-manager approach, the system maintains a single lock
manager that resides in a single chosen site — say Si.

v" All lock and unlock requests are made at site Si . When a transaction
needs to lock a data item, it sends a lock request to Si .

v' The lock manager determines whether the lock can be granted
immediately. If the lock can be granted, the lock manager sends a
message to that effect to the site at which the lock request was initiated.
Otherwise, the request is delayed until it can be granted, at which time a
message is sent to the site at which the lock request was initiated.

v The transaction can read the data item from any one of the sites at
which a replica of the data item resides.

v' In the case of a write, all the sites where a replica of the data item
resides mustbe involved in the writing.

The scheme has these advantages:
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» Simple implementation. This scheme requires two messages for handling
lock requests and one message for handling unlock requests.

 Simple deadlock handling. Since all lock and unlock requests are made at one
site, the deadlock-handling algorithms can be applied directly.

The disadvantages of the scheme are:

» Bottleneck. The site Si becomes a bottleneck, since all requests must be
processed there.

e Vulnerability. If the site Si fails, the concurrency controller is lost. Either
processing must stop, or a recovery scheme must be used so that a backup site
can take over lock management from Si.

1.2 Distributed Lock Manager

v' Each site maintains a local lock manager whose function is to administer the
lock and unlock requests for those data items that are stored in that site.

v' When a transaction wishes to lock a data item Q that is not replicated and
resides at site Si, a message is sent to the lock manager at site Si requestinga
lock (ina particular lock mode).

v If data item Q is locked in an incompatible mode, then the request is
delayed until it can be granted. Once it has determined that the lock request
can be granted, the lock manager sends a message back to the initiator
indicating that it has granted the lock request.

v'The distributed-lock-manager scheme has the advantage of simple
implementation, and reduces the degree to which the coordinator is a
bottleneck.

v' It has a reasonably low overhead, requiring two message transfers for
handling

lock requests, and one message transfer for handling unlock requests.

1.3 Primary Copy

v" When a system uses data replication, we can choose one of the replicas as
the

primary copy.

v’ For each data item Q, the primary copy of Q must reside in precisely one
site, which we call the primary site of Q.

v’ When a transaction needs to lock a data item Q, it requests a lock at the
primary site of Q. As before, the response to the request is delayed until it can
be granted.
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v The primary copy enables concurrency control for replicated data
to be handled like that for unreplicated data. This similarity allows for a
simple
implementation. However, if the primary site of Q fails, Q is inaccessible, even
though other sites containing a replica may be accessible.

1.4 Majority Protocol:-

v The majority protocol works this way: If data item Q is replicated in n
different sites, then a lock-request message must be sent to more than
one-half of the n sites in which Q is stored.

v' Each lock manager determines whether the lock can be granted
immediately (as far as it is concerned). As before, the response is
delayed until the request can be granted. The transaction does not
operate on Q until it has successfully obtained a lock on a majority of the
replicas of Q.

v The protocol also deals with replicated data in a decentralized

manner, thus avoiding the drawbacks of central control. However, it suffers
from

these disadvantages:

e Implementation. The majority protocol is more complicated to implement
than are the previous schemes. It requires at least 2(n/2 + 1) messages for
handling lock requests and at least (n/2 + 1) messages for handling unlock
requests.

e Deadlock handling. In addition to the problem of global deadlocks due to
the use of a distributed-lock-manager approach, it is possible for a deadlock to
occur even if only one data item is being locked.

1.5 Biased Protocol

v The biased protocol is another approach to handling replication. The
difference from the majority protocol is that requests for shared locks
are given more favorable treatment than requests for exclusive locks.

e Shared locks:-When a transaction needs to lock data item Q, it simply
requests a lock on Q from the lock manager at one site that contains a replica

of Q.
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e Exclusive locks:-When a transaction needs to lock data item Q, it requests a
lock on Q from the lock manager at all sites that contain a replica of Q. As
before, the response to the request is delayed until it can be granted.The
biased scheme has the advantage of imposing less overhead on read
operations than does the majority protocol.

1.6 Quorum Consensus Protocol

v'The quorum consensus protocol is a generalization of the majority
protocol. The quorum consensus protocol assigns each site a nonnegative
weight.

v’ It assigns read and write operations on an item x two integers, called read
quorum Qr and write quorum Qw, that must satisfy the following condition,
where S is the total weight of all sites at which x resides:

Qr+Qw>Sand 20 Qw>S

v' To execute a read operation, enough replicas must be locked that their
total weight is at least r . To execute a write operation, enough replicas must
be locked

so that their total weight is at least w.
A benefit of the quorum consensus approach is that it can permit the cost of
either read or write locking to be selectively reduced by appropriately
defining
the read and write quorums.

2. Write in detail about Distributed Query Processing (15)

Soln:-

v There are a variety of methods for computing the answer to a query. We
examined several techniques for choosing a strategy for processing a query
that minimize the amount of time that it takes to compute the answer.

v" For centralized systems, the primary criterion for measuring the cost of a
particular strategy is the number of disk accesses. In a distributed system, we
must take into accountseveral other matters, including:

 The cost of data transmission over the network.

» The potential gain in performance from having several sites process parts of

the query in parallel.
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The relative cost of data transfer over the network and data transfer to and
from disk varies widely depending on the type of network and on the speed of
the disks.

1. Query Transformation

Consider a simple query: “Find all the tuples in the account relation.”
Although the query is simple—indeed, trivial—processing it is not trivial,
since the account relation may be fragmented, replicated, or both.

Query optimization by exhaustive enumeration of all alternative strategies
may not be practical in such situations.

Fragmentation transparency implies that a user may write a query such as:
obranch name =“Hillside” (account)

Since account is defined as:

accountl 1 account2

the expression that results from the name translation scheme is:

obranch name =“Hillside” (account1 @ account2)

Using the query-optimization techniques, we can simplify the preceding
expression automatically. The result is the expression:

cbranch name =“Hillside” (accountl) cbranch name =“Hillside”
(account2) which includes two sub expressions. The first involves only
accountl, and thus can be evaluated at the Hillside site. The second involves
only account2, and thus can be evaluated at the Valleyview site.

There is a further optimization that can be made in evaluating:

ocbranch name =“Hillside” (account1)

Since accountl has only tuples pertaining to the Hillside branch, we can
eliminate

the selection operation. In evaluating:

obranch name =“Hillside” (account2)

we can apply the definition of the account2 fragment to obtain:

obranch name =“Hillside” (cbranch name =“Valleyview” (account))

This expression is the empty set, regardless of the contents of the account
relation.

Thus, our final strategy is for the Hillside site to return accountl as the result
of the query.

2. Simple Join Processing
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A major decision in the selection of a query-processing strategy is choosing a
join strategy. Consider the following relational-algebra expression:

account & depositor ¥ branch
Assume that the three relations are neither replicated nor fragmented,

and that account is stored at site S1, depositor at S2, and branch at S3.
Let SI denote the site at which the query was issued. The system needs to
produce the result at site SI . Among the possible strategies for
processing this query are these:

» Ship copies of all three relations to site SI. choose a strategy for processing
the entire query locally at site SI.

« Ship a copy of the account relation to site S2, and compute temp1 = account
depositor at S2. Ship temp1l from S2 to S3, and compute temp2 = templ
branch

at S3. Ship the result temp?2 to SI.

e Devise strategies similar to the previous one, with the roles of S1, S2, S3
exchanged.

No one strategy is always the best one. Among the factors that must be
considered are the volume of data being shipped, the cost of transmitting a
block

of data between a pair of sites, and the relative speed of processing at each
site.

3.Semijoin Strategy

Suppose that we wish to evaluate the expressionrlr2, whererl and r2 are
stored at sites S1 and S2, respectively. Let the schemas of rl1 and r2 be R1 and

R2.

Suppose that we wish to obtain the result at S1. If there are many tuples of r2
that do not join with any tuple of r1, then shipping r2 to S1 entails shipping
tuples that fail to contribute to the result. We want to remove such tuples
before shipping data to S1, particularly if network costs are high.

A possible strategy to accomplish all this is:

1.Computetempl «mR1N R2 (r1) at S1.

2. Ship temp1 from S1 to S2.

3.Computetemp2 «r2x temp1 atS2.

4. Ship temp?2 from S2 to S1.

5.Computerl x temp2 at S1. The resulting relation is the same as r1 x r2.
Before considering the efficiency of this strategy, let us verify that the strategy
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computes the correct answer. In step 3, temp2 has the result of r2 xmR1 N R2
(r1).

In step 5, we compute:

rl @xr2xnR1NR2(rl)

Since join is associative and commutative, we can rewrite this expression as:
(r1 x mR1NR2 (r1)) xr2

Sincerl = m(R1N R2) (r1) = r1, the expression is, indeed, equal to r1 x r2, the
expression we are trying to evaluate.

The cost savings of the strategy result from having to ship only temp2, rather
than all of r2, to S1. Additional cost is incurred in shipping temp1 to S2. If a
sufficiently small fraction of tuples in r2 contribute to the join, the overhead
of shipping temp1 will be dominated by the savings of shipping only a fraction
of the tuplesin r2.

This strategy is called a semijoin strategy, after the semijoin operator of the
relational algebra, denoted ™. The semijoin of r1 with r2, denoted r1 x r2, is:
mR1 (r1 2 r2)

Thus, r1 = r2 selects those tuples of relation r1 that contributed to r1 x r2. In
step

3,temp2=r2 xrl.

For joins of several relations, this strategy can be extended to a series of
semijoin steps. A substantial body of theory has been developed regarding the
use of semijoins for query optimization. Some of this theory is referenced in
the

bibliographical notes.

4. Join Strategies that Exploit Parallelism

Consider a join of four relations:

rl xr2>xr3xréd

where relation ri is stored at site Si . Assume that the result must be presented
at site S1. There are many possible strategies for parallel evaluation. In one
such strategy, r1 is shipped to S2, and r1 ~ r2 computed at S2. At the same
time, r3 is shipped to $4, and r3 r4 computed at S4. Site S2 can ship tuples of
(r1xr2) to S1 as they are produced, rather than wait for the entire join to be
computed.

Similarly, S4 can ship tuples of (r3 > r4) to S1. Once tuples of (r1 » r2) and
(r3 = r4) arrive at S1, the computation of (r1 = r2) x (r3 = r4) can begin,
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with the pipelined join technique. Thus, computation of the final join result at
S1 can be done in parallel with the computation of (rl > r2) at S2, and with
the computation of (r3 r4) at S4.

3.Discuss how 2PC protocol responds in different ways to various types
of failures (15)
Soln:-

The Two-Phase Commit(2PC) protocol is designed with the core intent to
resolve the above problems, Consider we have multiple distributed
databases which are operated from different servers(sites) let’s say S, Sz, S3,
:Sh.

Where every Si made to maintains a separate log record of all corresponding
activities and the transition Thas also been divided into the
subtransactions T1, Tz, T3, ..., Tnand each Tiare assigned to Si.This all
maintains by a separate transaction manager at each Si. We assigned anyone
site as a Coordinator.

Some points to be considered regarding this protocol:

v'In a two-phase commit, we assume that each site logs actions at that site,
but there is no global log.

v' The coordinator(Ci), plays a vital role in doing confirmation whether the
distributed transaction would abort or commit.

v'In  this protocol messages are made  to send between
the coordinator(Ci) and the other sites. As each message is sent, its logs are
noted at each sendingsite, to aid in recovery should it be necessary.

The two phases of this protocol are as follow:

Phase-1:-

v Firstly, the coordinator(C;) places a log record <Prepare T> on the log
record at its site.

v Then, the coordinator(C;) sends aPrepare T message to all the sites
where the transaction(T) executed.

v’ Transaction manager at each site on receiving this message

<Prepare T> decides whether to commit or abort its component(portion) of
T. The site can delay if the component has not yet completed its activity, but
must eventually send a response.
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v If the site doesn’t want to commit, so it must write on log record <no

T>, and local Transaction manager sends a message abort T to Ci.
v

Messaging in Phase- 15

v If the site wants to commit, it must write on log record <ready T>, and
local Transaction manager sends a message ready T to Ci. Once the ready T
message at Ciis sentnothing can prevent it to commit its portion
of transaction T except Coordinator(Ci).

Phase- 2:-

v'The Second phase started as the response abort T or commit T
receives by the coordinator(Ci) from all the sites thatare
collaboratively executing the transaction T.

v However, it is possible that some site fails to respond; it may be down, or it
has been disconnected by the network. In that case, after a suitable timeout
period will be given, after that time it will treat the site as if it had sent abort
T. The fate of the transaction depends upon the following points:

o [f the coordinator receives ready T from all the participating sites of T,
then it decides to commit T. Then, the coordinator writes on its site log
record <Commit T> and sends a message commit T to all the sites involved
inT.

o [f a site receives a commit T message, it commits the component of T at
that site, and write it in log records <Commit T>.
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Coordinator

Phase-2nd

Messaging in Phase- 2™

o [f a site receives the message abort T, it aborts T and writes the log
record <Abort T>.

e However, if the coordinator has received abort T from one or more sites, it
logs <Abort T> at its site and then sends abort T messages to all sites
involved in transaction T.

Disadvantages:

v The major disadvantage of the Two-phase commit protocol is faced when
the Coordinator site failure may result in blocking, so a decision either to
commit or abortTransaction(T) may have to be postponed until

coordinator recovers.

v’ Blocking Problem: Consider a scenario, if a Transaction(T) holds locks
on data-items of active sites, but amid the execution, if the coordinator fails
and the active sites keep no additional log-record except<readt
T> like <abort> or <commit>.

v’ It becomes impossible to determine what decision has been made(whether
to <commit> /<abort>).

v" In that case, the final decision is delayed until the Coordinator is restored
or fixed. In some cases, this may take a day or long hours to restore and
during this time period, the locked data items remain inaccessible for
other transactions(Ti). This problem is known as Blocking Problem.
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4. (i). Compare Parallel Vs Distributed Technology with diagrams (7)
Soln:-

There are two main types of multiprocessor system architectures that are
commonplace:

m Shared memory (tightly coupled) architecture. Multiple processors share
secondary (disk) storage and also share primary memory.

m Shared disk (loosely coupled) architecture. Multiple processors share
secondary (disk) storage but each has their own primary memory.

v' These architectures enable processors to communicate without the
overhead of exchanging messages over a network.

v' Database management systems developed using the above types of
architectures are termed parallel database management systems rather than
DDBMSs, since they utilize parallel processor technology.

v’ Another type of multiprocessor architecture is called shared-nothing
architecture.In this architecture, every processor has its own primary and
secondary (disk) memory, no common memory exists, and the processors
communicate over a high speed interconnection network (bus or switch).

v' Although the shared-nothing architecture resembles a distributed database
computing environment, major differences existin the mode of operation.

v' In shared-nothing multiprocessor systems, there is symmetry and
homogeneity of nodes; this is not true of the distributed database
environment, where heterogeneity of hardware and operating system at each
node is very common.

v’ Shared-nothing architecture is also considered as an environment for
parallel databases. Figure (a) illustrates a parallel database (shared nothing),
whereas Figure (b) illustrates a centralized database with distributed access
and Figure (c) shows a pure distributed database.

v In Fig which describes the generic schema architecture of a DDB, the
enterprise is presented with a consistent, unified view showing the logical
structure of underlying data across all nodes.

v This view is represented by the global conceptual schema (GCS), which
provides network transparency.

v" To accommodate potential heterogeneity in the DDB, each node is shown
as having its own local internal schema (LIS) based on physical organization
details at that particular site.
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Fig. Some dlfferent database system architectures. (a) Shared-nothing
architecture. (b) A networked architecture with a centralized database
at one of the sites. (c) A truly distributed database architecture.

v The logical organization of data at each site is specified by the local
conceptual schema (LCS). The GCS, LCS, and their underlying mappings
provide the fragmentation and replication transparency.

(ii). What Constitutes a DDB? and explain the different types of
transparencies are possible in distributed database. (7)
We can define a distributed database (DDB) as a collection of multiple
logically interrelated databases distributed over a computer network, and a
distributed database management system (DDBMS) as a software system that
manages a distributed database while making the distribution transparent to
the user.
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1. What Constitutes a DDB?

For a database to be called distributed, the following minimum conditions
should be satisfied:

m Connection of database nodes over a computer network. There are
multiple computers, called sites or nodes. These sites must be connected by an
underlying network to transmit data and commands among sites.

m Logical interrelation of the connected databases. It is essential that the
information in the various database nodes be logically related.

m Possible absence of homogeneity among connected nodes. It is not
necessary that all nodes be identical in terms of data, hardware, and software.

The sites may all be located in physical proximity—say, within the same
building or a group of adjacent buildings—and connected via a local area
network, or they may be geographically distributed over large distances and
connected via a long-haul or wide area network.

v’ Local area networks typically use wireless hubs or cables, whereas long-
haul networks use telephone lines, cables, wireless communication
infrastructures, or satellites.

v’ It is common to have a combination of various types of networks paths
among sites. The type and topology of the network used may have a
significant impact on the performance and hence on the strategies for
distributed query processing and distributed database design.

v" For high-level architectural issues, however, it does not matter what type of
network is used; what matters is that each site be able to communicate,
directly or indirectly, with every other site.

v" For the remainder of this chapter, we assume that some type of network
exists among nodes, regardless of any particular topology. We will not address
any network specific issues, although it is important to understand that for an
efficient operation of a distributed database system (DDBS), network design
and performance issues are critical and are an integral part of the overall
solution. The details of the underlying network are invisible to the end user.

2. Transparency

v' The concept of transparency extends the general idea of hiding
implementation details from end users.
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v' A highly transparent system offers a lot of flexibility to the end
user/application developer since it requires little or no awareness of
underlying details on their part.

Consider the company database in Figure that we have been discussing
throughout the book. The EMPLOYEE, PROJECT, and WORKS_ON tables may
be fragmented horizontally (that is, into sets of rows) and stored with possible
replication, as shown in Figure. The following types of transparencies are
possible:

m Data organization transparency (also known as distribution or network
transparency). This refers to freedom for the user from the operational details
of the network and the placement of the data in the distributed system.

It may be divided into location transparency and naming transparency.

v" Location transparency refers to the fact that the command used to
perform a task is independent of the location of the data and the
location of the node where the command was issued.

v' Naming transparency implies that once a name is associated with an
object, the named objects can be accessed unambiguously without
additional specification as to where the data is located.

m Replication transparency. As we show in Figure copies of the same data
objects may be stored at multiple sites for better availability, performance,
and reliability. Replication transparency makes the user unaware of the
existence of these copies.

m Fragmentation transparency. Two types of fragmentation are possible.
Horizontal fragmentation distributes a relation (table) into subrelations
that are subsets of the tuples (rows) in the original relation; this is also known
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Fig. Data distribution and replication among distributed databases.
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as sharding in the newer big data and cloud computing systems. Vertical
fragmentation distributes a relation into sub relations where each sub relation
is defined by a subset of the columns of the original relation. Fragmentation
transparency makes the user unaware of the existence of fragments.

m Other transparencies include design transparency and execution
transparency—which refer, respectively, to freedom from knowing how the
distributed database is designed and where a transaction executes.
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