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UNIT IV RUN-TIME ENVIRONMENT AND CODE GENERATION
Runtime Environments — source language issues — Storage organization — Storage Allocation Strategies: Static, Stack

and Heap allocation - Parameter Passing-Symbol Tables - Dynamic Storage Allocation - Issues in the Design of a code

generator — Basic Blocks and Flow graphs - Design of a simple Code Generator - Optimal Code Generation for

Expressions— Dynamic Programming Code Generation.

STORAGE ORGANIZATION

From the perspective of the compiler writer, the executing target program runs in its own logical address
space in which each program value has a location.

The management and organization of this logical address space is shared between the compiler,
operating system, and target machine. The operating system maps the logical addresses into physical
addresses, which are usually spread throughout memory.

The run-time representation of an object program in the logical address space consists of data and

Cod=

Static data

Stack

Heap

program areas.

The run-time storage comes in blocks of contiguous bytes, where a byte is the smallest unit of
addressable memory. Multi byte objects are stored in consecutive bytes and given the address of the first
byte.

The amount of storage needed for a name is determined from its data type, such as basic type character,
integer, float or aggregate type like array, structure.

The storage layout for data objects depends on the addressing constraints of the target machine. On
many machines, instructions to add integers may expect integers to be aligned, that is, placed at an
address divisible by 4.

Although a character array (as in C) of length 10 needs only 10 bytes to hold ten characters, a compiler
may allocate 12 bytes to get the proper alignment, leaving 2 bytes unused. Space left unused due to
alignment considerations is referred to as padding.

CODE AREA: The size of the generated target code is fixed at compile time, so the compiler places
the executable target code in a statically determined area, the low end of memory.
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e STATIC AREA: Size of some program data objects, such as global constants, and data generated by
the compiler, such as information to support garbage collection, may be known at compile time, and
these data objects can be placed in another statically determined area. In early versions of Fortran, all
data objects could be allocated statically.

e STACK AREA: Used to store data structures called activation records that get generated during
procedure calls.

e HEAP AREA: Many programming languages allow the programmer to allocate and deallocate data
under program control. For example, C has the functions malloc and free that can be used to obtain and
give back arbitrary chunks of storage. The heap is used to manage this kind of long-lived data.

Stack Allocation Space:

e Almost all compilers for languages that use procedures, functions, or methods as units of user-defined
actions manage at least part of their run-time memory as a stack.

e Each time a procedure is called, space for its local variables is pushed onto a stack, and when the
procedure terminates, that space is popped onto the stack.

e This arrangement not only allows space to be shared by procedure calls whose durations do not overlap
in time, but it allows us to compile code for a procedure in such a way that the relative addresses of its
nonlocal variables are always the same, regardless of the sequence of procedure calls.

Activation Trees:

e Stack allocation would not be feasible if procedure calls, or activations of procedures, did not nest in

time. The following example illustrates nesting of Procedure calls.
Activation Records:

e Procedure calls and returns are usually managed by a run-time stack called the control stack. Each live
activation has an activation record (sometimes called a frame) on the control stack, with the root of the
activation tree at the bottom, and the entire sequence of activation records on the stack corresponding to
the path in the activation tree to the activation where control currently resides. The latter activation has
its record at the top of the stack.

I Actual parameters J

f
" Returned values
“ Control link

fias -
l Access link
P oA
Saved machine status

Local data
1

Temporaries |
1. Temporary values, such as those arising from the evaluation of expressions, in cases where those temporaries
cannot be held in registers.
2. Local data belonging to the procedure whose activation record this is.
3. A saved machine status, with information about the state of the machine just before the call to the procedure.
This information typically includes the return address (value of the program counter, to which the called
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procedure must return) and the contents of registers that were used by the calling procedure and that must be
restored when the return occurs.

4. An “access link" may be needed to locate data needed by the called procedure but found elsewhere, e.g., in
another activation record.

5. A control link, pointing to the activation record of the caller.

6. Space for the return value of the called function, if any. Again, not all called procedures return a value, and
if one does, we may prefer to place that value in a register for efficiency.

7. The actual parameters used by the calling procedure. Commonly, these Values are not placed in the activation
record but rather in registers, when possible, for greater efficiency. However, we show a space for them to be
completely general.
Calling Sequences
e Procedure calls are implemented by what are known as calling sequences, which consists of code that
allocates an activation record on the stack and enters information into its fields.
e Areturn sequence is similar code to restore the state of the machine so the calling procedure can continue
its execution after the call.
e The code in a calling sequence is often divided between the calling procedure (the "caller") and the
procedure it calls (the "callee™).
e In general, if a procedure is called from n different points, then the portion of the calling sequence
assigned to the caller is generated n times. However, the portion assigned to the callee is generated only
once.

ISSUES IN THE DESIGN OF A CODE GENERATOR
Input to code generator

Target program

Memory management

Instruction selection

Register allocation

. Evaluation order

Input to code generator:

e The input to the code generation consists of the intermediate representation of the source program
produced by front end, together with information in the symbol table to determine run-time addresses
of the data objects denoted by the names in the intermediate representation. Intermediate representation
can be:

e Linear representation such as postfix notation

e Three address representation such as quadruples, triples, indirect triples

e Virtual machine representation such as byte code and stack machine code

e Graphical representations such as syntax trees and DAG’s.

The Target program:

e The instruction-set architecture of the target machine has a significant impact on the difficulty of
constructing a good code generator that produces high-quality machine code.

e The most common target-machine architectures are RISC (reduced instruction set computer), CISC
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(complex instruction set computer), and stack based.

e ARISC machine typically has many registers, three-address instructions, simple addressing modes, and
a relatively simple instruction-set architecture.

e Incontrast, a CISC machine typically has few registers, two-address instructions, a variety of addressing
modes, several register classes, variable-length instructions, and instructions with side effects.

e In a stack-based machine, operations are done by pushing operands onto a stack and then performing
the operations on the operands at the top of the stack.

e To achieve high performance the top of the stack is typically kept in registers. Stack-based machines
almost disappeared because the stack organization was too limiting and required too many swap and
copy operations.

Memory management:

e Names in the source program are mapped to addresses of data objects in run-time memory by the front
end and code generator.

e Labels in three-address statements have to be converted to addresses of instructions.

For example,
J : goto i generates jump instruction as follows :

e if i <], abackward jump instruction with target address equal to location of code for quadruple i is
generated.

e if i> ], the jump is forward. We must store on a list for quadruple i the location of the first machine
instruction generated for quadruple j. When i is processed, the machine locations for all instructions that
forward jumps to i are filled.

Instruction selection:
e The instructions of target machine should be complete and uniform.
e Instruction speeds and machine idioms are important factors when efficiency of target program is
considered.
e The quality of the generated code is determined by its speed and size.
e For example, every three-address statement of the form x = y + z, where X, y, and z are statically
allocated, can be translated into the code sequence.

LD RO, y // RO =y (load y into register RO)
ADD RO, RO, z // RO = RO + z (add z toRO)
ST x, RO // x = RO (store RO into x)
e This strategy often produces redundant loads and stores. For example, the sequence of three-address
statements.
a=b+c
d=a+e
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would be translated into

LD RO, b // RO=D
ADD RO, RO, c // RO = RO + ¢
ST a, RO // a = RO
LD RO, a // RO = a
ADD RO, RO, e // RO =RO + e
ST d, RO // 4 = RO

e Here, the fourth statement is redundant since it loads a value that has just been stored, and so is the third
if a is not subsequently used.
e The quality of the generated code is usually determined by its speed and size.
Register allocation:
e Instructions involving register operands are shorter and faster than those involving operands in memory.
e The use of registers is subdivided into two subproblems:
e Register allocation - the set of variables that will reside in registers at a point in the program is selected.
e Register assignment - the specific register that a variable will reside in is picked.
Evaluation order:
e The order in which the computations are performed can affect the efficiency of the target code.
e Some computation orders require fewer registers to hold intermediate results than others.

BASIC BLOCKS

e Our first job is to partition a sequence of three-address instructions into basic blocks. We begin a new
basic block with the first instruction and keep adding instructions until we meet either a jump, a
conditional jump, or a label on the following instruction.

e Inthe absence of jumps and labels, control proceeds sequentially from one instruction to the next. This
idea is formalized in the following algorithm.

Algorithm
INPUT: A sequence of three-address instructions.
OUTPUT: A list of the basic blocks for that sequence in which each instruction is assigned to exactly one basic
block.
METHOD: First, we determine those instructions in the intermediate code that are leaders that is the first
instructions in some basic block. The instruction just past the end of the intermediate program is not included
as a leader. The rules for finding leaders are:
1. The first three-address instruction in the intermediate code is a leader.
2. Any instruction that is the target of a conditional or unconditional jump is a leader.
3. Any instruction that immediately follows a conditional or unconditional jump is a leader.
Then, for each leader, its basic block consists of itself and all instructions up to but not including the next leader
or the end of the intermediate program.
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1] i =

2] 3=

3 t1 =10 = 1

4] t2 =1t1 +j

A t3 =8 % t2

6) t4 =t3 - 88

7)) alt4] = 0.0

8) § =3 +1

9) if j <= 10 goto (3)
10) 4 =4 +1

11) if i <= 10 goto (2)
12) i =1

13) t68 =1 - 1

14) t6 = 88 * t&

13) alte]l = 1.0
16) i =4 +1
17) if i <= 10 goto (13)

e In generating the intermediate code, we have assumed that the real-valued array elements take 8bytes

each, and that the matrix a is stored in row-major form.
Next-Use Information:

e Knowing when the value of a variable will be used next is essential for generating good code. If the
value of a variable that is currently in a register will never be referenced subsequently, then that register
can be assigned to another variable.

e The use of a name in a three-address statement is defined as follows. Suppose three-address statement i
assigns a value to x. If statement j has x as an operand, and control can ow from statement i to j along a

path that has no intervening assignments to X, then we say statement j uses the value of x computed at
statement i. We further say that x is live at statement i.
Algorithm
INPUT: A basic block B of three-address statements. We assume that the symbol table initially shows all non-
temporary variables in B as being live on exit.
OUTPUT: At each statement i: X =y + z in B, we attach to i the liveness and next-use information of x, y, and
z.
METHOD: We start at the last statement in B and scan backwards to the beginning of B. At each statement i:
X =y +zin B, we do the following:
1. Attach to statement i the information currently found in the symbol table regarding the next use and liveness
of X, y, and z.
2. Inthe symbol table, set x to \not live" and \no next use."
3. Inthe symbol table, set y and z to \live" and the next uses of yand z to i
Here we have used + as a symbol representing any operator. If the three-address statement i is of the form x =
+ yor x =y, the steps are the same as above, ignoring z.
FLOW GRAPHS
e Once an intermediate-code program is partitioned into basic blocks, we represent the ow of control
between them by a ow graph. The nodes of the flow graph are the basic blocks.
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There is an edge from block B to block C if and only if it is possible for the first instruction in block C
to immediately follow the last instruction in block B. There are two ways that such an edge could be
justified:

There is a conditional or unconditional jump from the end of B to the beginning of C.

C immediately follows B in the original order of the three-address instructions, and B does not end in
an unconditional jump.

Often, we add two nodes, called the entry and exit, that do not correspond to executable intermediate
instructions. There is an edge from the entry to the first executable node of the ow graph, that is, to the basic
block that comes from the first instruction of the intermediate code. There is an edge to the exit from any basic
block that contains an instruction that could be the last executed instruction of the program.

If the final instruction of the program is not an unconditional jump, then the block containing the final
instruction of the program is one predecessor of the exit, but so is any basic block that has a jump to code that
IS not part of the program.

ENTRY

B |i='_ I

B |J' =1 |
tp = 10 = i
tz = t1 + j
tz = 8 ®= ta2
B ty = ty - B
alts] = 0.0

j=3+1
if j <= 10 gorto Ha

i=di+1
Ba if i <= 10 goto B,
Bs i=1

i =
88 = t;
1.0

[

Ba

i

]
+

B et

[t
=i

f i <= 10 govo By

The entry points to basic block B1, since B1 contains the first instruction of the program.

The only successor of B1 is B2, because B1 does not end in an unconditional jump, and the leader of
B2 immediately follows the end of B1.

Block B3 has two successors. One is itself, because the leader of B3, instruction 3, is the target of the
conditional jump at the end of B3, instruction 9.

The other successor is B4, because control can fall through the conditional jump at the end of B3 and
next enter the leader of B4.

Only B6 points to the exit of the ow graph, since the only way to get to code that follows the program
from which we constructed the ow graph is to fall through the conditional jump that ends B6.

Representation of flow graphs:
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e Flow graphs, being quite ordinary graphs, can be represented by any of the data structures appropriate
for graphs. The content of nodes (basic blocks) needs their own representation.

e We might represent the content of a node by a pointer to the leader in the array of three-address
instructions, together with account of the number of instructions or a second pointer to the last
instruction.

e However, since we may be changing the number of instructions in a basic block frequently, it is likely

to be more efficient to create a linked list of instructions for each basic block.
Loops:

e Programming-language constructs like while-statements, do-while-statements, and for-statements
naturally give rise to loops in programs.

e Since virtually every program spends most of its time in executing its loops, it is especially important
for a compiler to generate good code for loops.

e Many code transformations depend upon the identification of “loops" in a ow graph. We say that a set
of nodes L in a ow graph is a loop if L contains a node e called the loop entry, such that:
1. eisnot ENTRY, the entry of the entire ow graph.
2. Nonode in L besides e has a predecessor outside L. That is, every path from ENTRY to any node in

L goes through e.

3. Every node in L has a nonempty path, completely within L, to e.

OPTICAL CODE GENERATION FOR EXPRESSIONS

e We can choose registers optimally when a basic block consists of a single expression evaluation, or if
we accept that it is sufficient to generate code for a block one expression at a time.

e In the following algorithm, we introduce a numbering scheme for the nodes of an expression tree (a
syntax tree for an expression) that allows us to generate optimal code for an expression tree when there
is a fixed number of registers with which to evaluate the expression.

Ershov Numbers:

e We begin by assigning to each node of an expression tree a number that tells how many registers are
needed to evaluate that node without storing any temporaries. These numbers are sometimes called
Ershov numbers, after A.

e Ershov, who used a similar scheme for machines with a single arithmetic register.

e For our machine model, the rules are:

1. Label all leaves 1.
2. The label of an interior node with one child is the label of its child.
3. The label of an interior node with two children is
(@) The larger of the labels of its children, if those labels are different.
(b) One plus the label of its children if the labels are the same.
Example: we see an expression tree (with operators omitted) that might be the tree for expression (a b) +e (c
+ d) or the three-address code
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tl =a-=b
t2 = ¢ +d
t3d = e % t2
t4 = tl1 + t3

Each of the five leaves is labeled 1 by rule (1). Then, we can label the interior node for t1 = a - b, since
both of its children are labeled. Rule (3b) applies, so it gets label one more than the labels of its children, that
is, 2. The same holds for the interior node fort2 =c + d

Now, we can work on the node for t3 = e * t2. Its children have labels 1 and 2, so the label of the node
for t3 is the maximum, 2, by rule (3a). Finally, the root, the node for t4 = t1 + t3, has two children with label 2,
and therefore it gets label.
Generating code from labeled expression trees:

e |t can be proved that, in our machine model, where all operands must be i registers, and registers can be
used by both an operand and the result of an operation, the label of a node is the fewest registers with
which the expression can be evaluated using no stores of temporary results.

e Since in this model, we are forced to load each operand, and we are forced to compute the result
corresponding to each interior node, the only thing that can make the generate code inferior to the
optimal code is if there are unnecessary stores of temporaries.

e The argument for this claim is embedded in the following algorithm for generating code with no stores
of temporaries, using a number of registers equal to the label of the root.

Algorithm: Generating code from a labeled expression tree.
INPUT: A labeled tree with each operand appearing once (that is, no common subexpressions).
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OUTPUT: An optimal sequence of machine instructions to evaluate the root into a register.

METHOD: The following is a recursive algorithm to generate the machine code.
The steps below are applied, starting at the root of the tree. If the algorithm
is applied to a node with label k, then only k registers will be used. However,
there is a “base™ b > 1 for the registers used so that the actual registers used
are Ry, Rysr1. ... Rpsr—1. The result always appearsin Rpop_1.

1. To generate machine code for an interior node with label k and two chil-
dren with equal labels (which must be & — 1) do the following:

(a) Recursively generate code for the right child, usng base b+ 1. The
result of the right child appearsin register R, ._;.

(b) Recursively generate code for the left child, using base b; the result
appearsin Fy,p_o.

(c) Generate the instruction 0P Ry, Ryop_o, Bysp_y, where OP is the
appropriate operation for the interior node in guestion.

2, Suppose we have an interior node with label k and children with unequal
labels. Then one of the children, which we'll call the “big” child, haslabel
k. and the other child, the “little™ child, has some label m < k. Do the
following to generate code for this interior node, using hase b

(a] Recursively generate code for the big child, using base b; the result
appears in register R, ._;.

(b) Recursively generate code for the little child, using base b; the result
appearsin register Ry, .,_;. Note that since m < k, neither Ry.._,
nor any higher-numbered register is used.

(c) Generate the instruction 0P Ry, p_y, Ryopm_1, Bysp_y or the instruc-
tion 0P Ry.p_y, By 1, Bys 1, depending on whether the hig child
is the right or left child, respectively,

3. For aleaf representing operand =, if the base is b generate the instruction
LD fiy, =,
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UNIT V CODE OPTIMIZATION
Principal Sources of Optimization — Peep-hole optimization - DAG- Optimization of Basic Blocks - Global Data Flow
Analysis - Efficient Data Flow Algorithm — Recent trends in Compiler Design.

PRINCIPAL SOURCES OF OPTIMIZATION
A transformation of a program is called local if it can be performed by looking only at the statements in
a basic block; otherwise, it is called global. Many transformations can be performed at both the local and global
levels. Local transformations are usually performed first.
Function-Preserving Transformations:
There are a number of ways in which a compiler can improve a program without changing the function
it computes. Function preserving transformations examples:
e Common sub expression elimination
e Copy propagation
e Dead-code elimination
e Constant folding
Common Sub expressions elimination:
An occurrence of an expression E is called a common sub-expression if E was previously computed, and the
values of variables in E have not changed since the previous computation. We can avoid recomputing the
expression if we can use the previously computed value.

For example:
tl: = 4%

t2: = a[tl]
t3: = 4%j

t4: = 4%
t5:=n

t6: = b [t4] +t5
The above code can be optimized using the common sub-expression elimination as

tl: = 4%*i
t2: = a[tl]
t3: = 4%j
t5:=n

t6: = b [t1] +t5

The common sub expression t4: =4*i is eliminated as its computation is already in t1 and the value of i
is not been changed from definition to use.
Copy Propagation:

Assignments of the form f: =g called copy statements, or copies for short. The idea behind the copy-
propagation transformation is to use g for f, whenever possible after the copy statement f: = g. Copy propagation
means use of one variable instead of another. This may not appear to be an improvement, but as we shall see it
gives us an opportunity to eliminate x.

Example:
x=Pi;
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A=X*T*T;
The optimization using copy propagation can be done as follows: A=Pi*r*r; Here the variable x is
eliminated

Dead-Code Eliminations:

A variable is live at a point in a program if its value can be used subsequently; otherwise, it is dead at
that point. A related idea is dead or useless code, statements that compute values that never get used. While the
programmer is unlikely to introduce any dead code intentionally, it may appear as the result of previous
transformations.

Example:

i=0;

if(i=1)

{

a=b+5;

}

Here, ‘if” statement is dead code because this condition will never get satisfied.
Constant folding:

Deducing at compile time that the value of an expression is a constant and using the constant instead is
known as constant folding. One advantage of copy propagation is that it often turns the copy statement into
dead code. For example,
a=3.14157/2 can be replaced by
a=1.570 thereby eliminating a division operation.

Loop Optimizations:

In loops, especially in the inner loops, programs tend to spend the bulk of their time. The running time
of a program may be improved if the number of instructions in an inner loop is decreased, even if we increase
the amount of code outside that loop.

Three techniques are important for loop optimization:
e Code motion, which moves code outside a loop;
e Induction-variable elimination, which we apply to replace variables from inner loop.
e Reduction in strength, which replaces and expensive operation by a cheaper one, such as a multiplication
by an addition.
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B,

i:= m-1
j :t=n
t) = 4
v = aly)
! B
i = i+l
ty t= 4on
ty := alt,)
if ty < v goto B
l By

j = j-1

Ty = 49]

tg = afty)

if ts > v goto By

! By

I if i>=j goto By l

By / \ Bg

tg := 4ei Ty = 4ed

x := altgl x := afty]
ty 1= 4e¢i t12 = 4+
tg = 4] tjy = 4sn
to := aftg) tyg = alty;)
alty] := tg aftpl =ty
tip := 4] Cjs := 4en
altyyl := x aftjg] := x
goto B,

Code Motion:

An important modification that decreases the amount of code in a loop is code motion. This transformation takes an
expression that yields the same result independent of the number of times a loop is executed (a loop-invariant
computation) and places the expression before the loop. Note that the notion “before the loop” assumes the existence
of an entry for the loop. For example, evaluation of limit-2 is a loop-invariant computation in the following while-
statement:

while (i <= limit-2) /* statement does not change limit*/ Code

motion will result in the equivalent of

t=limit-2;

while(i<=t) /* statement does not change limit or t*/

Induction Variables:

Loops are usually processed inside out. For example, consider the loop around B3. Note that the values of jand t4 remain
in lock-step; every time the value of j decreases by 1, that of t4 decreases by 4 because 4*j is assigned to t4. Such
identifiers are called induction variables. When there are two or more induction variables in a loop, it may be possible
to get rid of all but one, by the process of induction-variable elimination. For the inner loop around B3 in Fig.5.3 we
cannot get rid of either j or t4 completely; t4 is used in B3 and j in B4. However, we can illustrate reduction in strength
and illustrate a part of the process of induction variable elimination. Eventually j will be eliminated when the outer loop
of B2- B5 is considered.

Reduction in Strength:

Reduction in strength replaces expensive operations by equivalent cheaper ones on the target machine. Certain machine
instructions are considerably cheaper than others and can often be used as special cases of more expensive operators.
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For example, x? is invariably cheaper to implement as x*x than as a call to an exponentiation routine. Fixed-point
multiplication or division by a power of two is cheaper to implement as a shift.

PEEP-HOLE OPTIMIZATION

Most production compilers produce good code through careful instruction selection and register
allocation, a few use an alternative strategy: they generate naive code and then improve the quality of the
target code by applying "optimizing" transformations to the target program.

A simple but effective technique for locally improving the target code is peephole optimization, which
is done by examining a sliding window of target instructions (called the peephole) and replacing instruction
sequences within the peephole by a shorter or faster sequence, whenever possible.

Peephole optimization can also be applied directly after intermediate code generation to improve the
intermediate representation.

Characteristic of peephole optimization:

» Each improvement may spawn opportunities for additional improvements.

* Repeated passes over the target code are necessary to get the maximum benefit.
Examples of program transformations those are characteristic of peephole optimizations:
+ Redundant-instruction elimination

* Flow-of-control optimizations

» Algebraic simplifications

» Use of machine idioms

Eliminating Redundant Loads and Stores

If we see the instruction sequence in a target program,

LDa, RO

STRO,a

We can delete store instructions because whenever it is executed. First instruction will ensure that the
value of has already been loaded into register RO.
Eliminating Unreachable Code

Another opportunity for peephole optimization is the removal of unreachable instructions. An
unlabelled instruction immediately following an unconditional jump may be removed. This operation can be
repeated to eliminate a sequence of instructions.

For example, for debugging purposes, a large program may have within it certain code fragments that are
executed only if a variable debug is equal to 1.
In C, the source code might look like:

#define debug O

if ( debug ) {
Print debugging information

1
4
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In the intermediate representation, this code may look like

if debug == 1 goto L1

goto L2
L 1 : print debugging information
L2:

Flow-of-Control Optimizations

Simple intermediate code-generation algorithms frequently produce jumps to jumps, jumps to
conditional jumps, or conditional jumps to jumps. These unnecessary jumps can be eliminated in either the
intermediate code or the target code by the following types of peephole optimizations. We can replace the
sequence

goto L1

L1 : goto L2

by the sequence
goto L2

L1 : goto L2

If there are now no jumps to L1, then it may be possible to eliminate the statement L1 : goto L2 provided it is
preceded by an unconditional jump.
Similarly, the sequence

ifa <b goto L1
L1l : goto L2
can be replaced by the sequence
if a <b goto L2
L1 : goto L2

Finally, suppose there is only one jump to L1 and L1 is preceded by an unconditional goto. Then the sequence
goto L1

L1 :if a <b goto L2
L3:
may be replaced by the sequence
L3:
if a < b goto L2
goto L3
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Algebraic Simplification and Reduction in Strength

These algebraic identities can also be used by a peephole optimizer to eliminate three-address statements such
as

x=x+0
or
x=x * 1 in the peephole.
Similarly, reduction-in-strength transformations can be applied in the peephole to replace expensive

operations by equivalent cheaper ones on the target machine. Certain machine instructions are considerably
cheaper than others and can often be used as special cases of more expensive operators.

Use of Machine Idioms
» The target machine may have hardware instructions to implement certain specific operations efficiently.
» Detecting situations that permit the use of these instructions can reduce execution time significantly.

For example, some machines have auto-increment and auto-decrement addressing modes. These add
or subtract one from an operand before or after using its value.

The use of the modes greatly improves the quality of code when pushing or popping a stack, as in
parameter passing. These modes can also be used in code for statements like x = x + 1.

X=X+1 — x++

XxX=x-1 — x--
OPTIMIZATION OF BASIC BLOCKS

We can often obtain a substantial improvement in the running time of code merely by performing local
optimization within each basic block by itself.

DIRECTED ACYCLIC GRAPHS (DAG)

e Like the syntax tree for an expression, a DAG has leaves corresponding to atomic operands and interior
codes corresponding to operators.

e The difference is that a node N in a DAG has more than one parent if N represents a common
subexpression; in a syntax tree, the tree for the common subexpression would be replicated as many
times as the subexpression appears in the original expression.

e Thus, a DAG not only represents expressions more succinctly, it gives the compiler important clues
regarding the generation of efficient code to evaluate the expressions.

Example: The DAG for the expression a+a*(b-c)+(b-c)*d by sequence of steps The leaf for “a” has two
parents, because a appears twice in the expression. More interestingly, the two occurrences of the common
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subexpression b-c are represented by one node, the node labeled “-*“. That node has two parents, representing
its two uses in the subexpressions a*(b-c) and (b-c)*d. Even though b and c¢ appear twice in the complete
expression, their nodes each have one parent, since both uses are in the common subexpression b-c.

1 / ; d

*
¥
\\. // \ /
a » B o
=
b c

The DAG Representation of Basic Blocks
DAG for a basic block as follows:
1. There is a node in the DAG for each of the initial values of the variables appearing in the basic block.

2. There is a node N associated with each statement s within the block. The children of N are those nodes
corresponding to statements that are the last definitions, prior to s, of the operands used by s.

3. Node N is labeled by the operator applied at s, and also attached to N is the list of variables for which it is
the last definition within the block.
4.  Certain nodes are designated output nodes. These are the nodes whose variables are live on exit from the
block; that is, their values may be used later, in another block of the flow graph. Calculation of these "live
variables" is a matter for global flow analysis, The DAG representation of a basic block lets us perform several
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Example: Construct DAG from the basic block.

1tl=4*

2 t2 = a[tl]

3 t3 = 4*i

4 t4 = b[t3]

5 t5 = t2*t4

6 t6 = prod + t5
7t7 =i+l
8i=t7

9 if i<=20 goto 1

Statement 1 Statement 2 Statement 3 Statement 4

code improving transformations on the code represented by the block.

Statement 5 Statement 6.7 Statement 8.9
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Final DA G

GLOBAL DATA FLOW ANALYSIS

Data-flow information can be collected by setting up and solving systems of equations that relate
information at various points in a program. A typical equation has the form

out[S] = gen[S] U (in[S] - kill[S])

The information at the end of a statement is either generated within the statement, or enters at the
beginning and is not killed as control flows through the statement. Such equations are called data-flow
equations. The details of how data-flow equations are set up and solved depend on three factors.

1. The notions of generating and killing depend on the desired information. i.e., on the data-flow analysis

problem to be solved. Moreover, for some problems, instead of proceeding along with the flow of control and

defining out[S] in terms of in[S], we need to proceed backwards and define in[S] in terms of out[S].

2. Since data flows along control paths, data-flow analysis is affected by the control constructs in a program.

In fact, when we write out[S] we implicitly assume that there is unique end point where control leaves the

statement.

3. There are subtleties that go along with such statements as procedure calls, assignments through pointer

variables, and even assignments to array variables.

Points and Paths

Within a basic block, we talk of the point between two adjacent statements, as well as the point before the

first statement and after the last. Thus, block B1 has four points: one before any of the assignments and one
B,

dy i = m-1

dy j i=n
dy a 1= u

after each of the three assignments.
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Now, let us take a global view and consider all the points in all the blocks. A path from P1 to Pn is a sequence
of points P1, P2, . . ., Pn such that for each | between 1 and n-1, either

1. Piis the point immediately preceding a statement and Pi+1 is the point immediately following that statement
in the same block, or

. Piis the end of some block and Pi+1 is the beginning of a successor block.
. Reaching Definitions

A definition of a variable x is a statement that assigns, or may assign, a value to x. The most common
forms of definition are assignments to x and statements that read a value from an 1/0 device and store it in X.
These statements certainly define a value for x, and they are referred to as unambiguous definitions of x.
There are certain other kinds of statements that may define a value for x; they are called ambiguous
definitions. The most usual forms of ambiguous definitions or x are:
1. A call of a procedure with x as a parameter or a procedure that can access x because X is in the scope of the
procedure. We also have to consider the possibility of "aliasing;” where X is not in the scope of the procedure,
but x has been identified with another variable that is passed as a parameter or is in the scope.
2. An assignment through a pointer that could refer to x. For example, the assignment *q:=y is a definition of
x if it is possible that g points to x.
Data-Flow Analysis of Structured Programs

Consider the production
S->id:=E | S;S | if E then SelseS | do Swhile EE
->id +1id | id

' !
o if E goto §,

o OO

534 if £ then S, ebse 5, do S, whilke £

We define a portion or a flow graph called a region to be a set of nodes N that includes a header, which
dominates all other nodes in the region. All edges between nodes in N are in the region, except for some that
enter the header.
Representation of Sets

Sets of definitions, such as gen[S] and kill[S], can be represented compactly using bit vectors. We
assign a number to each definition of interest in the flow graph. Then the bit vector representing a set of
definitions will have 1 in positions i if and only if the definition numbered i is in the set.

A bit-vector representation for sets also allows set operations to be implemented efficiently. The union
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and intersection of two sets can be implemented by logical or and logical and, respectively, basic operations
in most systems-oriented programming languages. The difference A-B of sets A and B can be implemented
by taking the complement of B and then using logical and to compute A* - B.
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