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UNIT V     NEURAL NETWORKS  
Perceptron - Multilayer perceptron, activation functions, network training – gradient descent optimization 
– stochastic gradient descent, error backpropagation, from shallow networks to deep networks –Unit 
saturation (aka the vanishing gradient problem) – ReLU, hyperparameter tuning, batch normalization, 
regularization, dropout. 
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Perceptron 
 
Whereas a computer generally has one processor, the brain is composed of a very large (1011) number of 
processing units, namely, neurons, operating in parallel. 
Neurons in the brain have connections, called synapses, to around 104 other neurons, all operating in 
parallel. 
In a computer, the processor is active and the memory is separate and passive,  
but it is believed that in the brain, both the processing and memory are distributed together over the 
network;  
processing is done by the neurons, and the memory is in the synapses between the neurons. 
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Training a Perceptron 
 
The perceptron defines a hyperplane, and the neural network perceptron is just a way of implementing the 
hyperplane.  
Given a data sample, the weight values can be calculated offline and then when they are plugged in, the 
perceptron can be used to calculate the output values. 

 
Update = LearningFactor ° (DesiredOutput − ActualOutput) ° Input 
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Gradient Descent Optimization:  
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Error Backpropagation:  
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The term backpropagation is also used to describe the training of a multilayer perceptron using gradient 
descent applied to a sum-of-squares error function. 
It is important to recognize that the two stages are distinct. Thus, the first stage, namely the propagation of 
errors backwards through the network in order to evaluate derivatives, can be applied to many other kinds 
of network and not just the multilayer perceptron. 
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From shallow networks to deep networks :  
 

• A shallow neural network has only one hidden layer between the input and output layers, while a 
deep neural network has multiple hidden layers. 

• A deep neural network learns to make decisions by processing information through multiple hidden 
layers.  

• On the other hand, a shallow network is like having just one layer of decision-making, which might 
not be enough to capture the complexity of the problem at hand.  

• A shallow network might be used for simple tasks like image classification, while a deep network 
might be used for more complex tasks like image segmentation or natural language processing.  

• For instance, a shallow neural network with a single hidden layer can be used to recognize 
handwritten digits from the MNIST dataset.  

• The main advantage of a shallow network is that it is computationally less expensive to train, and 
can be sufficient for simple tasks.  

• However, it may not be powerful enough to capture complex patterns in the data. 
• A deep network, on the other hand, can capture more complex patterns in the data and potentially 

achieve higher accuracy, but it is more computationally expensive to train and may require more 
data to avoid overfitting.  

• Additionally, deep networks can be more challenging to design and optimize than shallow networks. 
 

 
 
 
Unit saturation – Vanishing Gradient Problem: 
 

• Neural network models are trained by the optimization algorithm of gradient descent.  
• The input training data helps these models learn, and the loss function gauges how accurate the 

prediction performance is for each iteration when parameters get updated. 
• As training goes, the goal is to reduce the loss function/prediction error by adjusting the parameters 

iteratively. 
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• Specifically, the gradient descent algorithm has a forward step and a backward step, which lets it do 
this. 

• In forward propagation, input vectors/data move forward through the network using a formula to 
compute each neuron in the next layer. The formula consists of input/output, activation function f, 
weight W and bias b: 

•  
• This computation iterates forward until it reaches an output or prediction.  
• We then calculate the difference defined by a loss function, e.g., Mean Squared Error MSE, between 

the target variable y (in the output layer) and each prediction, y cap: 

•  
• With this initial evaluation, we go through a backward pass (a.k.a. backpropagation) to adjust the 

weights and biases for each neuron in each layer. To update our neural nets, we first calculate the 
gradients, which is nothing but the derivatives of the loss function w.r.t. weights and biases. Then 
we nudge our algorithm to take a gradient descent step to minimize the loss function (where alpha 
is the learning rate): 

•  
• Two opposite scenarios could happen in this case: the derivative term gets extremely small, i.e., 

approaches zero vs. this term gets extremely large and overflows.  
• These issues are referred to as the Vanishing and Exploding Gradients, respectively.  
• When you train your model for a while and the performance doesn’t seem to get better, chances are 

your model is suffering from either vanishing or exploding gradients. 
 

• Vanishing or exploding gradients – intuition behind the problem  Vanishing  
• During backpropagation, the calculation of (partial) derivatives/gradients in the weight update 

formula follows the Chain Rule, where gradients in earlier layers are the multiplication of gradients 
of later layers: 

•  
• where 

•  
• As the gradients frequently become SMALLER until they are close to zero, the new model weights 

(of the initial layers) will be virtually identical to the old weights without any updates.  
• As a result, the gradient descent algorithm never converges to the optimal solution.  
• This is known as the problem of vanishing gradients, and it’s one example of unstable behaviors of 

neural nets. 
 

• Exploding 
• On the contrary, if the gradients get LARGER or even NaN as our backpropagation progresses, we 

would end up with exploding gradients having big weight updates, leading to the divergence of the 
gradient descent algorithm. 

 
 
 
 
Vanishing  

• Simply put, the vanishing gradients issue occurs when we use the Sigmoid or Tanh activation 
functions in the hidden layer; these functions squish a large input space into a small space. 

• Take the Sigmoid as an example, we have the following p.d.f.: 

 

https://en.wikipedia.org/wiki/Sigmoid_function
https://en.wikipedia.org/wiki/Hyperbolic_functions#Hyperbolic_tangent
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• Taking the derivative w.r.t. the parameter x, we get: 

 
and if we visualize the Sigmoid function and its derivative: 

Sigmoid 
function and its derivative 

• We can see that the Sigmoid function squeezes our input space into a range between [0,1], and 
when the inputs become fairly small or fairly large, this function saturates at 0 or 1.  

• These regions are referred to as ‘saturating regions’, whose derivatives become extremely close to 
zero. 

• The same applies to the Tanh function that saturates at -1 and 1. 
• Suppose that we have inputs that lie in any of the saturating regions, we would essentially have no 

gradient values to propagate back, leading to a zero update in earlier layer weights.  
• Usually, this is no big of a concern for shallow networks with just a couple of layers, however, when 

we add more layers, vanishing gradients in initial layers will result in model training or convergence 
failure.  

• This is due to the effect of multiplying n of these small numbers to compute gradients of the early 
layers in an n-layer network, meaning that the gradient decreases exponentially with n while the 
early layers train very slowly and thus the performance of the entire network degrades.  

 
Exploding  

• Moving on to the exploding gradients, in a nutshell, this problem is due to the initial 
weights assigned to the neural nets creating large losses. 

• Big gradient values can accumulate to the point where large parameter updates are observed, 
causing gradient descents to oscillate without coming to global minima.  

 
How to identify a vanishing or exploding gradients problem? 
Acknowledging that the gradients’ issues are something we need to avoid or fix when they do happen, how 
should we know that a model is suffering from vanishing or exploding gradients issues? Following are the 
few signs. 
Vanishing  

• Large changes are observed in parameters of later layers, whereas parameters of earlier layers 
change slightly or stay unchanged 

• In some cases, weights of earlier layers can become 0 as the training goes 
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• The model learns slowly and often times, training stops after a few iterations 
• Model performance is poor 

Exploding 
• Contrary to the vanishing scenario, exploding gradients shows itself as unstable, large parameter 

changes from batch/iteration to batch/iteration 
• Model weights can become NaN very quickly 
• Model loss also goes to NaN 

Practices to fix a vanishing or exploding gradients problem 
With these indicators of the gradients problems in mind, let’s explore the potential remedies to fix them.  

• First, we will be focusing on the vanishing scenario: simulating a binary classification network 
model that suffers from this issue, and then demonstrating various solutions to fix it 

• By the same token, we will be addressing the exploding scenario with a regression network 
model later  

 
 
 
ReLU: 
 
Activation Functions:  
 

 

 
 
 
 
 
 

• An activation function is basically just a simple function that transforms its inputs into outputs that 
have a certain range.  

• There are various types of activation functions that perform this task in a different manner. 
• For example, the sigmoid activation function takes input and maps the resulting values in between 0 

to 1. 
• ReLU stands for rectified linear activation unit and is considered one of the few milestones in the 

deep learning revolution.  
• It is simple yet really better than its predecessor activation functions such as sigmoid or tanh. 

 
ReLU activation function formula 
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f(x)=max(0,x) 
• ReLU function is its derivative both are monotonic.  
• The function returns 0 if it receives any negative input, but for any positive value x, it returns that 

value back.  
• Thus it gives an output that has a range from 0 to infinity. 
• ReLU is used as a default activation function and nowadays and it is the most commonly used 

activation function in neural networks, especially in CNNs. 
• The model can, therefore, take less time to train or run.  
• One more important property that we consider the advantage of using ReLU activation function is 

sparsity. 
• Since ReLU gives output zero for all negative inputs, it’s likely for any given unit to not activate at all 

which causes the network to be sparse.  
• ReLU does not face vainishing gradient problem as its slope doesn’t plateau, or “saturate,” when the 

input gets large.  
• Due to this reason models using ReLU activation function converge faster. 
• There are some problems with ReLU activation function such as exploding gradient 
• Also, there is a downside for being zero for all negative values and this problem is called “dying 

ReLU.” 
• A ReLU neuron is “dead” if it’s stuck in the negative side and always outputs 0. 
• Because the slope of ReLU in the negative range is also 0, once a neuron gets negative, it’s unlikely 

for it to recover. 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
Hyperparameter tuning: 
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How to choose a number of hidden layers 

• One of the hyperparameters that change the fundamental structure of a neural network is the 
number of hidden layers, and we can divide them into 3 situations: 0, 1 or 2, many. 

• We don’t need to use the neural network at all if all we need is a linear boundary since the neural 
network is for solving complex problems. 

• Second, if a data set isn’t linearly separable, then we need a hidden layer.  
• And normally, a single hidden layer is sufficient because the amount that a model improves by 

adding hidden layers isn’t significant compared to the additional work you need to do.  
• So in many simple applications, one or two hidden layers do their job. 
• If we are trying to solve a complex problem such as object classification, then we need multiple 

hidden layers that apply different modifications to their inputs.  

 
 

• Finding an appropriate number is critical because too few neurons can lead to underfitting 
whereas too many can lead to overfitting plus longer training time.  

• Empirically, it’s best to use a number between input and output sizes, and the number changes 
based on how complex your problem is.  

• If a problem is simple and the input and output relationship is clear, then about ⅔ of the input 
size can be a good starting point.  
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• But if the relationship is complex, the number can vary from the input size to less than twice 
the input size. 

 
Batch size, learning rate, epoch 

• When batch size increases, each batch naturally becomes similar to the full data set because each 
batch starts to contain more observations.  

• This means that each batch will not differ too much from others.  
• Therefore, its noise will decrease, so it’s logical to use a large learning rate for faster training time. 

In contrast, when we use a small batch size, noise increases.  
• Thus, we use a small learning rate to offset the noise.  
• Empirically, it has been shown that a large batch size could lead to poor generalization. In contrast, 

when we use a small batch size, the noise helps a network to escape a local minimum and leads to 
higher accuracy.  

• It also tends to converge to a reasonable solution faster than a network with large batch size.  
• So, in general, a batch size of 32 could be a good starting point, but this number really depends on 

your sample size, the complexity of a problem, and your computational environment.  
• Therefore, using a grid search could also be appropriate. 
• For the learning rate, we usually start with 0.1 or 0.01 or we can use a grid search from 0.1 to 1e-5.  
• And when the learning rate is small, you need more iteration to find a minimum point.  
• Epochs: Depending on a problem and random initialization, the number of epochs we need for 

convergence varies.  
• We often set the number of epochs high and use early stopping so that the neural network stops 

training when an improvement coming from updating its weights does not pass a threshold. 

 
 
Batch Normalization:  
 

1. Even after the model has been fully trained such that its training error is small, it exhibits a high 
test error rate. This is known as the problem of Overfitting. 

2. The training error fails to come down in-spite of several epochs of training. This is known as the 
problem of Underfitting. 
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 Illustration of Underfitting and Overfitting 

Types of Normalization: 

 

• Batch normalization is a deep learning approach that has been shown to significantly 
improve the efficiency and reliability of neural network models.  

• It is particularly useful for training very deep networks, as it can help to reduce the internal 
covariate shift that can occur during training. 

• Batch normalization is a technique used to improve the performance of a deep learning 
network by first removing the batch mean and then splitting it by the batch standard 
deviation. 

• When applied to a layer, batch normalization multiplies its output by a standard deviation parameter 
(gamma) and adds a mean parameter (beta) to it as a secondary trainable parameter. 

• The goal of batch normalization is to stabilize the training process and improve the generalization 
ability of the model.  

• It can also help to reduce the need for careful initialization of the model’s weights and can allow the 
use of higher learning rates, which can speed up the training process. 

Batch normalization equations 
During training, the activations of a layer are normalized for each mini-batch of data using the following 
equations: 

• Mean: mean = 1/m ∑i=1 to m xi 
• Variance: variance = 1/m ∑i=1 to m (xi – mean)^2 
• Normalized activations: yi = (xi – mean) / sqrt(variance + ε) 
• Scaled and shifted activations: zi = γyi + β, where γ and β have learned parameters 

During inference, the activations of a layer are normalized using the mean and variance of the activations 
calculated during training, rather than using the mean and variance of the mini-batch: 

• Normalized activations: yi = (xi – mean) / sqrt(variance + ε) 
• Scaled and shifted activations: zi = γyi + β 
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Advantages of batch normalization 

• Stabilize the training process. Batch normalization can help to reduce the internal covariate 
shift that occurs during training, which can improve the stability of the training process and 
make it easier to optimize the model. 

• Improves generalization. By normalizing the activations of a layer, batch normalization can 
help to reduce overfitting and improve the generalization ability of the model. 

• Reduces the need for careful initialization. Batch normalization can help reduce the 
sensitivity of the model to the initial weights, making it easier to train the model. 

• Allows for higher learning rates. Batch normalization can allow the use of higher learning 
rates that can speed up the training process. 

 
Dropout Regularization 

• When you have training data, if you try to train your model too much, it might overfit, and when you 
get the actual test data for making predictions, it will not probably perform well. Dropout 
regularization is one technique used to tackle overfitting problems in deep learning. 

• DLNs also exhibit a little understood feature called Self Regularization.  
• For example for a given amount of Training Set data, if we increase the complexity of the model by 

adding additional Hidden Layers for example, then we should start to see overfitting, as per the 
arguments that we just presented.  

• However, interestingly enough, increased model complexity leads to higher test data classification 
accuracy, i.e., the increased complexity somehow self-regularizes the model.  

• Hence when using DLN models, it is a good idea to start with a more complex model that the problem 
may warrant, and then add Regularization techniques if overfitting is detected. 
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Some commonly used Regularization techniques include: 
• Early Stopping 
• L1 Regularization 
• L2 Regularization 
• Dropout Regularization 
• Training Data Augmentation 
• Batch Normalization 

 
 
Training with Drop-Out Layers 

• Dropout is a regularization method approximating concurrent training of many neural networks with 
various designs.  

• During training, some layer outputs are ignored or dropped at random.  

• Dropout is an extremely versatile technique that can be applied to most neural network 
architectures.  

• It is useful especially when your network is very big or when you train for a very long time, 
both of which put a network at a higher risk of overfitting. 

 

 

 
 

• To apply dropout, we need to set a retention probability for each layer.  
• The retention probability specifies the probability that a unit is not dropped.  
• For example, if we set the retention probability to 0.8, the units in that layer have an 80% chance of 

remaining active and a 20% chance of being dropped. 
• Standard practice is to set the retention probability to 0.5 for hidden layers and to something close 

to 1, like 0.8 or 0.9 on the input layer. 
• Output layers generally do not apply dropout. 
• Dropout is applied by creating a mask for each layer and filling it with values between 0 and 1 

generated by a random number generator according to the retention probability. 

 
• We could also fill the mask with random boolean values according to the retention probability.  
• Neurons with a corresponding “True” entry are kept while those with a “False” value are discarded. 
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