UNIT IV ENSEMBLE TECHNIQUES AND UNSUPERVISED LEARNING

Combining multiple learners: Model combination schemes, Voting, Ensemble Learning - bagging, boosting,
stacking, Unsupervised learning: K-means, Instance Based Learning: KNN, Gaussian mixture models and
Expectation maximization

1. Combining multiple learners
o Though different learning algorithms are generally successful, no one single algorithm is always the
most accurate.
e The models composed of multiple learners that complement each other so that by combining them,
we attain higher accuracy.
e Each learning algorithm dictates a certain model that comes with a set of assumptions.
e By suitably combining multiple base learners then, accuracy can be improved.
There are basically two questions here:
1. How do we generate base-learners that complement each other?
2. How do we combine the outputs of base-learners for maximum accuracy?

1.1. Generating Diverse Learners
o Different Algorithms
e We can use different learning algorithms to train different base-learners.
e For example, one base-learner may be parametric and another may be nonparametric.

Different Hyperparameters
e We can use the same learning algorithm but use it with different hyperparameters.
o Examples are the number of hidden units in a multilayer perceptron, k in k-nearest neighbor, error
threshold in decision trees, the kernel function in support vector machines, and so forth.

Different Input Representations

e Separate base-learners may be using different representations of the same input object or event,
making it possible to integrate different types of sensors/measurements/modalities.

e Sensor fusion where the data from different sensors are integrated to extract more information for a
specific application.

e To Combine more sources to find the right set of images; this is also sometimes called

e multi-view learning multi-view learning.

e Even if there is a single input representation, by choosing random subsets

e from it, we can have classifiers using different input features; this is called the random subspace
method.

Different Training Sets
e Another possibility is to train different base-learners by different subsets of the training set.
e This can be done randomly by drawing random training sets from the given sample; this is called
bagging.
e Or, the learners can be trained serially. Examples are boosting and cascading

2. Model Combination Schemes
e There are also different ways the multiple base-learners are combined to generate the final output:

e Multiexpert combination methods have base-learners that work in parallel. These methods can in
turn be divided into two:



Global Approach : In the global approach, also called learner fusion, given an input, all base-learners
generate an output and all these outputs are used.

Examples are voting and stacking.

Local Approach : In the local approach, or learner selection, for example, in mixture of experts, there
is a gating model, which looks at the input and

chooses one (or very few) of the learners as responsible for generating the output.

Multistage combination methods use a serial approach where the next combination base-learner is
trained with or tested on only the instances where the previous base-learners are not accurate
enough.

Let us say that we have L base-learners.

We denote by dj(x) the prediction of base-learner Mj given the arbitrary dimensional input x.

In the case of multiple representations, each Mj uses a different input representation
Xj .
The final prediction is calculated from the predictions of the base-learners:
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where f (+) is the combining function with @ denoting its parameters.

When there are K outputs, for each learner there are dji(x),i=1,...,K,j=1,...,L, and, combining
them, we also generate K values, yi,i =1, ..., K and then for example in classification, we choose the
class with the maximum yi value:

Choose C; if y; = Iﬁai‘:{yk

Figure 17.1 Base-learners are d; and their outputs are combined using f(-).
This is for a single output; in the case of classification, each base-learner has K
outputs that are separately used to calculate y;, and then we choose the maxi-
mum. Note that here all learners observe the same input; it may be the case that
different learners observe different representations of the same input object or
evernt.



3. Voting

The simplest way to combine multiple classifiers is by voting, which corresponds

to taking a linear combination of the learners.

This is also known as ensembles and linear opinion pools.

Linear Option Pools : In the simplest case, all learners are given equal weight and we have simple
voting that corresponds to taking an average.

Table 17.1 Classifier combination rules

Rule Fusion function f(-)

Sum Vi = 1 Sy dii

Weighted sum | y; = 3> ;widj,w; = 0,3 ;w; =
Median Vi = median;d;;

Minimum ¥i = min; dj;

Maximum Vi = max; d;

Product vi =[1;dji

Table 17.2 Example of combination rules on three learners and three classes

Rules :

G | G C3
dh 0.2 | 0.5 0.3
ds 0.0 |06 |04
ds 04|04 0.2
Sum 0.2 | 0.5 0.3

Median 0.2 | 0.5 0.4
Minimum | 0.0 | 0.4 0.2
Maximum | 0.4 | 0.6 0.4
Product 0.0 | 0.12 | 0.032

Median rule is more robust to outliers; minimum and maximum rules are pessimistic and optimistic,
respectively.

With the product rule, each learner has veto power; regardless of the other ones, if one learner has
an output of 0, the overall output goes to 0.

Note that after the combination rules, yi do not necessarily sum up to 1.
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In weighted sum, dji is the vote of learner j for class Ci and wj is the weight of its vote. Simple voting
is a special case where all voters have equal weight, namely, wj = 1/L.

Plurality Voting: Plurality voting where the class having the maximum number of votes is the winner.
When there are two classes, this is majority voting where the winning class gets more than half of the
votes.

Weighted Voting Scheme : If the voters can also supply the additional information of how much they
vote for each class, then after normalization, these can be used as weights in a weighted voting
scheme.

In the case of regression, simple or weighted averaging or median can be used to fuse the outputs of
base-regressors.

Bayesian combination model :

Voting schemes can be seen as approximations under a Bayesian framework with weights
approximating prior model probabilities, and model decisions approximating model-conditional
likelihoods.

P(Ci|x) = > P(Ci|x, M;)P(M;)
all models M;

We only choose a subset for which we believe P(M;j ) is high, or we can have another Bayesian step
and calculate P(Mj|X), the probability of a model given the sample, and sample high probable
models from this density.

The independent two class classifiers with success probability higher than 1/2, namely, better than
random guessing, by taking a majority vote, the accuracy increases as the number of voting
classifiers increases.

Let us assume that dj are iid with expected value E[dj] and variance Var(dj ), then when we take a
simple average with wj = 1/L, the expected value and variance of the output are
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o We see that the expected value does not change, so the bias does not change.
e Butvariance, and therefore mean square error, decreases as the number of independent voters, L,
increases.

Var(y) = é\far ddj| = Li [Z Var(d;) +2> > Cm-‘{dj,d,-}—l
J L J Joi<j J
e The further decrease in variance is possible if the voters are not independent but negatively
correlated.
e The error then decreases if the accompanying increase in bias is not higher.
e Voting has the effect of smoothing in the functional space and can be thought of as a regularizer with
a smoothness assumption on the true function.
e We vote over models with high variance and low bias so that after combination, the bias remains
small and we reduce the variance by averaging.
4. Ensemble Learning
o Ensemble methods are techniques that aim at improving the accuracy of results in models by
combining multiple models instead of using a single model.
o The combined models increase the accuracy of the results significantly.
e This has boosted the popularity of ensemble methods in machine learning.
e Ensemble methods fall into two broad categories, i.e., sequential ensemble techniques and parallel
ensemble techniques.
e Sequential ensemble techniques generate base learners in a sequence, e.g., Adaptive Boosting
(AdaBoost).
e The sequential generation of base learners promotes the dependence between the base learners.
o The performance of the model is then improved by assigning higher weights to previously
misrepresented learners.
e In parallel ensemble techniques, base learners are generated in a parallel format, e.g., random
forest.
e Parallel methods utilize the parallel generation of base learners to encourage independence
between the base learners.
o The independence of base learners significantly reduces the error due to the application of
averages.

Ensemble
Methods

Bagging Boosting
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5. Bagging:

e Bagging is a voting method whereby base-learners are made different by training them over slightly
different training sets.

e Generating L slightly different samples from a given sample is done by bootstrap, where given a
training set X of size N, we draw N instances randomly from X with replacement.

e [tis possible that some instances are drawn more than once and that certain instances

e arenotdrawn atall.

o The samples are similar because they are all drawn from the same original sample, but they are also
slightly different due to chance.

e The base-learners dj are trained with these L samples Xj .

Unstable algorithm:
e Alearning algorithm is an unstable algorithm if small changes in the training set causes a large
difference in the generated learner.
e Bagging - bootstrap aggregating:
o Uses bootstrap to generate L training sets, trains L base-learners using an unstable learning
procedure,
o During testing, takes an average.
e Bagging can be used both for classification and regression.
e Regression - Can take the median instead of the average when combining predictions.
e An algorithm is stable if different runs of the same algorithm on resampled versions of the same
dataset lead to learners with
¢ high positive correlation.
e Algorithms such as decision trees and multilayer perceptrons are unstable.
o Nearest neighbor is stable, but condensed nearest neighbor is unstable.
e Ifthe original training set is large, then we may want to generate smaller sets of size N' <N from
them using bootstrap, since otherwise the bootstrap replicates Xj will be
e too similar, and dj will be highly correlated.
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6. Boosting:

e In boosting, we try to generate complementary base-learners by training the next learner

e on the mistakes of the previous learners.

e The original boosting algorithm combines three weak learners to generate a strong

e learner.

Weak learner:

o A weaklearner has error probability less than 1/2, which makes it better than random
guessing on a two-class problem, and a strong learner has arbitrarily small error probability.

e Given a large training set, we randomly divide it into three.

e We use X; and train d;. We then take X, and feed it to d:.

e We take all instances misclassified by d; and also as many instances on which d; is correct

e from Xy, and these together form the training set of d..

e We then take X3 and feed it to d1 and da.

e The instances on which d: and d; disagree form the training set of ds.

e During testing, given an instance, we give it to d1 and dy; if they agree, that is the response,
otherwise the response of ds is taken as the output.

e The overall system has reduced error rate.

e The error rate can arbitrarily be reduced by using systems recursively, that is, a boosting system of
three models used as d; in a higher system.

Disadvantage :
e Itrequires a very large training sample.

e The sample should be divided into three and furthermore, the second and third classifiers



e are only trained on a subset on which the previous ones.
AdaBoost:

e Adaptive boosting - that uses the same training set over and over and thus need not be large, but
the classifiers should be simple so that they do not overfit.
e AdaBoost can also combine an arbitrary number of base learners, not three.

It works in the following steps:

e Initially, Adaboost selects a training subset randomly.

e Ititeratively trains the AdaBoost machine learning model by selecting the training set based on the
accurate prediction of the last training.

e Itassigns the higher weight to wrong classified observations so that in the next iteration these
observations will get the high probability for classification.

e Also, It assigns the weight to the trained classifier in each iteration according to the accuracy of the
classifier. The more accurate classifier will get high weight.

o This process iterate until the complete training data fits without any error or until reached to the
specified maximum number of estimators.

e To classify, perform a "vote" across all of the learning algorithms we built.

. Updated Weighted Updated Weighted
Crignal Datasnt 01 Training Dataset, D2 Training Dataset, D3
¥ . 4 ¥
Model-1 Model-2 Model-3
(lteration-1) (lteration-2) (Iteration-3)
¥ . 4 ¥

Predictions on Same Predictions on Predictions on
Training Data D1 Weighted Data, D2 Weighted Data, D3




Training:

For all {x',r'}., € X, initialize p} = 1/N

For all base-learners j=1,...,L
Randomly draw X; from X with probabilities p_’,—
Train d; using X;
For each (x',r!), calculate y} — d;(x")
Calculate error rate: €; — X, pj - Ly} #r')
If€; > 1/2, then L — j —1; stop
Bj —€;/(1~-¢j)
For each (x',r"), decrease probabilities if correct:

If}’} =r', then pji+l - ﬁ.fp_ti Else pji+1 - p_i;'

MNormalize probabilities:

Zj— 2t I’}-li F"}—l - I’;ﬂfrzj

Testing:
Given x, calculate d;(x),j=1,...,L
Calculate class outputs,i=1,...,K:

yi = Xy (log 5-) dji(x)

Figure 17.2 AdaBoost algorithm.

Many variants of AdaBoost have been proposed; here, we discuss the
original algorithm AdaBoost.M1 (see figure 17.2). The idea is to modify
the probabilities of drawing the instances as a function of the error. Let
us say pj- denotes the probability that the instance pair (x',r") is drawn
to train the jth base-learner. Initially, all p] = 1/N. Then we add new



base-learners as follows, starting from j = 1: €; denotes the error rate
of dj. AdaBoost requires that learners are weak, that is, €; < 1/2, ¥ j; if
not, we stop adding new base-learners. Note that this error rate is not
on the original problem but on the dataset used at step j. We define
Bi = €;/(1 —€j) < 1, and we set p;,, = B;p; if d; correctly classifies
x'; otherwise, p|,, = p}. Because p’ ., should be probabilities, there is a
normalization where we divide p_',-H by > ; pf,-+1, s0 that they sum up to 1.
This has the effect that the probability of a correctly classified instance
is decreased, and the probability of a misclassified instance increases.
Then a new sample of the same size is drawn from the original sample
according to these modified probabilities, pj-ﬂ, with replacement, and is
used to train dj41.

This has the effect that d;,; focuses more on instances misclassified
by d;; that is why the base-learners are chosen to be simple and not accu-
rate, since otherwise the next training sample would contain only a few
outlier and noisy instances repeated many times over. For example, with
decision trees, decision stumps, which are trees grown only one or two
levels, are used. So it is clear that these would have bias but the decrease
in variance is larger and the overall error decreases. An algorithm like the
linear discriminant has low variance, and we cannot gain by AdaBoosting
linear discriminants.

Once training is done, AdaBoost is a voting method. Given an instance,
all d; decide and a weighted vote is taken where weights are proportional
to the base-learners’ accuracies (on the training set): w; = log(1/8;). Fre-
und and Schapire (1996) showed improved accuracy in twenty-two bench-
mark problems, equal accuracy in one problem, and worse accuracy in
four problems.

e The success of AdaBoost is due to its property of increasing the margin.
o [fthe margin increases, the training instances are better separated and an error is less likely.

7. Stacking:
e The steps of Stacking are as follows:
e We use initial training data to train m-number of algorithms.
o Using the output of each algorithm, we create a new training set.
e Using the new training set, we create a meta-model algorithm.
o Using the results of the meta-model, we make the final prediction. The results are combined using
weighted averaging.
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Stacking mainly differ from bagging and boosting on two points. First stacking often considers
heterogeneous weak learners whereas bagging and boosting consider mainly homogeneous weak
learners.

Second, stacking learns to combine the base models using a meta-model whereas bagging and
boosting combine weak learners following deterministic algorithms.

How stacking works?

We split the training data into K-folds just like K-fold cross-validation.

A base model is fitted on the K-1 parts and predictions are made for Kth part.

We do for each part of the training data.

The base model is then fitted on the whole train data set to calculate its performance on the test set.
We repeat the last 3 steps for other base models.

Predictions from the train set are used as features for the second level model.

Second level model is used to make a prediction on the test set.

Data - The Dataset to be used is split into training and testing data into n folds. This is achieved by
repeated n-fold cross-validation, a technique to guarantee the efficient performance of the model.
Fitting data to base model - Based on the above n-fold data, the first fold is assigned to the base
model, and the output is generated. This is done for all n folds for all the base models.

Level 1 model - Now that we have the results for the base models, we train the level 1 model.

Final prediction - Predictions based on the level 1 model are used as the features for the model, and
then they can be tested on the test data for the final results of the stack model

8. Unsupervised Learning:

Unsupervised Learning Algorithms allow users to perform more complex processing tasks
compared to supervised learning.

Although, unsupervised learning can be more unpredictable compared with other natural learning
methods.

Unsupervised learning algorithms include clustering, anomaly detection, neural networks, etc.

Supervised Learning Unsupervised Learning

It uses known and labeled data as input [t uses unlabeled data as input



It has a feedback mechanism It has no feedback mechanism

The most commonly used supervised The most commonly used unsupervised
learning algorithms are: learning algorithms are:

o Decision tree e K-means clustering

e Logistic regression e Hierarchical clustering

e Support vector machine e Apriori algorithm

9. K-means Clustering:
K-means is a data clustering approach for unsupervised machine learning that can separate unlabeled
data into a predetermined number of disjoint groups of equal variance - clusters - based on their

similarities.
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e Step 1: First, we need to provide the number of clusters, K, that need to be generated by this
algorithm.

e Step 2: Next, choose K data points at random and assign each to a cluster. Briefly, categorize the data
based on the number of data points.

e Step 3: The cluster centroids will now be computed.

e Step 4: Iterate the steps below until we find the ideal centroid, which is the assigning of data points
to clusters that do not vary.

e 4.1 The sum of squared distances between data points and centroids would be calculated first.

e 4.2 At this point, we need to allocate each data point to the cluster that is closest to the others
(centroid).

e 4.3 Finally, compute the centroids for the clusters by averaging all of the cluster’s data points.



K-means implements the Expectation-Maximization strategy to solve the problem.

Let us say we have an image that is stored with 24 bits/pixel and can have up to 16 million colors.
Assume we have a color screen with 8 bits/pixel that can display only 256 colors.

We want to find the best 256 colors among all 16 million colors such that the image using only the
256 colors color quantization in the palette looks as close as possible to the original image. This is
color quantization where we map from high to lower resolution.

The aim is to map from a continuous space to a discrete space; this process is called vector
quantization.

If we quantize uniformly, it wastes the colormap by assigning entries to colors not existing in the
image.

Eg: If the image is a seascape, we expect to see many shades of blue and maybe no red.

The colormap entries should reflect the original density.

Reference Vectors:

Let us say we have a sample of X = ix’]';":l_ We have k reference
vectors, my, j = 1,..., k. In our example of color quantization, x° are the
image pixel vialues in 24 bits and m; are the color map entries also in 24
bits, with k = 256.

m; - values
xt— pixels

M - colour map

[laf — mmy| = m}inllx‘ — |l

Codebook vectors:

Instead of the original data value, we use the closest value we have in the alphabet of reference
vectors. m; are also called codebook vectors or code words, because this is a process of
encoding/decoding.

Going from x; to i is a process of encoding the data using the codebook of m;,i=1, ..., kand, on the
receiving end, generating m; from i is decoding. Quantization also allows compression.
Eg: 24 bits to 8 bits

Let us see how we can calculate my: When x° 15 represented by my, there
15 an error that is proportional to the distance, |x* — my|. For the new
image to look like the original image, we should have these distances as

peconsTRUCTION  small as possible for all pivels. The total reconstruction ervor is defined

ERROR  yg

(73 E(img 10 = ¥ Y blx" - my?
r I

where

. 1 if &' - my|| = min, x" - my
",-' [ — _f .|I
(74) b | 0 otherwise
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k-MEANS CLUSTERING

(7.5)

The best reference vectors are those that minimize the total reconstruc-
tion error. b} also depend on m;, and we cannot solve this optimization
problem analytically. We have an iterative procedure named k-means
clustering for this: First, we start with some py initalized randomly.
Then at each iteration, we first use equation 7.4 and calculate b] for all
x', which are the estimated labels; if b is 1, we say that x' belongs to the
group of m;. Then, once we have these labels, we minimize equation 7.3.
Taking its derivative with respect to m; and setting it to 0, we zet

_ Zibixt
by

The reference vector is set to the mean of all the instances that it rep-
resents. Mote that this is the same as the formula for the mean in equa-
tion 7.2, except that we place the estimated labels b} in place of the labels
#;. This is an iterative procedure because once we calculate the new my,
b} change and need to be recalculated, which in turn affect m;. These two
steps are repeated until my stabilize (see figure 7.2). The pseudocode of
the k-means algorithm is given in figure 7.3,

One disadvantage is that this is a local search procedure, and the fi-
nal my; highly depend on the imitial m;. There are various methods for
imitialization:

my

m We can simply take randomly selected k instances as the initial m;.

m The mean of all data can be calculared and small random vectors may
be added to the mean to get the k initial m;.
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Figure 7.2 Evolution of k-means. Crosses indicate center positions. Data points
are marked depending on the closest center.

e We can calculate the principal component, divide its range into k equal intervals, partitioning the
data into k groups, and then take the means of these groups as the initial centers.

o There are also algorithms for adding new centers incrementally or deleting empty leader cluster
ones.

e Inleader cluster algorithm, an instance that is far away algorithm from existing centers causes the
creation of a new center at that point

Imitialize m;,1 = 1,...,k, for example, to k random x'
Repeat
For all x* = X
pe . § 1 f Il —myll = miny Ix* — my]|
71 0 otherwise
Forall mp,i=1,....k
my — 3, bixt[ 3, b}
Until m; converge

Figure 7.3 Ek-means algorithm.

10. Instance Based Learning : KNN

o Instance based learning is a supervised classification learning algorithm that performs operation
after comparing the current instances with the previously trained instances, which have been
stored in memory.

e Its name is derived from the fact that it creates assumption from the training data instances.

e Components of Instance Based Learning Framework

o The framework requires three components: Similarity function, Classification function, and Concept
Description Updater.



e Similarity Function: This computes similarity between a training instance the instances in the CD ata
certain point in time. Similarities are numeric-valued.
« Classification Function: Given a new instance, it gives us the classification for that instance, based on the
values coming from the similarity function, instances in the CD and performance of these instances in
classification so far.
» Concept Description Updater: Maintains record of classification performance and decides which instances
to include in the CD.
Some of the instance-based learning algorithms are :

e K Nearest Neighbor (KNN)

e Self-Organizing Map (SOM)

e Learning Vector Quantization (LVQ)

e Locally Weighted Learning (LWL)

e (ase-Based Reasoning

The Nearest Neighbor Classifier
e The most commonly used instance-based classification method is the nearest neighbor method.
e In this method, the nearest k instances to the test instance are determined.
e Then, a simple model is constructed on this set of k nearest neighbors in order to determine the
class label.
o Binary class
o Multi label class



0. Look at the data
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Say you want to classify the grey point
into a class. Here, there are three potential
classes - lime green, green and orange.

2. Find neighbours
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Next, find the nearest neighbours by
ranking points by increasing distance. The
nearest neighbours (NNs) of the grey
point are the ones closest in dataspace.
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Start by calculating the distances between
the grey point and all other points.

3. Vote on labels
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Vote on the predicted class labels based
on the classes of the k nearest neigh-
bours. Here, the labels were predicted
based on the k=3 nearest neighbours.
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The K-NN working can be explained on the basis of the below algorithm:

Step-1: Select the number K of the neighbors

Step-2: Calculate the Euclidean distance of K number of neighbors
Step-3: Take the K nearest neighbors as per the calculated Euclidean distance.



Step-4: Among these k neighbors, count the number of the data points in each category.
Step-5: Assign the new data points to that category for which the number of the neighbor is maximum.
Step-6: The model is ready.

o Firstly, we will choose the number of neighbors, so we will choose the k=5.

o Next, we will calculate the Euclidean distance between the data points.

e The Euclidean distance is the distance between two points, which we have already studied in
geometry. It can be calculated as:

>

A v F

*e
** o
*

:

L]

* \4 :

Category B '

¢ ¢ Y ALY) :
:

B{X2Y2)
Y2

4 ¢  NewData
¢ ¢ ¢ point

L 4

¢ x x >
Category A ! ? 0

@ Euclidean Distance between A and Bz = _/(X2-X1)2+{Y2-Y1)?

e By calculating the Euclidean distance we got the nearest neighbors, as three nearest neighbors in
category A and two nearest neighbors in category B.

e Consider the below image:

e As we can see the 3 nearest neighbors are from category A, hence this new data point must belong
to category A.
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e Kvalue indicates the count of the nearest neighbors.

e We have to compute distances between test points and trained labels points.

e Updating distance metrics with every iteration is computationally expensive, and so KNN is a lazy
learning algorithm.

o Ifwe proceed with K=3, then we predict that test input belongs to class B, and if we continue with
K=7, then we predict that test input belongs to class A.

Optimal K-Value:
o There are no pre-defined statistical methods to find the most favorable value of K.



e |nitialize a random K value and start computing.

e Choosing a small value of K leads to unstable decision boundaries.

e The substantial K value is better for classification as it leads to smoothening the decision
boundaries.

e Derive a plot between error rate and K denoting values in a defined range.

e Then choose the K value as having a minimum error rate.

e (alculating distance: The first step is to calculate the distance between the new point and each
training point. There are various methods for calculating this distance, of which the most commonly
known methods are — Euclidian, Manhattan (for continuous) and Hamming distance (for
categorical).

e Euclidean Distance: Euclidean distance is calculated as the square root of the sum of the squared
differences between a new point (x) and an existing point (y).

e Manhattan Distance: This is the distance between real vectors using the sum of their absolute
difference.

o Hamming Distance: It is used for categorical variables. If the value (x) and the value (y) are the
same, the distance D will be equal to 0 . Otherwise D=1.

11. Gaussian mixture models and Expectation maximization

A Generative View of Clustering

® Last time: hard and soft k-means algorithm

@ Today: statistical formulation of clustering — principled, justification for
updates

@ We need a sensible measure of what it means to cluster the data well

» This makes it possible to judge different methods
» It may help us decide on the number of clusters

@ An obvious approach is to imagine that the data was produced by a
generative model

» Then we adjust the model parameters to maximize the probability that
it would produce exactly the data we observed




@ We model the joint distribution as,

p(x,z) = p(x|z)p(2)

@ But in unsupervised clustering we do not have the class labels z.

@ What can we do instead?

p(x) =D p(x,2) = D _ p(x|2)p(2)

@ [his is a mixture model

Gaussian Mixture Model (GMM)

Most common mixture model: Gaussian mixture model (GMM)

@ A GMM represents a distribution as

K
p(x) =D mN (x|, T)

k=1

with 7, the mixing coefficients, where:

K
Zﬂ'k:]. and m, >0 Vk
k=1

@ GMM is a density estimator

@ GMMs are universal approximators of densities (if you have enough
Gaussians). Even diagonal GMMs are universal approximators.

@ In general mixture models are very powerful, but harder to optimize




Visualizing a Mixture of Gaussians — 1D Gaussians

@ If you fit a Gaussian to data:
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@ Now, we are trying to fit a GMM (with K = 2 in this example):

Mixture Model Data Samples (nSamp = 500)
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Fitting GMMs: Maximum Likelihood

@ Maximum likelihood maximizes

Inp(X|m, 1, 5) = 3 I (Z TN (X zk))

n=1 k=1

w.rt © = {m, g, Lp}
@ Problems:
» Singularities: Arbitrarily large likelihood when a Gaussian explains a
single point
» ldentifiability: Solution is invariant to permutations
» Non-convex

Latent Variable

@ Our original representation had a hidden (latent) variable z which would
represent which Gaussian generated our observation x, with some probability

@ Let z ~ Categorical(w) (where 7 >0, >, m =1)
@ Then:

K
p(x) = > plx,z = k)

1
Lp(z = klg(x\z = kl
Vome Nl Ee)

k=
K
k=

@ This breaks a complicated distribution into simple components - the price is
the hidden variable.




Latent Variable Models

Some model variables may be unobserved, either at training or at test time,
or both

If occasionally unobserved they are missing, e.g., undefined inputs, missing
class labels, erroneous targets

Variables which are always unobserved are called latent variables, or
sometimes hidden variables

We may want to intentionally introduce latent variables to model complex
dependencies between variables — this can actually simplify the model

Form of divide-and-conquer: use simple parts to build complex models

In @ mixture model, the identity of the component that generated a given
datapoint is a latent variable

Back to GMM

A Gaussian mixture distribution:

K
p(x) = D miN (x|, Tk)

k=1

We had: z ~ Categorical(w) (where m >0, > m=1)
Joint distribution: p(x,z) = p(z)p(x|z)
Log-likelihood:

N
O(m, 1, X) = In p(X|m, 1, T) = Y In p(x()|, s, X)

n=1

N K
=Y In Y p(x| 2"; p, T)p(2")| )
n=1 zlnl=1

Note: We have a hidden variable z{" for every observation
General problem: sum inside the log

How can we optimize this?



Maximum Likelihood

n=1

He =

T =

o If we knew z(" for every x("), the maximum likelihood problem is easy:

N N
U, B) = D Inp(x, 20w, p, £) = 3 In p(x)] 207; 1, T)+n p(27)] )

n=1

@ We have been optimizing something similar for Gaussian bayes classifiers

@ We would get this (check old slides):

E:"zl 1[ziﬂ}=k] x("

N

En=1 l[z(”}zk]

> met Leto—ig (X = ) (X = pug) T
N

1
- 1

Z [Z(“):k]
N —

Intuitively, How Can We Fit a Mixture of Gaussians?

@ Optimization uses the Expectation Maximization algorithm, which alternates

between two steps:

1. E-step: Compute the posterior probability over z given our current
model - i.e. how much do we think each Gaussian generates each

datapoint.

2. M-step: Assuming that the data really was generated this way, change
the parameters of each Gaussian to maximize the probability that it
would generate the data it is currently responsible for.
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Relation to k-Means

@ The K-Means Algorithm:

1. Assignment step: Assign each data point to the closest cluster
2. Refitting step: Move each cluster center to the center of gravity of the
data assigned to it

@ The EM Algorithm:
1. E-step: Compute the posterior probability over z given our current
model

2. M-step: Maximize the probability that it would generate the data it is
currently responsible for.

@ Elegant and powerful method for finding maximum likelihood solutions for
models with latent variables
1. E-step:

» In order to adjust the parameters, we must first solve the inference
problem: Which Gaussian generated each datapoint?
» We cannot be sure, so it's a distribution over all possibilities.

W = p(" = kx7; 7,0, 7)
2. M-step:

» Each Gaussian gets a certain amount of posterior probability for each
datapoint.

» We fit each Gaussian to the weighted datapoints

» We can derive closed form updates for all parameters




Remember that optimizing the likelihood is hard because of the sum inside
of the log. Using © to denote all of our parameters:

{((X,0) = Z log(P(x(); ©)) = Z log (Z P(x), () = j; @))

We can use a common trick in machine learning, introduce a new
distribution, g:

)z( _
(x.0) =3 o (Z g =) 9))

Now we can swap them! Jensen's inequality - for concave function (like log)

F(E[) = £ (Z p,-x,-) > 7 pif () = EIF()]
Applying Jensen's,

Zlog ZqJP(x _Je) >qujlog(P(x qj_;e))

Maximizing this lower bound will force our likelihood to increase.

But how do we pick a g; that gives a good bound?




@ We got the sum outside but we have an inequality.

P x(f),z(f.) =j: 0
E(X,@)EZqulog( ( : J ))
i J

dj

@ Lets fix the current parameters to ©° and try to find a good g;
@ What happens if we pick q; = p(z() = jx(1), @°ld)?

p(ﬁg’i;[j:ﬂjglm) = P(x(); ©°) and the inequality becomes an equality!
@ We can now define and optimize

Q(O) = ZZp(z(f} = j|x(), ©°) log (P(x("),z(") = J @))
o

= EP{Z{’.) |x(.-},e.,;d)[log (P(x(f)! z(f); 9))]

@ We ignored the part that doesn't depend on ©
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o Conceptually: We don't know z(7) so we average them given the
current model.

@ Practically: We define a function
Q(©) = Ep(,0)x() oy [log (P(x(),2(1); ©))] that lower bounds the
desired function and is equal at our current guess.

@ If we now optimize © we will get a better lower bound!

log(P(X|©°7)) = Q(&°) < Q(8") < P(P(X|©""))

@ We can iterate between expectation step and maximization step and
the lower bound will always improve (or we are done)

Visualization of the EM Algorithm

Inp(X|0)

L(q,0)

\

gold guew

@ The EM algorithm involves alternately computing a lower bound on the log
likelihood for the current parameter values and then maximizing this bound
to obtain the new parameter values.



General EM Algorithm

1. Initialize @°/d

2. E-step: Evaluate p(Z|X,©°“) and compute

Q(©,0°) =) " p(Z|X,©°)Inp(X,Z|©)

3. M-step: Maximize
enew = arg mea)( 0(91 eald}

4. Evaluate log likelihood and check for convergence (or the parameters). If
not converged, @°d — @"w  Go to step 2

GMM E-Step: Responsibilities

Lets see how it works on GMM:

@ Conditional probability (using Bayes rule) of z given x

p(z = k)p(x|z = k)
p(x)
p(z = k)p(x|z = k)
> plz = j)p(xlz = j)
kN (x| i, )
Y mN (X, X))

e =plz = klx) =

@ -, can be viewed as the responsibility of cluster k towards x



GMM E-Step

@ Once we computed q/f:]

likelihood

= p(z{) = k|x()) we can compute the expected

Ep(z0x) [Z_ Iog(P(x"'hz“He))]
_ Z Z (q{j) ;og(P(z" = k|©)) + log(P(x|z1) = ‘ﬂ@)))
_ Z Z oy (Iog(ﬂ'k) + log(N(x); g, Ek)))
— Z Zw) log(m) + Z qu Y log(N (x; i, )

@ We need to fit k Gaussians, just need to weight examples by ~,

GMM M-5Step

@ Need to optimize
DDk log(me) + 30> 1og(W(x; uk, T4))
ki ki

@ Solving for pux and Xy is like fitting k separate Gaussians but with weights
()
Vi -

@ Solution is similar to what we have already seen:

e = zw 2

1 n n n
Lo = N—kai ) — ) (X = i)
n=1
N
N, ) n
Tk = N with Nk:E “‘f;;()

n=1



EM Algorithm for GMM

@ Initialize the means p, covariances X, and mixing coefficients

@ lterate until convergence:
» E-step: Evaluate the responsibilities given current parameters

N (x| e, )
S N (x|, )

» M-step: Re-estimate the parameters given current responsibilities

% = p(z"x) =

1 = ()
_ _Z n), (n)

0 N — T X

1 N
o= 2 =) — )T

n=1
N

A& . f

Tk = E with Nk:E '}f::{)

n=1

» Evaluate log likelihood and check for convergence

Inp(X|m, g1, T) = ) "In (Z N (x| Zk))

n=1 k=1

[+




