UNIT Il PROBABILISTIC REASONING
Acting Under Uncertainty

[1 When an agent knows enough facts about its environment, the logical plans and
actions produces a guaranteed work.

[1 Unfortunately, agents never have access to the whole truth about their environment.
Agents act under uncertainty.
[Without full knowledge about the environment, taking decisions are difficult or it
will go wrong.]

Nature of Uncertain Knowledge

[1 The Diagnosis: medicine, automobile repair, or whatever is a task that almst always
involves uncertainty.

[ Let us try to write rules for dental diagnosis using first-order logic, so that we can see
how the logical approach breaks down. Consider the following rule:

Vp symptom(p, Toothache) = Disease(p, Cavity)

(1 The problem is that this rule is wrong.
[0 Not all the patients with toothaches have cavities; some of them have gum disease,
swelling, or one of several other problems

Vp Symptom(p, Toothache)
= Diseae(p, Cavity)vDisease(p, GumDisease)vDisease(p, Swelling) ...

[1 To make the rule true, we have to add almost unlimited list of possible causes.
[0 We could try a casual rule:

Vp Disease(p, Cavity) = Symptom(p, Toothache)

0 But this rule is also not right either; not all cavities cause pain
[0 Toothache and a Cavity are unconnected, so the judgement may go wrong.
[ This is a type of the medical domain, as well as most other judgmental domains: law,
business, design, automobile repair, gardening, dating, and so on.
(1 Three main reasons of failures
I.  Laziness- we are too much lazy to represent all antecedants/consequents (this
is our inability, we don’t know all the reasons of toothache.)
ii.  Theoritical ignorance- there is no complete knowledge( we don’t know the
exact reason/ all the reasons of toothache.
iii.  Practical ignorance- not all tests can be run (we cant take all test to determine
the problem)
[J The agent take action, only a degree of belief relevant sentences.
) Our main tool for dealing with degrees of belief will be probability theory.
(1 The Probability assigns to each sentence a numerical degree of belief between 0 and
1.
[ Probability theory provides a way of summarizing the uncertainty that come from the
laziness & ignorance.
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Uncertainty and rational decisions (we have uncertainty but still we want to take rational
decisions)

[0 Example : Automated taxi
i. Plan 1(Aqp) — Leave 90 mins early
ii.  Plan 2((A1g0) — Leave 180 mins early
iii.  Plan 3(A1440)- Leave 24 hours early

We have to evaluate the plan. Inorder to overcome, | have to evaluate the problem using
utility values ( timely arrival, whether my ride was legal, whether the ride was comfortable,
whether it is safe ride)

Based on this we have to make rational decisions. We will leave that decision to decision
theory , it will make the use of probability theory and utility theory. So, preferences will be
given for utility values.

[1 Preferences, as expressed by utilities, are combined with probabilities in the general
theory of rational decisions called decision theory:

Decision theory = probability theory + utility theory.

[J Decision theory combines the agent’s beliefs and desires, defining the best action as
the one that maximizes expected utility. (i.e, not all the time the utility values are
satisfied, but we have to maximize the expected utilities).

function DT-AGENT(percept) returns an action
persistent: belief_state, probabilistic beliefs about the current state of the world
action, the agent’s action

update belief state based on action and percept
calculate outcome probabilities for actions,

given action descriptions and current belief_state
select action with highest expected utility

given probabilities of outcomes and utility information
return action

A decision-theoretic agent that selects rational actions.

Basic Probability Notation

[1 Sample space- the set of all possible worlds (one instance is known as possible
world)
For example: two dice are rolled — 36 possible worlds (if | enumerate them | have
(1,1) (1,2...(1,6), (2,1)....(6,6). 6*6 options total 36. These 36 instances are called 36
possible worlds)

U Probability model- associates a numerical probability with each possible world
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0 < P(w) < 1 for every w and Z Plw) = 1.

wel)

(In this example all events are equally likely, so there is no biasing for any instance,
So we can say that the probability of each event is 1/36. Assigning this probability to a
particular possible world is govern by this probability model)

W is representing one of the possible world, probability of any world will lie between
0 and 1. OCrepresent impossible event, 1[represent certain event. So, it is true always for
every w, & the summation of probability of all the possible world will 1. (we have 36 events
each wit probability 1/36 , so summation is 1)

Unconditional Probability/ Prior Probability

[0 For example, rolling the 2 dices and they add up to 11( which instance will add 1115
& 6 or 6 & 5. And their probability is 1/36 +1/36 i.e 2/36] 1/18)

P(Total = 11) = P((5,6)) + P((6,5)) = 1/36 + 1/36 = 1/18.

Conditional Probability/Posterior Probability

[0 For example, rolling the two dices given that the first die is a 5, (this condition is
imposed here, P(5,6)|die; = 5)

. P (doubles |Die, = 5)

[0 Mathematically, conditional probability is given by, (find probability of A given B
that is already occurred.

P(a|b) = ————

which holds whenever P(b) > 0. For example,

P(doubles N\ Die; = 5)

P(doubles | Die; = 5) = P(Dier = 5)

Product rule

P(a Ab) = P(a|b)P(b).
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Random variables — variables in probability theory are called random variables.(we don’t
know the exact occurance of those variables, tat’s why we call them as random variables.)

Domain- Each variable will have domain
(we have our syntax of logical statement inorder to represent our knowledge)

Example: “The probability that the patient has a cavity, given that she is a teenager with no
toothache, is 0.1 as follows:

P(cavity | -toothache A teen) = 0.1.

Probability distribution

[1 For example, Weather={ sunny, rain, cloudy, snow}

Sometimes we will want to talk about the probabilities of all the possible values of a random
variable. We could write:

P(Weather = sun) = 0.6
P(Weather = rain) = 0.1
P(Weather = cloud) = 0.29
P(Weather = snow) = 0.01,

but as an abbreviation we will allow,

P(Weather) = (0.6,0.1,0.29,0.01) ,

[1 Statement P defines a probability distributions for the random variable Weather.
0 For a continuous variables, P defines the probability density function(pdf)

Probability axioms

[1 Relationship between a proposition and its negation

P(-a) =

£

) + Zwéa‘ P(w) - Zwéa P(w)
W) = D peq P(W)

&
m
)
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Inclusion-exclusion principle

P(a V b) = P(a) + P(b) — P(a A b).

Sum rule
P(AVB)=P(A) + P(B)
Independent event

P(A[B)=P(A)

So, that we have product rule,
P(AAB)=P(A|B). P(B)
=P(A). P(B)

So, this is true for independent events.

Full Joint Probability Distribution

[ Distributions on multiple variables
(1 For example,
[0 Weather= {sunny, rain, cloudy, snow}
[0 Cavity={ cavity, -cavity}
1 Joint Probability distribution of Weather & Cavity
P(W = sun A C = true) = P (W = sun|C = true) P (C = true)
P (W = rain A C = true) = P (W = rain|C = true) P (C = true)
P (W = cloud N\ C = true) = P (W = cloud|C = true) P (C = true)
P (W = snow A C = true) = P (W = snow|C = true) P (C = true)
P(W = sun A C = false) = P(W = sun|C = false) P (C = false)
P (W =rain A C = false) = P(W = rain|C = false) P (C = false)
P (W = cloud A\ C = false) = P (W = cloud|C = false) P (C = false)
P (W = snow A C = false) = P (W = snow|C = false) P (C = false).

Here, Weather & Cavity are the variables. Weather has 4 values & Cavity having 2 values.
What are the possible combination of these variables. Consider (W, C) = 8 combinations.

So, find the probability of distribution on these 2 variables.
One of the instance we have, sunny weather with cavity 7 sunny with no cavity

Similarly, rain with cavity, rain without cavity. So, 4*2=8 combinations possible
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So, every possible world will have some probability. Some possible world will be more
probable i.e) probability will be more, called joint probability.

When you have multiple variables, probability distribution over multiple variables is known
as joint probability.

And if you enlist all the possible world then it becomes, full joint probability distribution.

(1 Can be written as a single equation:

P(Weather, Cavity) = P(Weather | Cavity)P(Cavity) ,

Inference Using Full joint Distributions

[ To study the method for probabilistic inference. So, how to infer a new fact in case of
uncertainty.

[0 When you infer a new fact, that fact will have some probability, because uncertainty
is there.

[1 Given data itself will have a probability

[1 Consider an instance with three variables

toothache —toothache
catch —catch catch =catch
cavity 0.108 0.012 0.072 0.008
—cavity 0.016 0.064 0.144 0.576

A full joint distribution for the T'oothache, Cavity, Catch world.

catch (the dentist’s nasty steel probe catches in my tooth).
The table is fully depicting the joint distribution of these three variables.
Toothache has 2 values, Cavity 2 values, Catch 2 values. Total 8 entries

[1 How to infer the probability of any proposition (new fact).
Here, our new proposition is Cavity or Toothache
Now, what is the probability of Cavity with Toothachel] we can have OR, we
have only Cavity, only Toothache or both

(1 direct way to calculate the probability of any proposition, simple or complex:
simply identify those possible worlds in which the proposition is true and add up
their probabilities. For example, there are six possible worlds in which
Cavity v toothache holds:

P(cavity V toothache) = 0.108 + 0.012 + 0.072 + 0.008 + 0.016 + 0.064 = 0.28.

To compute conditional probabilities

(1 For example, we can compute the probability of a cavity, given evidence of a
toothache, as follows:
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P(cavity A toothache)
P(toothache)
0.108 + 0.012
~ 0.108 + 0.012 + 0.016 + 0.064

P(cavity | toothache) =

0.6.

Just to check, we can also compute the probability that there is no cavity, given a toothache:

P(—cavity A toothache)
P(toothache)

0.016 + 0.064 B
0.108 + 0.012 + 0.016 + 0.064

P(—cavity | toothache) =

0.4.

In order to reduce computation complexity, we can find denominator only once,
because it is repeated.
For that we have a concept of Normalization.

The two values sum to 1.0, as they should. Notice that the term P(toothache) is in the
denominator for both of these calculations. If the variable Clavity had more than two values,
it would be in the denominator for all of them. In fact, it can be viewed as a normalization
constant for the distribution P(Cavity | toothache), ensuring that it adds up to 1. Throughout
the chapters dealing with probability, we use a to denote such constants. With this notation,

we can write the two preceding equations in one:

P (Cavity|toothache) = aP (Cavity, toothache)
= a [P (Cavity, toothache, catch) + P (Cavity, toothache, —catch))
= [(0.108,0.016) + (0.012,0.064)] = a (0.12,0.08) = (0.6,0.4) .

In other words, we can calculate P(Cavity | toothache) even if we don’t know the value of
P(toothache)! We temporarily forget about the factor 1/P(toothache) and add up the values
for cavity and —cavity, getting 0.12 and 0.08. Those are the correct relative proportions, but
they don’t sum to 1, so we normalize them by dividing each one by 0.12 + 0.08, getting the
true probabilities of 0.6 and 0.4. Normalization turns out to be a useful shortcut in many
probability calculations, both to make the computation easier and to allow us to proceed
when some probability assessment (such as P(toothache)) is not available.

Independence

0 Independence between propositions a and b can be written as
P(a|b) = P(a) or P(bla)=P(b) or P(aAb)= P(a)P(d).

[1 Example, add Weather variable in our previous example
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P(toothache, catch, Cavity, Weather)
(1 To find P(toothache, catch, cavity, cloudy), we use the product rule

P(toothache, catch, cavity, cloud)

= P(cloud | toothache, catch, cavity) P(toothache, catch, cavity).

[1 It seems safe to say that the weather does not influence the dental variables.
Therefore, the following assertion seems reasonable

P(cloud | toothache, catch, cavity) = P(cloud).
From this, we can deduce

P(toothache, catch, cavity, cloud) = P(cloud)P(toothache, catch, cavity).

[J Thus, the 32-element table for four variables can be constructed from one 8-element
table and one 4-element table.

Bayes’ Rule and its use

(1 When you have 2 independent events, two forms of product rule
P(a Ab) = P(a|b)P(b) and P(anb) = P(b|a)P(a).

Equating the two right-hand sides and dividing by P(a), we get

P(a|b)P(b)

P(bla) = 5

This equation is known as Bayes' rule (also Bayes’ law or Bayes’ theorem). This simple

equation underlies most modern Al systems for probabilistic inference.

In a task such as medical diagnosis, we often have conditional probabilities on causal
relationships. The doctor knows P(symptoms|disease)) ) and want to derive a diagnosis,

P(disease|symptoms),
For example, a doctor knows that the disease meningitis causes a patient to have a stiff neck,
say, 70% of the time. The doctor also knows some unconditional facts: the prior probability
that any patient has meningitis is 1/50,000, and the prior probability that any patient has a

stiff neck is 1%. Letting s be the proposition that the patient has a stiff neck and m be the

proposition that the patient has meningitis, we have
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P(s|m) = 0.7
P(m) = 1/50000
P(s) = 0.01
P(s|m)P(m) 0.7 x 1/50000

B )= P(s) - 0.01

= 0.0014.

That is, we expect only 0.14% of patients with a stiff neck to have meningitis. Notice that
even though a stiff neck is quite strongly indicated by meningitis (with probability 0.7), the
probability of meningitis in patients with stiff necks remains small. This is because the prior

probability of stiff necks (from any cause) is much higher than the prior for meningitis.

Probabilistic Reasoning
Bayesian Network

(1 Bayesian Network is to represent the dependencies among variables and to give a
brief specification of any full joint probability distribution.
(] Bayesian network is a data structure also called as belief network, probabilistic
network, casual network, all knowledge map.
(1 The extension of Bayesian network is called as a decision network or influence
diagram.
[0 A Bayesian is a directed graph in which each node is annotated with quantitative
probability information.
00 The full specification is a s follows:
[0 A set of random variables makes up the nodes of the network. Variables may
be discrete or continuous.
[1 A set of directed links or arrows connects a pairs of nodes. If there is an
arrow from node X to node Y, X is said to be a parent of Y.
[0 Each node X has a conditional probability distribution P(X,(Parents(X)) that
quantifies the effect of the parents on the node.(X is parent of Y)
[0 The graph has no directed cycles (and hence is a directed, acyclic graph, or

DAG.)

Example: Simple Bayesian network

A simple Bayesian network in which Weather is independent of the other three variables and Toothache
and Catch are conditionally independent, given Cavity.
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1 Now, consider the example Burglar Alarm

[ If a thief or unknown person enter into your compound, then the alarm rings.

[1 You have installed a new burglar alarm at home.

(1 It is fairly reliable at detecting a burglary, but also responds on occasion to minor
earthquakes.

1 You also have two neighbors, John and Mary, who have promised to call you at work
when they hear the alarm.

(1 John always calls when he hears the alarm, but sometimes confuses the telephone
ringing with the alarm and calls then, too.

(1 Mary, on the other hand, likes loud music and sometimes misses the alarm altogether.

[1 Given the evidence of who has or has not called, we would like to estimate the
probability of a burglary.

P(B=true)
001

P(E=true)
.002

B P(A=true|B.E)
i .70
{oof .01
AT .70
Sy .01

P(J=true|A) A| P(M=true|A)

/ 70
/ 01

{ 90
.05

A typical Bayesian network, showing both the topology and the conditional probability tables (CPTs). In
the CPTs, the letters B, E, A, J, and M stand for Burglar, Earthquake, Alarm, JohnCalls, and MaryCalls,

respectively.

0 This, is the Bayesian network for our example.
(1 Each node is having its own conditional probability table CPT,
[ And in this diagram, alarm is directly depending on Burglary and Earthquake but John
and Mary are depending on only the Alarm.
[ So, in each CPT, they are having letters B Burglary, ECJEarthquake, S0 alarm,
JJJohn calls, MJ Mary calls.
[J From the network, the topology shows that
(1 Burglary and earthquakes directly affect the probability of the alarm,
) But John and Mary call depends on the alarm.
) Our assumptions from the network,
[1 They do not perceive any burglaries directly,
(1 They do not notice the minor earthquakes, and
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(1 They do not discuss before calling.
1 Notice that the burglar alarm network does not have any nodes corresponding to
[1 Mary is currently listening to loud music or
(1 The telephone ringing and confusing john
(1 These factors are summarizing in the uncertainty, associated with the links from
Alarm to JohnCalls and MaryCalls.
(1 This shows both laziness and ignorance in operation.

Conditional Probability Tables- CPT

1 The conditional probability tables in the network give the probabilities for the
values of the random variable depending on the combination of values for the
parent nodes.

(1 Each row must sum to 1.

00 All variables are Boolean, and therefore, the probability of a true value is p, the
probability of false must be 1-p.

[J A table for a Boolean variable with k parents contains 2* independently
specifiable probabilities.

[1 A variable with no parents has only one row, representing the prior probabilities
of each possible value of the variable.

Semantics of Bayesian Networks

Before that, lets discuss about Joint Probability Distribution
00 The full joint probability distribution specifies the probability of values to
random variables.
(1 It is usually too large to create or use in its explicit form.
(1 Joint probability distribution of two variables X and Y are

Joint Probabilities X X’
Y 0.20 0.12
Y’ 0.65 1.03

(1 Joint Probability distribution for n variables require 2™ entries with all possible
combination.( entries also increased & this is the drawback of joint probability)
Drawbacks of joint probability distribution

i.  Large number of variables and grows rapidly.
ii.  Time and space complexity are huge.
iii.  Statistical estimation with probability is difficult.
iv.  Human tends signal out few propositions.
v.  The alternative to this is Bayesian Networks.

Example:

(1 We can calculate the probability that the alarm has sounded, but neither a burglary nor
an earthquake has occurred, and both John and Mary call.

P(j,m,a,~b,~e) = P(jla)P(m|a)P(a|-bA —e)P(-b)P(—e)
= 0.90 x 0.70 x 0.01 x 0.999 x 0.998 = 0.00628.
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The Semantics of Bayesian Networks

1 An entry in joint distribution is the probability of conjunction of particular assignment
to each variable, such as (here X[ random variables, x-[J values to random
variables,m — product & here x;is depending on the parent X; value)

PXi=ziAN...NXy =2zy),
which is equal to

n

Py @85 ) = H O(z;|parents(X;)),

1=1

Method for constructing Bayesian Network

[1 Rewrite the joint distribution in terms of a conditional probability, using the product
rule

P(@1::500580) = Pl |Snaseas s JP(Eh=15555581)

[1 Then we repeat the process, reducing each conjunctive probability to a conditional
probability and a smaller conjunction. We end up with one big product:

P(xl,---’mn) = P(mnlmn—la- ..,wl)P(a:,,_,||m,7A2,...,a:]) P($2l$])P(iB])

== H P(.CC.,‘|JI.,'_1, ce ,,’.l?l).

i=1

(1 This identity is called the chain rule. The specification of the joint distribution is
equivalent to the general assertion that, for every variable X; in the network,

P(X;|X;_1,...,X1) = P(X;|Parents(X;)),

[1 We can directly implement this formula into our example
P(MaryCalls|JohnCalls,Alarm,Earthquake, Burglary) = P(MaryCalls| Alarm).
[1 No need to consider all the other things, because the parent of MaryCalls is Alarm.
So, MaryCalls is the child node of Alarm.

Compactness and node ordering

[J The compactness of Bayesian network is an example of general property of locally
constructed systems. (also called as spare systems, inside some components there, and
those are communicated)

O In alocally structured system, each subcomponent interacts directly with only a
bounded number of other components, regardless of the total number of components.
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O Therefor the correct in which to add node is to add the ‘root causes’ first, then the
variables they influenced and so on until we reach the leaves.

(1 Suppose, we decide to add the nodes in the order MaryCalls, JohnCalls,Alarm,
Burglary, Earthquake.

[0 Adding MaryCalls: No parents

1 Adding JohnCalls: If Mary calls, the probably means the alarm has gone off, which of
course would make it more likely that John calls. Therfore, johnCalls needs
MaryCalls as a parent.

[0 Adding Alarm: Clearly, if both call, it is more likely that the alarm has gone off than
if just one or neither call, so we need both MaryCalls and JohnCalls as parents.

1 Adding Burglary: If we know the alarm state, then the call from John or Mary might
give us information about our phone ringing or Mary’s music, but not about burglary:

P(Burglary|Alarm,JohnCalls,MaryCalls) = P(Burglary|Alarm).

1 Hence we need just Alarm as parent.
[0 Adding Earthquake: If the alarm is on, it is more likely that there has been an
earthquake. But if we know that there has been a burglary, then that explains the
alarm, and the probability of an earthquake would be only slightly above normal.
Hence we need both Alarm and Burglary as parents.
1

MaryCalls

2
JohnCalls

(b)

Network structure and number of parameters depends on order of introduction. (a) The structure
obtained with ordering M,J,A,B,E. (b) The structure obtained with M,J,E,B,A. Each node is annotated
with the number of parameters required; 13 in all for (a) and 31 for (b). In Figure 13.218, only 10

parameters were required.

Conditional independence relations in Bayesian networks

I. A node is conditionally independent of its non-descendants, given its parents.

[ For example, JohnCalls is independent of Burglary and Earthquake, given the
value of Alarm.
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Burglary

Earthquake

ii. A node is conditionally independent of all other nodes in the network, given
its parents, children, and children’s parents- that is, given its Markov blanket.
[1 For example, Burglary is independent of JohnCalls and MaryCalls, given
Alarm and Earthquake.

(a) (b)

(a) A node X is conditionally independent of its non-descendants (e.g., the Z;;s) given its parents (the Ujs
shown in the gray area). (b) A node X is conditionally independent of all other nodes in the network
given its Markov blanket (the gray area).

Exact Inference in Bayesian Network

0 Probabilistic Inference System is to compute Posterior Probability Distribution for a
set of query variables, given some observed events.
(1 That is, some assignment of values to a set of evidence variables.

Notations

(1 X [ denotes the query variable

[0 E [J set of evidence variables {E, ... E,.}

[1 E [particular observed event

[0 Y [Inon-evidence, non-query variables, Y5, ... Y. (called the hidden variables)
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[ The complete set of variables—- X ={X}UEUY

[0 A typical query asks for the Posterior Probability distribution P( X | )

[0 In the burglary network, we might observe the event in which
JohnCalls = true and MaryCalls = true.

(1 We could then ask for, say, the probability that a burglary has occurred:

P(Burglary|JohnCalls = true,MaryCalls = true) = (0.284,0.716).

Earthquake

P(B=true)
001

P(E=true)
.002

B E| P(A=true|B.E)
I 1 70
¢ f 01
AN 70
ot .01

P(J=true|A)
1 90
05

A | P(M=true|A)
! .70
f 01

A typical Bayesian network, showing both the topology and the conditional probability tables (CPTs). In
the CPTs, the letters B, E, A, J, and M stand for Burglar, Earthquake, Alarm, JohnCalls, and MaryCalls,

respectively.

Types of Inferences

Inference by Enumeration (inference by listing or recording all variables)

[1 Any conditional probability can be computed by summing terms from the full joint
distribution.
[1 More specifically, a query P(X | e) can be answered using equation.

P(Xle)=aP(Xe)=a Y P(Xey).
y

0 Where o is normalized constant
0 X O Query Variable

0 e O event

[0y [J number of terms

Consider the query P(Burglary|JohnCalls = true,MaryCalls = true).

(1 Burglary [ query variable (X)
[1 JohnCalls [ Evidence variable 1 (E1)
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1 MaryCalls [0 Evidence Variable 2 (E2)
(1 The hidden variables of this query are earthquake and alarm
(1 Using initial letter for the variables to shorten the expression we have

=« Z Z P(B,jm,e,a).

[1 The semantic of Bayesian network give us an expression, in terms of CPT entries, for
simplicity we do this just for Burglary = true

bl]? _QZZP

P(B|.7’m) = aP yJy T

P(alb,e) P(jla) P(m|a).

P(alb,e) P(-alb,e) P(alb,—e) P(~alb,~e)
95 .05 94 .06
P(jla) P(jl~a) | PQjla) | P(jl~a) |
.90 05 90 05
O O O O
P(mla) P(ml=-a) P(mla) P(ml-a)
01 O 70 O 01 O

70
O

The structure of the expression shown in Equation (13.5) 8. The evaluation proceeds top down
multiplying values along each path and summing at the “+” nodes. Notice the repetition of the paths for j

and m.
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function ENUMERATION-ASK(X, e, bn) returns a distribution over X
inputs: X, the query variable
e, observed values for variables E
bn, a Bayes net with variables vars

Q(X) <—a distribution over X, initially empty
for each value x; of X do
Q(x;) <~ ENUMERATE-ALL(vars, ey;)
where e, is e extended with X = x;
return NORMALIZE(Q(X))

function ENUMERATE-ALL(vars, e) returns a real number
if EMPTY ?(vars) then return 1.0
V < FIRST(vars)
if V is an evidence variable with value v in e
then return P(v| parents(V)) x ENUMERATE-ALL(REST(vars),e)
else return Y, P(v|parents(V)) x ENUMERATE-ALL(REST(vars),e,)
where e, is e extended with V= v

The enumeration algorithm for exact inference in Bayes nets.

Inference by Variable Elimination

[0 The enumeration algorithm can be improved substantially by elimination repeated
calculations.

(1 The idea is simple: do the calculation once and solve the result for later use. This is a
form of dynamic programming.

[1 Variable elimination works by evaluating expressions,

[ Previous equation (derived in inference by enumeration)

P(blj,m) = a Z > _ P(b)P(e)P(alb.e) P(jla)P(m]a).

[1 From this the repeated variables are separated

P(b|jm) = a P(b) Y _ P(e) ) _ P(albe)P(jla)P(m|a).

U Intermediate results are stored, and summations of each variable are done, for only
those portion of the expression, that depends on the variable.

O Let us illustrate this process for the burglary network.

[1 We evaluate the expression
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P(B|j,m) = aP(B) } , P(e) > P(a|Be)P(jla) P(mla).
N e =~ a See——S——N——
f,(B) £:(E) f;(A,B,E) f£i(4) £5(4)

1 We have annotated each part of the expression with the same name of the associated
variable, these parts are called factors

(1 For example, the factors f4(A) and f5(A) corresponding to P(j | a) and P(m | a)
depending just on A because J and M are fixed by the query.

[1 They are therefore two element vectors.

n-(F0)-(02)  sen= () - (63

(1 Given two factors f(X, Y) and g(Y, Z) with probability distributions shown below,
the pointwise product f X g = h(X,Y, Z) has 21*1+1 =g

X Y f(X.,Y) Y Z g(Y.z2) X Y Z h(X.Y,Z)
t t ks ) t t 2 t t t Bx.2=1006
t f ok t ¥ i 8 t t i 3x.8=.24
I t 9 g t .6 t f t I x.6=.42
f f W | F N 4 t F " § T % A=.28
F t t 99X .2=.18
f t T 9x.8=.72
! | 2 t 1 x.6=.06
F if f Ax.4=.04

Ilustrating pointwise multiplication: f(X,Y) x g(¥,Z) = h(X,Y,Z).

function ELIMINATION-ASK(X, e, bn) returns a distribution over X
inputs: X, the query variable
e, observed values for variables E
bn, a Bayesian network with variables vars

factors + (|
for each V in ORDER(vars) do

factors «— [MAKE-FACTOR(V,e)| + factors

if V is a hidden variable then factors <~ SUM-OUT(V, factors)
return NORMALIZE(POINTWISE-PRODUCT(factors))

The variable elimination algorithm for exact inference in Bayes nets.

Elimination

[J Summing out, or eliminating a variable from a factor is done by adding up the sub-
arrays formed by fixing the variable to each of its values in turn.
(1 For example, to sum out a from h(X, Y, Z), we write:
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hy(Y,Z2) = Y h(X)Y,2)=h(zY,Z)+h(-2,Y,Z)
_ (06 .24) : (.18 T2\ _ (24 .96
42 .28 .06 .04 48 32)°
Relevance

Let us consider one more query: P(JohnCalls|Burglary = true).
PJIb)
P(J|b) =aP(b) ) P(e))_ Plalb,e)P(J]a) ) P(m|a).

m

00 X,,P(m|a) = 1, therefore M is irrelevant for the query.
[ In other words, P(J|b) remains unchanged if we remove M from the network.

Complexity

The computational and space complexity of variable elimination is determined by
the largest factor.

« The elimination ordering can greatly affect the size of the largest factor.

« Does there always exist an ordering that only results in small factors? No!

= Greedy heuristic: eliminate whichever variable minimizes the size of the factor to be
constructed.

= Singly connected networks (polytrees):
= Any two nodes are connected by at most one (undirected path).
« For these netwarks, time and space complexity of variable elimination are O nd” ).
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Worst-case complexity?

truth-setting
component

clause-satisfaction-testing
component

overall-satisfaction-testing
component

3SAT is a special case of inference:

o CSP: (u, s us) A (—uy U U3 us us V uy)

« P(U 0) = P(U 1) =0.5

e C,=U,vU, vU;: C; U, Uy vUs: Cy = Uy Us vU,
e Dy =Cy:Dy; =Dy AC,

oY =D, NC4

0 If we answer whether P(Y=1)>0, then we answer whether 3SAT has a solution.
(1 By reduction, inference in Bayesian networks is therefore NP-complete.
[0 There is no known efficient probabilistic inference algorithm in general.

Approximate inference

[0 Exact inference is intractable for most probabilistic models of practical interest.
e.g) involving many variables, continuous and discrete, undirected cycles, etc.

Sampling Methods

(1 Basic idea:
(1 Draw N samples from a sampling distribution S.
[0 Compute an approximate posterior probability P.
[0 Show this approximate coverages to the true probability distribution P.

Why sampling

[1 Generating samples is often much faster than computing the right answer (e.g., with
variable elimination)

Sampling

[J How to sample from the distribution of a discrete variable X?
0 Assume k discrete outcomes x; _x; with probability P(x;)
(1 Assume sampling from the uniform U(0,1) is possible.
e.g) as enabled by a standard r and () function.
(1 Divide the [0,1] interval into k regions, with region i having size P(x;).
(1 Sample u~U(0,1) and return the value associated to the region in which u falls.
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| | | |
«——x

0 P(x;) 1
P(C)
c P 0<u<06—C =red
rod O 0.6 <u<0.7— C = green
green 0.1 0L)7<u<l1—=C = bhe

Prior Sampling

1 Sampling from a Bayesian network, without observed evidence.
(1 Sample each variable in turn, in topological order.
1 The probability distribution from which the value is sampled is conditioned on
the values already assigned to the variable’s parents.

function PRIOR-SAMPLE(bn) returns an event sampled from the prior specified by bn
inputs: bn, a Bayesian network specifying joint distribution P(Xj.,..., Xn)

X <—an event with n elements

for each variable X; in X,,....X,, do
x|i] - a random sample from P(X; | parents(X;))
return x

A sampling algorithm that generates events from a Bayesian network. Each variable is sampled according

to the conditional distribution given the values already sampled for the variable’s parents.

P(W]s,r)
99
90
90

e T
[~~~ ~|>

(a)

Downloaded by Viji Jai (hancymeena@gmail.com)
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Example

We will collect a bunch of samples from the Bayesian network:

c s, r,w
c,8,T,u

=C, 8, T, U
( s, T, u

If we want to know P(W):
« We have counts (w : 4, ~w : 1
« Normalize to obtain P(W) = (w : 0.8, ~w : 0.2)

. P( W) will get closer to the true distribution P( 1} ) as we generate more
samples.

Analysis

[1 The probability that prior sampling generates a particular event is

Sps(z1...2,) = H P(z;|parents(X;))
i—1

SpglH] - - Ty =P (D1 00 Big):

i.e) the Bayesian network’s joint probability

0 Let Npg(xq x,,) denote the number of samples of an event. We define the probability
estimator

P(xl, e xn) = Nps(xl, xn)/N
Then,

. Npg(.’l:l,...,.’l.'n)
Nhn; N

— SPS(:BI’ P ,:l!,,) = P(Z‘l, e ,.’E,,)-

Therefore, prior sampling is consistent:

P15 woslys) BNpa(@yy vy ) N
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Rejection sampling in Bayesian networks

(1 Using prior sampling, an estimate P(x|e) can be formed from the proportion of
samples x agreeing with the evidence e among all samples agreeing with the
evidence.

function REJECTION-SAMPLING(X, e, bn, N) returns an estimate of P(X |e)
inputs: X, the query variable
e, observed values for variables E
bn, a Bayesian network
N, the total number of samples to be generated
local variables: C, a vector of counts for each value of X, initially zero

forj=1toNdo
X ¢~ PRIOR-SAMPLE(bn)
if x is consistent with e then
C[j]<C[j]+1 where x; is the value of X in x
return NORMALIZE(C)

The rejection-sampling algorithm for answering queries given evidence in a Bayesian network.

Analysis

(1 Let consider the posterior probability estimator P(X|e) formed by rejection sampling:

Npg(X,e) z P(z,e)/P(e)

P(Xle) = aNpg(X.e) = sl ok
£

this becomes

P(X|e) ~ = P(X|e).
{1 Therefore, rejection sampling is consistent.
(] The standard deviation of the error in each probability is 0(1/+/n)), where n is the
number of samples used to compute the estimate.
[ Problem: many samples are rejected!
[1 Hopelessly expensive if the evidence is unlikely. i.e if P(e) is small.
1 Evidence is not exploited when sampling.

Likelihood weighting

[ ldea: clamp the evidence variables, sample the rest.
[0 Problem: the resulting sampling distribution is not consistent.
[1 Solution: weight by probability of evidence given parents.

Downloaded by Viji Jai (nancymeena@gmail.com)


mailto:nancymeena@gmail.com

function LIKELIHOOD-WEIGHTING(X, e, bn, N) returns an estimate of P(X |e)
inputs: X, the query variable
e, observed values for variables E
bn, a Bayesian network specifying joint distribution P(Xj., ..., Xn)
N, the total number of samples to be generated
local variables: W, a vector of weighted counts for each value of X, initially zero

for j=1toN do

X, W< WEIGHTED-SAMPLE(bn, e)

W[j] <~ W[j] + w where x; is the value of X in x
return NORMALIZE(W)

function WEIGHTED-SAMPLE(bn, ) returns an event and a weight

w1 x—an event with n elements, with values fixed from e
fori=1tondo
if X; is an evidence variable with value x;; in e
then w«w x P(X;= x;;|parents(X;))
else x|[i| +— a random sample from P(X; | parents(X;))
return x, w

The likelihood-weighting algorithm for inference in Bayesian networks. In WEIGHTED-SAMPLE, each
nonevidence variable is sampled according to the conditional distribution given the values already
sampled for the variable’s parents, while a weight is accumulated based on the likelihood for each

evidence variable.

Analysis

(1 The sampling probability for an event with likelihood weighting is
!

Sws (x, ) =[] P(x;|parents(X;))

[1 Where the product is over the non-evidlenlce variables. The weight for a given sample
X, € is
m
w(x, e) =[] P(e;|parents(E)))
i=1

[1 Where the product is over the evidence variables.
[1 The weighted sampling probability is

l m
Sws (x, e)w(x, e) =[] P(x; |parents(X;)) [] P(e;|parents(E;))
i=1 i=1
= P(x,e)

[1 The estimated posterior probability is computed as follows:
P(x, e) = aNys(x, e)w(x, e)

~ a Sys(x, e)w(x, e)

=aP(x, e)
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= P(x|e)

] Where a and ' are normalization constants.
(1 Hence likelihood weighting returns consistent estimates.
[ Likelihood weighting is helpful:
[1 The evidence is taken into account to generate a sample.
[0 More samples will reflect the state of the world suggested by the evidence.
01 Likelihood weighting does not solve all problems:
[0 Performance degrades as the number of evidence variable increases.
[1 The evidence influences the choice of downstream variables, but not upstream
ones.
o ldeally, we would like to consider the evidence when we sample each
and every variable.

Inference by Markov chain simulation

[0 Markov chain Monte Carlo (MCMC) algorithms are a family of sampling algorithms
that generate samples through a Markov chain.

[1 They generate a sequence of samples by making random changes to a preceding
sample, instead of generating each sample from scratch.

[0 Helpful to think of a Bayesian network as being in a particular current state specifying a
value for each variable and generating a next state by making random changes to the
current state.

[0 Metropolis-Hastings is one of the most famous MCMC methods, of which Gibbs
sampling is a special case.

Gibbs sampling

(1 Start with an arbitrary instance x4, ... x,, consistent with the evidence.
[0 Sample one variable at a time, conditioned on all the rest, but keep the evidence fixed.
[0 Keep repeating this for a long time.

function GIBBS-ASK(X, e, bn, N) returns an estimate of P(X | e)
local variables: C, a vector of counts for each value of X, initially zero
Z., the nonevidence variables in bn
X, the current state of the network, initialized from e

initialize x with random values for the variables in Z

fork=1toN do
choose any variable Z; from Z according to any distribution p(i)
set the value of Z; in x by sampling from P(Z; |mb(Z;))
Cl[j] < C[j] + 1 where x; is the value of X in x

return NORMALIZE(C)

The Gibbs sampling algorithm for approximate inference in Bayes nets; this version chooses variables at

random, but cycling through the variables but also works.

Downloaded by Viji Jai (nancymeena@gmail.com)
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Example

1) Fix the 2) Randomly

evidence initialize the other
variables

3) Repeat

« Choose a non-evidence variable X .

+ Resample X from P (X |all other variables).

e e - dige ~ e e - el
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