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UNIT IV CLOUD DEPLOYMENT ENVIRONMENT

Google App Engine - Amazon AWS - Microsoft Azure; Cloud Software
Environments —Eucalyptus — OpenStack.

a.Google App Engine

Google has the world’s largest search engine facilities. The company has extensive experience in
massive data processing that has led to new insights into data-center design and novel
programming models that scale to incredible sizes. The Google platform is based on its search
engine expertise, but as discussed earlier with MapReduce, this infrastructure is applicable to many
other areas. Google has hundreds of data centers and has installed more than 460,000 servers

worldwide.
1. Google Cloud Infrastructure

Google has pioneered cloud development by leveraging the large number of data centers it
operates. For example, Google pioneered cloud services in Gmail, Google Docs, and Google Earth,
among other applications. These applications can support a large number of users simultaneously
with HA. Notable technology achievements include the Google File System (GFS), MapReduce,
BigTable, and Chubby. In 2008, Google announced the GAE web application platform which is
becoming a common platform for many small cloud serviceproviders. This platform specializes
in supporting scalable (elastic) web applications. GAEenables users to run their applications on a

large number of data centers associated with Google’ssearch engine operations.
2. GAE Architecture

Google cloud platform which has been used to deliver the cloud services highlighted earlier. GFS
is used for storing large amounts of data. MapReduce is for use in application program
development. Chubby is used for distributed application lock services. BigTable offers a storage
service for accessing structured data. Users can interact with Google applications via the web
interface provided by each application. Third-party application providers can use GAE to build

cloud applications for providing services.
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The applications all run in data centers under tight management by Google engineers. Inside
each data center, there are thousands of servers forming different clusters. File System for storing
large amounts of data, the MapReduce programming framework for application developers,
Chubby for distributed application lock services, and BigTable as a storage service for accessing
structural or semi structural data. With these building blocks, Google has built many cloud

applications.

GAE runs the user program on Google’s infrastructure. As it is a platform running third-party
programs, application developers now do not need to worry about the maintenance of servers.
GAE can be thought of as the combination of several software components. The frontend is an
application framework which is similar to other web application frameworks such as ASP, J2EE,
and JSP. At the time of this writing, GAE supports Python and Java programming environments.
())Functional Modules of GAE

The GAE is not an infrastructure platform, but rather an application development platform for

users. We describe the component functionalities separately.

1. The data store offers object-oriented, distributed, structured data storage services based
on BigTable techniques. The data store secures data management operations.
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2. The application runtime environment offers a platform for scalable web programming
and execution. It supports two development languages: Python and Java.

3. The software development kit (SDK) is used for local application development. The SDK
allows users to execute test runs of local applications and upload application code.

4. The administration console is used for easy management of user application development
cycles, instead of for physical resource management.

5. The GAE web service infrastructure provides special interfaces to guarantee flexible use
and management of storage and network resources by GAE.

Google offers essentially free GAE services to all Gmail account owners. You can register for a
GAE account or use your Gmail account name to sign up for the service. The service is free within
a quota. If you exceed the quota, the page instructs you on how to pay for the service

(if) GAE Applications

Well-known GAE applications include the Google Search Engine, Google Docs, Google Earth,
and Gmail. These applications can support large numbers of users simultaneously. Users can

interact with Google applications via the web interface provided by each application.

Third-party application providers can use GAE to build cloud applications for providing services.
The applications are all run in the Google data centers. Inside each data center, there might be

thousands of server nodes to form different clusters. GAE supports many web applications.

One is a storage service to store application-specific data in the Google infrastructure. The data
can be persistently stored in the backend storage server while still providing the facility for queries,
sorting, and even transactions similar to traditional database systems. GAE also providesGoogle-

specific services, such as the Gmail account service
b. Amazon AWS

VMs can be used to share computing resources both flexibly and safely. Amazon has been a leader
in providing public cloud services (http://aws.amazon.com/). Amazon applies the laaS model in
providing its services EC2 provides the virtualized platforms to the host VMs where thecloud

application can run. S3 (Simple Storage Service) provides the object-oriented storage
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service for users. EBS (Elastic Block Service) provides the block storage interface which can be
used to support traditional applications. SQS stands for Simple Queue Service, and its job is to
ensure a reliable message service between two processes. The message can be kept reliably even
when the receiver processes are not running. Users can access their objects through SOAP with
either browsers or other client programs which support the SOAP standard.

(i) Amazon cloud computing infrastructure

Amazon offers queuing and notification services (SQS and SNS), which are implemented in the
AWS cloud. Note brokering systems run very efficiently in clouds and offer a striking model for
controlling sensors and providing office support of smartphones and tablets. Different from
Google, Amazon provides a more flexible cloud computing platform for developers to build cloud
applications. Small and medium-size companies can put their business on the Amazon cloud
platform. Using the AWS platform, they can service large numbers of Internet users and make
profits through those paid services.
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The Elastic MapReduce capability is equivalent to Hadoop running on the basic EC2 offering.
AWS Import/Export allows one to ship large volumes of data to and from EC2 by shipping
physical disks; it is well known that this is often the highest bandwidth connection between

geographically distant systems. Amazon Cloud Front implements a content distribution network.
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Amazon DevPay is a simple-to-use online billing and account management service that makes it

easy for businesses to sell applications that are built into or run on top of AWS.

FPS provides developers of commercial systems on AWS with a convenient way to charge
Amazon’s customers that use such services built on AWS. Customers can pay using the same login
credentials, shipping address, and payment information they already have on file with Amazon.
The FWS allows merchants to access Amazon’s fulfillment capabilities through a simple web

service interface.

Merchants can send order information to Amazon to fulfill customer orders on their behalf. In July
2010, Amazon offered MPI clusters and cluster compute instances. The AWS cluster compute
instances use hardware-assisted virtualization instead of the para-virtualization used by other

instance types and requires booting from the EBS. Users are freed to create a new AMI as needed.
c. Microsoft Azure

In 2008, Microsoft launched a Windows Azure platform to meet the challenges in cloud
computing. This platform is built over Microsoft data centers Windows Azure offers a cloud

platform built on Windows OS and based on Microsoft virtualization technology.

Applications are installed on VMs deployed on the data-center servers. Azure manages all servers,
storage, and network resources of the data center. On top of the infrastructure are the various
services for building different cloud applications.

()Microsoft Windows Azure platform for cloud computing

The overall architecture of Microsoft’s cloud platform, The platform is divided into three major

component platforms. Cloud-level services provided by the Azure platform are introduced below.

1. Live service Users can visit Microsoft Live applications and
apply the data involvedacross multiple machines concurrently.

2. .NET service This package supports application development on
local hosts andexecution on cloud machines.
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3. SQL Azure This function makes it easier for users to visit and use the relational database
associated with the SQL server in the cloud.

4. SharePoint service This provides a scalable and manageable platform for users to
develop their special business applications in upgraded web services.

5. Dynamic CRM service This provides software developers a business platform in
managing CRM applications in financing, marketing, and sales and promotions.

All these cloud services in Azure can interact with traditional Microsoft software applications,
such as Windows Live, Office Live, Exchange online, SharePoint online, and dynamic CRM

online. The Azure platform applies the standard web communication protocols SOAP and REST.

The Azure service applications allow users to integrate the cloud application with other platforms
or third-party clouds. You can download the Azure development kit to run a local version of Azure.
The powerful SDK allows Azure applications to be developed and debugged on the Windows

hosts.
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d. Cloud Software Environments

We will assess popular cloud operating systems and emerging software environments. We cover
the open source Eucalyptus and Nimbus, then examine OpenNebula, Sector/ Sphere, and Open
Stack.

(1)Open Source Eucalyptus and Nimbus

Eucalyptus is a product from Eucalyptus Systems (www.eucalyptus.com) that was developed out
of a research project at the University of California, Santa Barbara. Eucalyptus was initially aimed
at bringing the cloud computing paradigm to academic supercomputers and clusters. Eucalyptus
provides an AWS-compliant EC2-based web service interface for interacting with the cloud
service.

e.Eucalyptus Architecture
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The Eucalyptus system is an open software environment. The architecture was presented in a
Eucalyptus white paper introduced Eucalyptus from a virtual clustering point of view. The
architecture based on the need to manage VM images. The system supports cloud programmers in
VM image management as follows. Essentially, the system has been extended to support the
development of both the computer cloud and storage cloud.

I VM Image Management

Eucalyptus takes many design queues from Amazon’s EC2, and its image management system is
no different. Eucalyptus stores images in Walrus, the block storage system that is analogous to the
Amazon S3 service. As such, any user can bundle her own root file system, and upload and then
register this image and link it with a particular kernel and ramdisk image.

ii. Nimbus
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Nimbus is a set of open source tools that together provide an laaS cloud computing solution. The
architecture of Nimbus, which allows a client to lease remote resources by deploying VMs on
those resources and configuring them to represent the environment desired by the user. To this
end, Nimbus provides a special web interface known as Nimbus Web Its aim is to provide
administrative and user functions in a friendly interface. Nimbus Web is centered around a Python
Django web application that is intended to be deployable completely separate from the Nimbus

service.
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Nimbus supports two resource management strategies. The first is the default “resource pool”
mode. In this mode, the service has direct control of a pool of VM manager nodes and it assumes
it can start VMs. The other supported mode is called “pilot.” Here, the service makes requests to
a cluster’s Local Resource Management System (LRMS) to get a VM manager available to deploy
VMs. Nimbus also provides an implementation of Amazon’s EC2 interface that allows users to

use clients developed for the real EC2 system against Nimbus-based clouds.
f.OpenStack

OpenStack was been introduced by Rack space and NASA in July 2010. The project is building
an open source community spanning technologists, developers, researchers, and industry to share
resources and technologies with the goal of creating a massively scalable and secure cloud

infrastructure.

In the tradition of other open source projects, the software is open source and limited to just open
source APIs such as Amazon. Currently, OpenStack focuses on the development of two aspects of
cloud computing to address compute and storage aspects with the OpenStack Compute and
OpenStack Storage solutions. “OpenStack Compute is the internal fabric of the cloud creating and
managing large groups of virtual private servers” and “OpenStack Object Storage is softwarefor
creating redundant, scalable object storage using clusters of commodity servers to store terabytes

or even petabytes of data.”
(i) OpenStack Compute

As part of its computing support efforts, OpenStack is developing a cloud computing fabric
controller, a component of an laaS system, known as Nova. The architecture for Nova is built on
the concepts of shared-nothing and messaging-based information exchange. Hence, most
communication in Nova is facilitated by message queues. To prevent blocking components while
waiting for a response from others, deferred objects are introduced. Such objects include callbacks
that get triggered when a response is received. This is very similar to established concepts from
parallel computing, such as “futures,” which have been used in the grid community by projects
such as the CoG Kit.
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The cloud controller maintains the global state of the system, ensures authorization while
interacting with the User Manager via Lightweight Directory Access Protocol (LDAP), interacts
with the S3 service, and manages nodes, as well as storage workers through a queue. Additionally,
Nova integrates networking components to manage private networks, public IP addressing, virtual

private network (VPN) connectivity, and firewall rules. It includes the following types:

Network Controller manages address and virtual LAN (VLAN) allocations

2. Routing Node governs the NAT (network address translation) conversion of public IPs to
private IPs, and enforces firewall rules

3. Addressing Node runs Dynamic Host Configuration Protocol (DHCP) services for private
networks

4. Tunneling Node provides VPN connectivity

The network state (managed in the distributed object store) consists of the following:

VLAN assignment to a project

Private subnet assignment to a security group in a VLAN
Private IP assignments to running instances

Public IP allocations to a project

© © N o v

Public IP associations to a private IP/running instance
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(i)OpensStack Storage

The OpenStack storage solution is built around a number of interacting components and concepts,
including a proxy server, a ring, an object server, a container server, an account server,replication,
updaters, and auditors. The role of the proxy server is to enable lookups to the accounts, containers,
or objects in OpenStack storage rings and route the requests. Thus, any object is streamed to or
from an object server directly through the proxy server to or from the user. A ring represents a
mapping between the names of entities stored on disk and their physicallocations. According to
the documentation, “the Object Server is a very simple blob storage server that can store, retrieve

and delete objects stored on local devices.”

Objects are stored as binary files with metadata stored in the file’s extended attributes. This
requires that the underlying file system is built around object servers, which is often not the case
for standard Linux installations. To list objects, a container server can be utilized. Listing of
containers is handled by the account server. The first release of OpenStack “Austin” Compute and

Object Storage was October 22, 2010. This system has a strong developer community.
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